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Reserved symbols and notational conventions 

Reserved symbols 

=
!
  This means we want set the equality. Thus, 𝑎 =

!
𝑏 means that we 

want to set 𝑎 equal to 𝑏. 

𝛻  This denotes the gradient vector. 

Δ  First difference, i.e., Δ𝑥𝑡 = 𝑥𝑡 − 𝑥𝑡−1. 

|𝑎| When a is a set, the vertical bars denote the cardinality of the set. 

When a is a real number, the vertical bars denote the absolute value 

of a. 

⌊𝑥⌋  This denotes the floor function that takes as input a real number 𝑥 

and returns the greatest integer less than or equal to 𝑥. 

𝒩(𝜇, 𝜎2) The normal distribution with mean 𝑚 and standard deviation 𝑠. 

𝑛  The number of distinct observations in our sample. 

𝑁  The size of the population. 

𝑝 Denotes the number of variables used to make forecastforecasts, 

known as input variables, forecastors, independent variables or 

features. 

𝑌 The random variable on which we want to make a forecastforecast, 

also known as the output, response or dependent variable. 

𝑦𝑖𝑡 The 𝑖th observation in period 𝑡 of the random variable 𝑌 (either i or t 

may be omitted if not applicable). 

𝒚 ∈  ℝ𝒏  The column vector representing all the 𝑛 observations of random 

variable 𝑌. 

𝑿 Unless states otherwise, this denote the random column vector of 𝑝 

input random variables, i.e., 𝑿 = (𝑋1, 𝑋2, … , 𝑋𝑝)
T
. We will also use 𝑿 ∈

 ℝ𝑛×𝑝 or 𝑿 ∈  ℝ𝑛×(𝑝+1) to denote the matrix whose (i,j)-th element is 

the observation 𝑥𝑖𝑗. 

𝑋𝑗 The j-th input random variable. 

𝑥𝑖𝑗𝑡  The value of the 𝑗-th variable for the 𝑖-th observation in period 𝑡 

(either 𝑖 or 𝑡 may be omitted if not applicable). 

𝒙𝑖 , 𝒙𝑡 ∈  ℝ
𝑝  Unless stated otherwise, this denotes the column vector that 

expresses the values of the 𝑖th or 𝑡th observation of the random 

column vector 𝑿. Sometimes it will be mathematically useful to set 

the first element to 1 and in that case 𝒙𝑖 , 𝒙𝑡  ∈  ℝ
𝑝+1. 

𝑒𝑖𝑡, 𝑢𝑖𝑡 , 𝑣𝑖𝑡 Error terms for the 𝑖th observation in period 𝑡 (either 𝑖 or 𝑡 may be 

omitted if not applicable). 

𝒟  The random variable 𝒟 = {𝑿, 𝑌} for supervised learning and 𝒟 = {𝑿} 

for unsupervised learning. 

range(𝐴) The range of a random variable 𝐴 is the set of possible outcomes for 

𝐴. 

Pr(𝐴) The probability of event 𝐴 occurring. (Remember an event is a 

subset of the sample space, and it has occurred if the actual 

outcome is in 𝐴.) 

Pr(𝐴|𝐵)  The conditional probability of event 𝐴 occurring given that event 𝐵 

has occurred.  

Pr(𝐴 = 𝑎) The probability of the discrete random variable A being equal to 𝑎. 

Here we are using 𝐴 =  𝑎 to denote an event consisting of all 
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outcomes to which 𝐴 assigns the number 𝑎. In situations where 

there is no ambiguity that 𝑎 ∈ 𝐴, this can be written as Pr(𝑎). 

Pr(𝑎1 ≤ 𝐴 ≤ 𝑎2) The probability of the continuous random variable 𝐴 takes on a 

value between two real constants 𝑎1 and 𝑎2. 

𝑝𝐴 If 𝐴 denotes a discrete random variable, then 𝑝𝐴 denotes the 

probability mass function, that is, Pr(𝐴 = 𝑎) = 𝑝𝐴(𝑎). If 𝐴 denotes a 

continuous random variable, then 𝑝𝐴 denotes the probability density 

function, that is, Pr(𝑎1 ≤ 𝐴 ≤ 𝑎2) =  ∫ 𝑝𝐴(𝑎)𝑑𝑎
𝑎2
𝑎1

. 

𝑃𝐴 The cumulative distribution function of any random variable 𝐴 such 

that Pr(𝑎1 ≤ 𝐴 ≤ 𝑎2) = 𝑃𝐴(𝑎). 

𝔼𝐴[𝑓(𝐴, 𝐵)]  The expectation of a function 𝑓(𝐴, 𝐵) with respect to a random 

variable 𝐴. 

𝔼𝐴[𝑓(𝐴, 𝐵)|𝐵 = 𝑏] The expectation of a function 𝑓(𝐴, 𝐵) with respect to a random 

variable 𝐴 conditioned on the event that 𝐵 = 𝑏 has been observed. 
argmax
𝑎∈𝐴

𝑓(𝑎)  This denotes the subset of the domain of the function 

𝑓: 𝐴 ↦ 𝑓(𝐴) at which the function values are maximized. 
argmin
𝑎∈𝐴

𝑓(𝑎)  This denotes the subset of the domain of the function 

𝑓: 𝐴 ↦ 𝑓(𝐴) at which the function values are minimized. 

Notational conventions 

• Lowercase boldface letters refer, e.g., 𝒙𝑖 or 𝒚, to a column vector. 

• Uppercase boldface letters refer, e.g., 𝑿, to matrices and also random column 

vectors. 

• Random variables will, in general, be denoted by an uppercase letter and its 

observations will be denoted by lowercase letters. 

• The hat operator will be used to denote an estimator or an estimated value, e.g., 𝑦̂𝑖 

is an estimation of 𝑦𝑖. 

• An arrow with a. s. over it means that the event happens almost surely if it happens 

with probability 1. E.g., if the sample mean 𝑋̅ converges almost surely to the 

population mean 𝜇𝑋, it is written as 𝑋̅
a.s.
→ 𝜇𝑋. 
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Summary 

Policymakers would like to gain more insight into the (social) costs of crime, law 

enforcement and conflict resolution. Therefore, they would like to understand future 

trends in these fields so that the best possible decisions (in terms of policy and 

financial costs) can be made. Forecasting models may be used for this. To this end, 

the Forecasting Model for the Justice System (FMJS) was developed some time ago. 

This report examines the feasibility and usefulness of modernizing the FMJS using new 

developments in data processing and algorithms. 

Forecasting Model for the Justice System 

The forecasts about the numbers of recorded crime, suspects and everything that 

follows, and conflict resolution are currently made with the FMJS. This model covers 

virtually the entire Dutch judicial system, including (police) investigation, prosecution 

and sentencing, sanctions, subsidized legal aid in criminal cases and victim cares. In 

addition, the model also includes civil justice, administrative justice, legal aid in civil 

and administrative cases and the detention of illegal immigrants. The FMJS uses 

demographic, social and economic forecasts to forecast the inflow at the beginning of 

the system, such as recorded crime. These forecasts are then used to make forecasts 

of the inflow of cases at the Public Prosecution Service, and thus forecasts for the 

inflow at the courts and subsequently forecasts for the required sanction capacity. The 

FMJS is a combination of structural models, stock-flow models and time series models 

and includes approximately 6,600 equations. The parameters of the theoretical model 

are estimated using regression analysis on annual data. The result is an empirical 

model with which forecasts can be generated. The generated forecasts serve as a basis 

for a large part of the budget of the Ministry of Justice and Security. 

 

Previous external evaluations show that the FMJS is well constructed and that users do 

not need a radically different model. However, the current FMJS was designed in a 

period when the availability of microdata was limited and a number of techniques were 

often theoretically known, but could not be implemented due to limitations in 

computer technology. It is therefore useful to investigate whether there have been 

developments in recent years in the field of data and forecasting techniques that can 

provide more or different insights. 

Limitations 

The purpose of the FMJS is to make estimates of the capacity needs of the Dutch 

judicial system. The FMJS assumes that the entire capacity requirement can be 

financed. There are therefore no budget restrictions in the FMJS. The FMJS also takes 

system effects into account. Only amounts are forecasted, such as number of cases or 

number of suspects or number of sanctions. The FMJS does not include prices. The 

FMJS forecasts the items on which judicial organizations are financed. This varies per 

organization and is determined by the organizations themselves in consultation with 

the Ministry of Justice and Security and not by the FMJS. The FMJS follows these 

decisions. If the method of financing is adjusted, the FMJS will be adjusted. A condition 

for the FMJS is that the criteria on which finances are provided, are quantifiable and 
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measurable. Because the method of financing is a decision made outside the FMJS, 

this report will not discuss it further. The estimates themselves and their accuracy are 

also not discussed here. These can be found in other Research and Data Centre 

(WODC) reports. The focus of this report is on the models that can be used to forecast 

trends for (long-term) strategic purposes and not on predictive models for operational 

or forensic purposes, such as 'predictive policing' or 'predictive sentencing'.  

Research question and requirements 

During the 2019 budget debate, the Minister for Legal Protection promised that he is 

willing to take another look at the FMJS. As a result, this report investigates to what 

extent new developments in the field of data analytics and machine learning could be 

used in the FMJS. Particular attention is paid to a number of aspects:  

 

• Interpretability of the algorithm. How easy is it to explain in simple terms how the 

algorithm works? In other words, how intuitive is the algorithm? 

• Complexity of the algorithm. How mathematically complex is the algorithm? 

• Implementation. How much work does it take to implement the algorithm? 

• Domain knowledge. Is it possible to use domain knowledge in combination with the 

algorithm? 

• Network consistency in the justice system. Is it possible to use an algorithm to 

create a network-consistent model, that is, a model in which the outflow of one 

partner constitutes the inflow for the next partner? 

• Time-component. Is it possible to include a time component in the algorithm? That 

is, can the algorithm dynamically make a forecast for the (medium and) long term? 

• Noisy data. Can the algorithm deal with noisy data? 

• Aggregated data. Is the algorithm applicable to aggregated data or to micro-data? 

And in the case of micro-data, can the results be aggregated? 

• Computation time. How much computation time does it take to make forecasts? 

• Interpretability of the model. Is the model easy to interpret and explain in simple 

terms? 

• Fairness. To what extent can unfortunate choices or decision rules lead to the 

algorithm unintentionally becoming discriminatory? 

 

This report mainly looks at forecasting methods not currently used for FMJS and to 

what extent they could improve the model without negating its current advantages, in 

particular network consistency. Therefore, any alternative algorithms must meet a 

number of requirements: 

 

• The model must be network consistent. The forecast of the output of one partner 

must influence the forecast of the inflow of the subsequent partner. 

• It must be possible to forecast seven years in advance, i.e. the budget horizon plus 

the years between the last known realization year and the first budget year. 

• The model must be explainable in non-technical terms. Policymakers want to be 

able to understand why the forecasts are the way they are. In practice, this means 

that they must be traceable to specific input variables and that the estimated 

relationship must contain a certain degree of logic. 

• Due to the planning of the budget process, the parameters of the model must be 

updated annually by mid-November. Because some data is only available at the end 

of September, this means in practice that the update must take place within a 

period of approximately six weeks. 
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• The chosen algorithm must be fair. Choices made or decision rules may not 

unintentionally lead to the algorithm becoming discriminatory in nature.  

Methods 

The methods we will discuss in this report can roughly be divided in four categories:  

 

• methods that estimate the parameters of the current FMJS in a different way; 

• methods that offer a different specification of (parts of) the model; 

• methods that involve greater utilization of the data set with which the models are 

estimated and tested; 

• combining methods or samples. 

Examining the current FMJS 

Linear regression is a simple and therefore frequently used class of algorithms, also in 

the current FMJS. Linear regression is also applicable if the data has been transformed 

in such a way that the transformation represents a linearization of a non-linear 

relationship. The current FMJS consists largely of linear regressions on transformed 

data, where the resulting equations are a linearization of a non-linear production 

function. If the data does not contain any significant problems, ordinary least squares 

is a good linear regression algorithm. If there are problems, a modified algorithm can 

be chosen depending on the type of problem. But there is currently no evidence to 

suggest that outliers, poorly measured or intercorrelated exogenous variables, 

truncated or censored data, and small or skewed samples form a major problem. Thus, 

there is no need for a modified algorithm that addresses these kinds of problems. A 

direction that is worth investigating further is elastic net regularization, and especially 

ridge regression. This method imposes a penalty on excessive complexity of the 

model.  

Different specification of (parts of) the current FMJS 

To forecast amounts of some sort, both linear and non-linear regression can be used, 

such as linear or non-linear time series or (non-linear) survival analysis Time series 

analysis is widely used for forecasting because it is relatively easy to implement and is 

integrated in many software packages. Linear time series analysis is already used to a 

limited extent in the current FMJS. However, the data must meet a number of 

conditions. For example, time series methods are mainly suitable for short-term 

forecasts, because time series models tend to revert to the mean of the process in the 

long term. This is a disadvantage when using time series for FMJS. Other forms of 

non-linear regression that may be of interest to the FMJS are algorithms that can 

handle duration data. Particularly, the (semi-) parametric survival methods seem 

promising for those parts of the justice field for which the duration is not known in 

advance, such as pre-trial detention or indefinite detention in a psychiatric prison 

hospital. 

 

To forecast categorical outputs, classification algorithms are investigated, such as 

discriminant analysis, naive Bayes algorithm and logistic regression. Discriminant 

analysis is simple and computationally efficient. However, it is especially suitable for 

small samples with a limited number of independent variables. The naive Bayes 

algorithm is also not technically difficult, but the results are less intuitive if one has no 
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knowledge of or affinity with probability distributions. This makes both algorithms less 

useful for the FMJS. For the FMJS, logistic regression seems to be a logical option to 

classify the many categories within the judicial systems such as: Should a suspect be 

held in remand custody? Should a suspect be prosecuted and/or trialled? What type of 

sanction should be imposed? These are typical choices that can be predicted with a 

logistic regression. Nevertheless, there are also limitations. The purpose of the FMJS is 

to forecast seven years ahead. It is difficult to include the time aspect in a logistic 

regression. Furthermore, logistic regression is applied to microdata which raises the 

question if the risk of privacy violations outweighs the increased performance of the 

model. 

 

There are also algorithms that can forecast both numerical and categorical variables, 

such as k-nearest neighbours, decision trees, support vector machines and neural 

networks. These non-parametric algorithms have the advantage that few assumptions 

are made about the data in advance. Furthermore, the advantages and disadvantages 

differ per algorithm. All things considered, k-nearest neighbours and decision trees 

could be a good addition to the FMJS, although the main disadvantages of not being 

able to trace back to specific background factors or the absence of the time 

component, respectively, will have to be weighed against the advantages. Support 

vector machines and neural networks are less suitable mainly because the 

computation time of these algorithms is long and the updating of the models cannot be 

achieved in a responsible manner within the available time (approximately six weeks). 

Another disadvantage, particularly with neural networks, is that everything is 

interconnected and the model is difficult to interpret. 

Greater utilization of the data set 

There are several methods to improve the use of the data set. For example, instead of 

individual independent variables, combinations of independent variables can be 

included in the model, for example by means of principal component analysis or factor 

analysis. The major disadvantage is that the resulting forecasts cannot be traced back 

to specific background factors and therefore cannot be interpreted. Therefore, principal 

components analysis and factor analysis are less desirable for the FMJS. 

 

Another way to improve the use of the data set is to reduce the validation errors, or 

the standard errors and the confidence intervals of the estimated parameters. By 

means of bootstrapping or cross-validation, multiple subsets can be drawn from the 

same sample, with which the same model is estimated each time. These methods are 

used to compare different models with each other in terms of predictive power. With a 

large number of models and/or observations, this can be very computationally 

intensive. Moreover, both bootstrapping and cross-validation are somewhat more 

difficult to apply to time series. Partly because the FMJS is usually not assessed solely 

on predictive power, but on several criteria, including theoretical correctness and 

interpretability. The marginal advantage of better predictive criteria and knowledge 

about the distribution of the parameters do not seem to outweigh the disadvantage, 

especially in cross-validation or the greater computational intensity. Bootstrapping can 

be interesting, especially in combination with other methods. 

Combining methods or samples 

There are a number of ways in which different forecasts of the same random variable 

can be combined. Bagging and boosting combine forecasts from the same algorithm 
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but different samples. Boosting is less interesting because it requires very high data 

quality without outliers and noise and it is computationally intensive, meaning that the 

forecasts cannot be updated within the available time. But bagging, or bootstrap 

aggregating, could be interesting for the FMJS, because it is relatively easy to 

implement and the model itself does not become too complex, so that the results are 

still explainable. Bagging is also an essential part of the random forest algorithm. 

Random forest is a forest of decision trees, where each decision tree is built on a 

different bootstrapped sample of observations and/or a different random selection of 

the independent variables. 

 

Ensemble averaging and stacking are methods that combine forecasts from different 

models trained with the same sample. With ensemble averaging, a weighted average 

is calculated, while with stacking a metamodel is developed. The disadvantage of the 

latter method is that it takes a lot of computational time and requires a lot of data. But 

ensemble averaging is a promising technique for the FMJS, because it is relatively easy 

to implement and different algorithms are often tried out in the test phase anyway. 

Until now, one model was ultimately chosen based on various criteria, although the 

differences in forecast quality were often minor. Alternatively, the average of the 

forecasts from multiple models could be calculated. For example, the inflow into the 

Public Prosecution Service could be forecasted based on the number of suspects 

registered by the police, but also by means of a time series analysis. The final forecast 

then becomes the (weighted) average of the outcomes of both algorithms. 

Conclusion and recommendations 

The most promising development direction for the FMJS seems to be 

causal/explainable artificial intelligence, but this is currently still an area of knowledge 

under development. Given the nature of the data, the purpose of FMJS and the 

preconditions, the most promising alternative algorithms are: 

 

• elastic net regularization combined with linear regression; 

• survival analysis; 

• logistic regression; 

• random forest; 

• k-nearest neighbours; 

• bagging; 

• ensemble averaging; 

• time series analysis for ensemble averaging. 

 

These algorithms largely meet the requirements, but sometimes concessions will have 

to be made. In a follow-up study, a number of pilots will be carried out with these 

algorithms to see whether these algorithms actually lead to better forecasting 

performance. 
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1 Introduction 

Policymakers would like more insight into the (social) costs of crime, law enforcement 

and conflict resolution. Therefore, we would like to understand future trends in these 

fields so that the best possible decisions (in terms of policy and financial costs) can be 

made. Forecasting models may be used for this. To this end, the Forecasting Model for 

the Justice System (FMJS) was developed some time ago. This report examines the 

feasibility and usefulness of modernizing the FMJS using new developments in data 

and algorithms. 

1.1 History of the Forecasting Model for the Justice System 

From 1989 until 1996, the Ministry of Justice estimated the required capacity for the 

prison services roughly once every four years. These forecasts were made under the 

responsibility of departmental project groups. In the intervening years, forecasts were 

sometimes made on an ad hoc basis and per sector. In 1996, the National 

Ombudsman criticized the methodology for forecasts of places in psychiatric prison 

hospitals as a result of complaints from offenders placed in such institutions. In 1997, 

in response to convicts being sent home and sanctions not being implemented due to 

capacity shortages, the Netherlands Court of Audit criticized the forecasts for the 

prison system, the decision-making process between the ministry, the prison services 

and the Public Prosecution Service and pointed out the lack of factual, current and 

reliable data (Van der Heijden, 2002). That was why the reigning Minister of Justice 

promised parliament that from that moment on the ministry would forecast the 

required capacity annually.  

 

In 1998, the first building blocks were laid for the forecasting model for the Dutch 

(criminal) justice system (Van der Torre & Van Tulder, 2001). The original model used 

demographic and economic forecasts to forecast recorded crime, which in turn was 

used to forecast the required capacity of the prison system and of community services 

for adults. The model was later refined and expanded to include juveniles (Huijbregts 

et al., 2001). In 2003, the ministries of Justice, Finance, Interior and Kingdom 

Relations, and General Affairs agreed that the Ministry of Justice would develop an 

integral model for the justice system. It was decided to expand the existing model for 

sanction capacity to the FMJS. The current FMJS covers virtually the entire Dutch 

justice system, including investigation, prosecution and sentencing, sanctions, prison 

system, probation, subsidized legal aid in criminal cases and victim care (Moolenaar et 

al., 2004). Civil justice, administrative justice (Leertouwer et al., 2005) and legal 

assistance in civil and administrative cases (Leertouwer et al., 2007) are also included 

in the FMJS. The immigration system is not part of the FMJS, with the exception of the 

detention of illegal immigrants and subsidized legal aid in immigration cases. 

1.2 Reason for this research 

During the 2019 budget debate (Handelingen II, 2018/19, nr. 25, item 29, p.62), 

following a discussion about the financing of the judiciary and the Public Prosecution 

Service, the Dutch parliament asked the Minister for Legal Protection what he would do 

to improve the FMJS and to use it in a smarter way. The minister responded 
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(Handelingen II, 2018/19, nr. 27, item 10, p. 6.) that he was willing to have another 

look at the FMJS and fine-tune it if necessary. 

 

The parliament recently conducted a parliamentary investigation into the performance 

of the criminal justice system (Kamerstukken II, 2022/23, 29 279, nr. 804). The 

general conclusion is that more attention needs to be paid to the criminal justice 

system as a whole. The coordination of the system is poor and an integrated approach 

is lacking. There is also insufficient (correct) information to adequately manage the 

day-to-day business in the justice system. It takes too much time to process the 

information, the information systems are inadequate, and the quality of the data is 

insufficient. Finally, there is a lack of system perspective in financing. When there is 

insufficient money, organizations concentrate on their own main tasks and cooperation 

and shared goals are not a priority. When budgeting, it is not what is needed in the 

system that is decisive, but the available budget. One of the recommendations made 

by the authors of the report is to ‘develop alternatives to the decisive role of the 

Forecast Model for the Judicial System’. With regard to financing and the FMJS, the 

Minister for Legal Protection responded that recent research (Kamerstukken I, 

2019/20, 35 500 C) has concluded that there is no reason to adjust the financing 

systems of the organizations as such, that FMJS is an important tool to help keep an 

eye on the expected workload for the justice system and the developments thereof 

and that the FMJS is only one aspect in the financing of the criminal justice system 

(Kamerstukken II, 2023/24, 29 279, nr. 836.). 

 

Following the 2019 budget debate, the Ministry of Justice and Security agreed at the 

end of 2018 to adopt a two-folded approach to revise the current FMJS. The first part 

concerns maintenance of and minor improvements to the current FMJS. The second 

part concerns conducting fundamental research into methods and techniques for better 

forecasts. This second part is divided into three phases. In phase one, an inventory 

was made of the requirements of the end users of the FMJS. This phase has now been 

completed (De Poot et al., 2020). The second phase will examine to what extent new 

developments in the field of data and techniques could be used in the FMJS. This 

report provides a detailed overview of this exploration. In the third phase, some 

promising techniques will be further investigated in the form of pilots. 

1.3 Limitations 

First of all, it is important to distinguish the FMJS model from the FMJS process. The 

FMJS model is a collection of databases and algorithms, the combination of which 

ultimately leads to a large number of forecasts in the field of justice. The FMJS model 

falls under the responsibility of the WODC. The FMJS process is concerned with the 

applicability of the forecasts of the FMJS model, such as adding policy effects, 

translating them into budgets and communicating with the Ministry of Finance about 

this. This falls under the responsibility of the Financial-Economic Affairs Directorate of 

the Ministry of Justice and Security. 

1.3.1 FMJS-model 

The purpose of the FMJS model is to forecast the required capacity of the justice 

system. The FMJS model assumes that the entire capacity requirement can be 

financed. There are therefore no budget restrictions in the FMJS. The model is used to 

forecast only amounts such as number of cases, number of suspects, or number of 
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sanctions. The FMJS model does not include prices. The FMJS forecasts the items on 

which judicial organizations are financed. This varies per organization and is 

determined by the organizations themselves in consultation with the Ministry of Justice 

and Security. As such, the FMJS model has no influence over this how the forecasts 

made with the model are used. 

 

The FMJS is a policy neutral model. This means that developments and policies in the 

past are extended into the future. The effect of an already adopted policy is only 

implicitly taken into account in the forecasts if its influence is already visible in the 

data on which the model is trained. Developments as a result of a recently introduced 

or proposed policy or legislation, which have not yet been incorporated into the 

statistics due to a recent implementation date, are therefore not taken into account in 

the policy-neutral forecasts. 

 

The policy-neutral forecasts are snapshots. They are based on the available knowledge 

at the time of forecast computation. Both the estimated relationships in the FMJS and 

the forecasts of the background factors obtained from elsewhere involve uncertainties. 

The policy-neutral forecasts should therefore not be regarded as a given, but mainly as 

a warning signal. They indicate what could happen if nothing changes. Due to 

unexpected events, unknown factors and changes in legislation, regulations and policy 

not included in the forecasts, actual developments may differ from the forecasts. 

1.3.2 FMJS-process 

The policy-neutral FMJS forecasts are supplemented with developments as a result of 

proposed policy or legislation by the Ministry of Justice and Security, the Public 

Prosecution Service, the council for the Judiciary and a number of other executive 

bodies. These organizations make an inventory of the developments that have not yet  

been (fully) incorporated into the policy-neutral forecasts and what their consequences 

may be for the justice system. This may be not yet (fully) visible effects of the policy 

that has already been initiated and, to a limited extent, effects of newly proposed, 

already approved policy. Expert opinions or simulation models are often used to 

estimate these effects (Smit & Choenni, 2014). The estimates of these so-called policy 

effects are the responsibility of the ministry, the Public Prosecution Service, the 

Council for the Judiciary and the executive bodies themselves. Sometimes the FMJS 

model is used as a simulation model. 

 

The policy-neutral forecasts, together with the estimated policy effects form the policy-

rich forecasts. The policy-related forecasts are translated into a financial requirement 

by the Ministry of Justice and Security. This is input for the negotiation process with 

the Ministry of Finance. The result of this will ultimately be included in the annual 

budget. The budget therefore does not necessarily reflect the actual requirement, but 

only that part of the requirement for which money is available. 

1.3.3 Focus of the research 

Based on the report of a parliamentary commission (Kamerstukken II 2022/23, bijlage 

bij 29 279, nr. 804) and the previous 2019 budget debate (Handelingen II 2018/19, 

25, item 29, p. 62 en 27, item 10, p. 6), the parliament seems to have a problem with 

the way in which a number of judicial organizations are financed (mainly price 

multiplied by production numbers). However, this is not determined by the FMJS 

model or the FMJS process, but by the judicial organizations themselves in 
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consultation with the ministry. The FMJS model and the FMJS process follow these 

decisions in that if the method of financing is adjusted, the FMJS model will be 

adjusted. A condition for the FMJS model is that the criteria on which financing is 

provided are quantifiable and measurable. Because the method of financing is a 

decision made outside the FMJS process, this report will not discuss it further. 

 

It is not clear from the text of the final report of the parliamentary commission what 

the recommendations regarding the FMJS model is based on. The FMJS model makes 

forecasts of the required capacity, and the FMJS model takes system effects into 

account, which corresponds to the recommendations expressed in the final report of 

the parliamentary commission. That is why this report will not discuss the results of 

the parliamentary commission in further detail. Because the FMJS process does not fall 

under the responsibility of the WODC, the FMJS process will also not be discussed 

further in this report. The FMJS based forecasts themselves are also not discussed 

here. The most recent policy-neutral forecasts can be found in (Tims et al., 2023). The 

most recent analysis of the accuracy of the FMJS forecasts can be found in (Moolenaar 

et al., 2021). In the remainder of this report, the FMJS model will be referred to simply 

as the FMJS. 

 

The focus of this report is on models that can be used to forecast trends for (long-

term) strategic purposes and not on predictive models for operational or forensic 

purposes. Examples of prediction for operational purposes include 'predictive policing', 

which identifies crime hotspots so police know where to patrol, or 'predictive 

sentencing', which predicts the most appropriate sentence based on the suspect's 

characteristics and circumstances. This does not alter the fact that some methods used 

for strategic purposes can also be used for operational purposes. Scenario analyzes 

and simulations are also outside the scope of this report, because these methods are 

more concerned with complex 'what if' questions. In other words, in this report we 

focus on basic methods, which can be seen as components of other, more complex 

methods. 

1.4 Research questions 

The purpose of the FMJS is to make (medium and) long-term aggregated forecasts to 

substantiate the budget of the Ministry of Justice and Security. This report answers the 

question to what extent new developments in the field of data science and algorithms 

could be used in the FMJS for, for example, forecasting recorded crime, the number of 

suspects that are prosecuted and tried, or the number of cases in which conflicts are 

settled. This could possibly lead to the implementation of new (sub)models and/or new 

algorithms in (parts of) the FMJS. In the search for alternative algorithms, particular 

attention was paid to the following aspects: 

 

• Interpretability of the algorithm: How easy is it to explain in simple terms how the 

algorithm works? In other words, how intuitive is the algorithm? 

• Complexity of the algorithm: How mathematically complex is the algorithm? 

• Implementation: How much work does it take to implement the algorithm? 

• Domain knowledge: Is it possible to use domain knowledge in combination with the 

algorithm? 

• Network consistency in the justice system. Is it possible to use an algorithm to 

create a network-consistent model, that is, a model in which the outflow of one 

partner constitutes the inflow for the next partner? 
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• Time-component. Is it possible to include a time component in the algorithm? That 

is, can the algorithm dynamically make a forecast for the (medium) long term?  

• Noisy data: Can the algorithm deal with noisy data? 

• Aggregated data: Is the algorithm applicable to aggregated data or to micro-data? 

And in the case of micro-data, can the results be aggregated? 

• Computation time: How much computation time does it take to make forecasts? 

• Interpretability of the model: Is the model easy to interpret and explain in simple 

terms? 

• Fairness: To what extent can unfortunate choices or decision rules lead to the 

algorithm unintentionally becoming discriminatory? 

 

Note that essentially the goal of all algorithms discussed in this report is to divide the 

data into different categories based on certain characteristics without attaching a value 

judgment to these categories. Due to an unfortunate choice of characteristics, these 

categories can become discriminatory in nature. As a result, the algorithm can 

(indirectly) wrongly disadvantage certain population groups based on certain personal 

characteristics. A lot of attention has been paid to this in recent years. A prudent 

choice of features can reduce this problem. This is the responsibility of the researcher 

or user of the algorithm and not a feature of the algorithm itself. Although 

characteristics of certain population groups can be used as input for the FMJS, the 

FMJS does not aim to make forecasts for specific population groups with the exception 

of adults and minors due to the difference in the approaches intentionally adopted for 

them in criminal law. 

1.5 Guided tour 

In chapter 2 we will introduce the FMJS that is used to model the Dutch justice 

system. Furthermore, we will discuss the statistical methods that are used to build this 

model. In chapter 3, we will discuss the general concepts that form the foundation of 

many of the machine learning methods that will be introduced in later chapters. Next, 

chapter 4 will be concerned with the idea of collecting sample data. Furthermore, we 

will discuss how sample data can be used and manipulated to improve the 

performance of a given model. Then chapter 5 introduces some of the most commonly 

used supervised machine learning models applied to cross-sectional data. Chapter 6 

will specifically discuss neural networks for cross-sectional and temporal data. In 

chapter 7 we will discuss some of the machine learning methods to select the optimum 

set of features to improve the forecasting performance of a given model. Chapter 8 is 

devoted to feature extraction methods, which is used to create new features from the 

original features with the goal of reducing the noise in the data to improve the 

performance of the model. Then in chapter 9 we will consider ensembling methods 

which combines the forecasts of multiple forecasting models to build a final model with 

the aim of improved performance. In chapter 10 we will discuss four types of time 

series models that arise from classical statistical modelling which are or can be used 

for the FMJS. Finally, the conclusions of this report are discussed in the last chapter.  
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2 A Forecasting Model for the Justice System 

The first building bricks for the forecasting model for the Dutch (criminal) justice 

system were laid in 1998 (Van der Torre & Van Tulder, 2001). The original model used 

demographic and economic forecasts to make the forecasts of recorded crime, which in 

turn were used to make forecasts of the required sanction capacity (prison, community 

services etc.). In 2003, this model was gradually expanded to include the complete 

(criminal) justice system (Moolenaar et al, 2007). The most recent forecasts can be 

found in Moolenaar et al (2021). This model will be referred to as the Forecasting 

Model for the Justice System (FMJS). The FMJS-model is a combination of structural 

models, stock-flow models and time series models, consisting of approximately 6,600 

equations. The equation coefficients are estimated using regression analysis on annual 

data. Roughly speaking, the model consists of seven types of equations: 

 

1 inflow; 

2 outflow; 

3 throughput; 

4 backlog at the end of the year; 

5 backlog at the beginning of the year; 

6 subcategories; 

7 duration of sanctions. 

 

We will discuss these type of equations in more detail in following sections. 

2.1 Inflow 

The inflow (yh,t) of organization h at the beginning of the criminal justice system in 

period t is determined by demographic, social and economic factors (xh,j,t), such as the 

population in different age categories, unemployment, gross national product, drug 

use, etc. The growth rate of the inflow of organization h can be expressed in term of 

elasticities:  

 ∆ ln(𝑦ℎ,𝑡) =  ∑𝛾𝑗 ∆ln(𝑥ℎ,𝑗,𝑡)

𝑝

𝑗

+ 𝜀ℎ,𝑡 , (2.1.1) 

where eh,t is an error term and the coefficients gj represent elasticities. An elasticity 

indicates the percentage change of one variable in response to a change in another. 

The elasticity between yh,t and one specific xh,j,t, keeping all other variables unchanged, 

is defined as:  

 𝛾𝑗 ≡

𝑦ℎ,𝑡 − 𝑦ℎ,𝑡−1
𝑦ℎ,𝑡

𝑥ℎ,𝑗,𝑡 − 𝑥ℎ,𝑗,𝑡−1
𝑥ℎ,𝑗,𝑡

≡

∆𝑦ℎ,𝑡
𝑦ℎ,𝑡
∆𝑥ℎ,𝑗,𝑡
𝑥ℎ,𝑗,𝑡

≈
∆ ln(𝑦ℎ,𝑡)

∆ ln(𝑥ℎ,𝑗,𝑡)
. (2.1.2) 

For example, the yh,t could represent the number of recorded crimes by the Police and 

xh,j,t the number of unemployed. Then if gj = 0.5, a percentage increase of 1% in the 

number of unemployed, would lead to a 0.5% increase in the number of recorded 

crimes, if all other variables remain unchanged. Specifying the model in this way is 

especially useful for carrying out a sensitivity analysis. Note that equation (2.1.1) is 

equivalent to 
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 𝑦ℎ,𝑡 = 𝑐∏(𝑥ℎ,𝑗,𝑡)
𝛾𝑗

𝑝

𝑗

𝜂ℎ,𝑡  , (2.1.3) 

which is a Cobb-Douglas production function (with hh,t as the error term and constant 

c). Thus equation (2.1.1) can be regarded as a production function where yh,t are the 

‘products’ and xh,j,t are the inputs to make these products. 

Box 2.1 Example: baseline model estimation and forecasting  

 

Let yh,t be the number of recorded crimes by the Police and xh,j,t = (xh1t, xh2t,¼, xh9t) a 

vector of features which are likely to correlate with crime. From criminological 

literature (REF PM) we know these may be, for example, youths aged 12-17 years, 

young adult males aged 18-29 years, males aged 30-49 years, drug addicts, 

unemployment, motor vehicles, purchasing power, gross national product (GDP) and 

police officers. The data are described in appendix 3. Recorded crime and the 

features are divided by the total population (POP) to correct for changes in the 

population.  

 ∆ ln (
𝑦ℎ,𝑡
𝑃𝑂𝑃𝑡

) =  ∑𝛾𝑗 ∆ ln (
𝑥ℎ,𝑗,𝑡

𝑃𝑂𝑃𝑡
)

9

𝑗=1

+ 𝜀𝑡 , (2.1.4) 

 

This model is estimated using ordinary least squares for four types of crime, i.e. 

severe violence, criminal damage & crimes against the public order, robbery and 

traffic crimes other than driving under the influence of alcohol or drugs (and no 

misdemeanors). The training set contains 37 annual observations (1979-2015) and 

the test set contains four annual observations (2016-2019). Non-significant features 

are left out of the equation. The results are shown in table 2.1. The fit and forecasts 

are shown in figure 2.1. These results are the baseline with which results from other 

examples are going to be compared.  
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Figure 2.1 Example: actuals, fit and forecasts with baseline model 
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Table 2.1 Example: baseline model estimation and forecasting  

 Severe 
violence 

Criminal 
damages and 

crimes against 
public order 

Robbery Traffic 
crimes excl. 

driving 
under 

influence 

Coefficients     

Youths aged 12-17 years       1.224 ** 

Young males aged 18-29 years 3.029 **       

Males aged 30-49 years   3.774 *** 4.762 *** 2.246 *** 

Drug addicts 0.552 ***   0.291 **   

Unemployment 0.649 ***       

Motor vehicles     3.643 *** 2.029 *** 

Purchasing power 4.652 **       

Gross national product     -2.765 ***   

Police officers       -0.795 * 

Model selection criteria     

Adjusted R² 0.238 0.377 0.571 0.356 

Durbin-Watson 1.939 1.617 1.900 1.991 

Bayes Information Criterion -1.310 -2.773 -1.938 -3.166 

In sample MAPE (1979-2015) 8.351 4.805 6.231 3.320 

In sample RMSE (1979-2015) 606.293 9,767.650 1,119.070 3,374.672 

Out of sample MAPE (2016-2019) 5.463 7.310 4.929 3.722 

Out of sample RMSE (2016-2019) 399.944 9,845.416 463.146 4,092.789 

* Significant at 10%-level, ** significant at 5%-level, *** significant at 1%-level. 

a See appendix 3 and 4 for more information on significance levels and model selection criteria. 

 

When it can be shown there is a long term equilibrium an Error Correction Model 

(ECM) is more appropriate:  

 

∆ ln(𝑦ℎ,𝑡) =  ∑𝛾𝑗∆ ln(𝑥ℎ,𝑗,𝑡)

𝑝

𝑗

+ 𝑗 [ln(𝑦ℎ,𝑡−1) − 𝑞1 − ∑𝛽𝑗 ln(𝑥ℎ,𝑗,𝑡−1)

𝑝

𝑗

− 𝑞2 ln(𝐶𝐴𝑃𝑡−1)]

+ 𝜀ℎ,𝑡 , 

(2.1.5) 

where CAPtt represents the available capacity for yh,t. The term between square 

brackets represents the error correction term (see section 3.1.3) and j is the 

adjustment parameter, which should be negative. The gj, j, q1, q2 and bj are coefficients 

to be estimated. The error correction term is only added if the coefficient j is 

statistically significant. Available capacity is only added if the coefficient q2 is 

statistically significant. 
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Box 2.2 Example: error correction model estimation and forecasting  

 

Figure 2.2 Example: actuals, fit and forecasts with ECM-model 

 
  

The baseline model from example 2.1 can be transformed into an error correction 

model:  

 

∆ ln (
𝑦ℎ,𝑡
𝑃𝑂𝑃𝑡

) =  ∑𝛾𝑗 ∆ ln (
𝑥ℎ,𝑗,𝑡

𝑃𝑂𝑃𝑡
)

9

𝑗=1

 

+ 𝜑 [ln (
𝑦ℎ,𝑡
𝑃𝑂𝑃𝑡

) −∑𝛽𝑗  ln (
𝑥ℎ,𝑗,𝑡

𝑃𝑂𝑃𝑡
)

9

𝑗=1

− 𝜃1] + 𝜀ℎ,𝑡 , 

(2.1.6) 

This model is estimated using ordinary least squares. The results are shown in table 

2.2. First of all, note that adding the error correction means that some features are 

no longer significant and are therefore removed from the model. The error correction 

term is not significant for severe violence, which implies that the ECM-model is not 

the correct model for this type of crime. For criminal damage and crimes against the 

public order the ECM-model is an improvement on the baseline model. For robbery 

and traffic crimes the results are mixed. The fit and forecasts are shown in figure 

2.2.  
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Table 2.2 Example: error correction model estimationa  

 Severe 
violence 

Criminal 
damages and 

crimes against 
public order 

Robbery Traffic 
crimes excl. 

driving 
under 

influence 

Coefficients     

Youths aged 12-17 years (g1)       1.125 ** 

Young males aged 18-29 yrs (g2) 2.627 *       

Males aged 30-49 years(g3)   1.048  18.862 ***   

Drug addicts(g4)     0.476 ***   

Motor vehicles(g5)     4.633 * 1.799 * 

Gross national product (g6)     -3.207 ***   

Error correction (j) -0.082  -0.262 *** -0.610 *** -0.112  

Youths, lagged (-jb1)       -0.237 ** 

Young males, lagged (-jb2) 0.134        

Males 30-49 yrs, lagged (-jb3)   0.873 ** 1.935 *   

Drug addicts, lagged (-jb4)     0.449 ***   

Motor vehicles, lagged (-jb5)     1.630  -0.132  

GDP, lagged (-jb6)     -0.640    

Constant (-jq1)  -0.285  0.475  5.254  -1.309 *** 

Model selection criteria     

Adjusted R² 0.137 0.473 0.728 0.406 

Durbin-Watson 1.811 1.551 1.851 2.110 

Bayes Information Criterion -1.185 -2.735 -2.007 -3.114 

In sample MAPE (1979-2015) 8.198 4.127 4.356 3.043 

In sample RMSE (1979-2015) 655.695 8,855.169 757.945 3,354.396 

Out of sample MAPE (2016-2019) 7.854 16.562 35.870 3.778 

Out of sample RMSE (2016-2019) 638.766 22,719.340 6,657.330 4,344.350 

Preferred model     

Significance error correction baseline ECM ECM baseline 

Adjusted R² baseline ECM ECM ECM 

Durbin-Watson baseline baseline baseline baseline 

Bayes Information Criterion baseline baseline ECM baseline 

In sample MAPE (1979-2015) ECM ECM ECM ECM 

In sample RMSE (1979-2015) baseline ECM ECM ECM 

Out of sample MAPE (2016-2019) baseline baseline baseline baseline 

Out of sample RMSE (2016-2019) baseline baseline baseline baseline 

* Significant at 10%-level, ** significant at 5%-level, *** significant at 1%-level. 

a See appendix 3 and 4 for more information on significance levels and model selection criteria. 

2.2 Outflow and throughput 

The outflow z of any organization k, regardless of its place within the network, depends 

on its backlog at the beginning of the current period (BW), its inflow (yh,t) and the time 

needed to process the input (d1, measured as a proportion of a year). The change in 

the outflow of organization zk can be expressed as:  
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 ∆(𝑧𝑘,𝑡) =  (1 − 𝛿1)∆(𝑦𝑘,𝑡) + 𝛿2∆(𝐵𝑊𝑘,𝑡) + 𝜂𝑡 , (2.2.1) 

where ht is an error term and d2, represents the portion of the backlog that is to be 

processed.  

The relationship between the inflow (y) of organization ℓ somewhere in the middle of 

the network and the outflow (z) of any previous organization k in the network is 

formulated in terms of elasticities (a). The growth rate of the inflow of organization ℓ 

can be expressed as:  

 ∆ ln(𝑦ℓ,𝑡) =  𝛼 ∆ln(𝑧𝑘,𝑡) + 𝑢𝑡 , (2.2.2) 

where ut is an error term. For example, the yℓ could be the number of incoming court 

cases and zk could be the number of summonses issued by the public prosecutor 

(Prosecution and Prosecutors).  

2.3 Backlogs, subcategories and duration 

The backlog of organization k at the end of the current period (EW) is equal to the 

backlog at the beginning of the current period (BW) plus the inflow (y) minus the 

outflow (z), expressed as:  

 𝐸𝑊𝑘,𝑡 = 𝐵𝑊𝑘,𝑡 + 𝑦𝑘,𝑡 − 𝑧𝑘,𝑡 . (2.3.1) 

Of course, the backlog at the beginning of the next period t+1 is equal to the backlog at 

the end of the current period t, expressed as:  

 𝐵𝑊𝑘,𝑡+1 = 𝐸𝑊𝑘,𝑡 . (2.3.2) 

Most organization have several types of input and output and often these inputs and 

outputs can be divided into subcategories: 

 ∆(𝑤ℎ,𝑚,𝑡/𝑤ℎ,𝑡) =  𝜁 + 𝑣𝑡 , (2.3.3) 

where vt is an error term and wh,m,t may be either an input or an output. The duration 

(D) of various sanctions is usually modelled as a constant:  

 𝐷𝑡 = 𝐷𝑡−1, (2.3.4) 

2.4 Modelling the justice system 

The seven types of equations above (2.1.1 or 2.1.5 and 2.2.1 through 2.3.4) are a 

simplified rendering of the model. In practice, the model distinguishes between 

nineteen different crime types and between adults and juveniles. For statistical 

purposes, sometimes autoregressive terms are added. Figure 2.3 gives a simplified 

schematic rendering of the model. 

 

The demographic, social and economic determinants of crime at the very beginning of 

the model are selected based on criminological and economic theories (Lilly et al., 

1995; Becker, 1968), conditional on data availability and quality. The economic 

approach emphasizes the importance of the possible gain from crime. Criminological 

theories try to explain which social conditions facilitate crime and what circumstances 

make people adhere to social norms and abstain from criminal behavior. Differences in 

age and sex coincide with differences in crime levels, both on the offender side, but 

partly also on the victim side: young men commit most crimes and young people are 

the most frequent victims. Physical and psychological factors, impulsivity and 

challenge of boundaries, may be the cause. Social disorganization and absence of 

social control are known to be other criminogenic factors. Macro indicators in this 

respect are low socioeconomic status, ethnic heterogeneity, residential mobility, family 

disruption and urbanization. Socio economic inequalities may be criminogenic as well. 

Macro indicators are unemployment, income level and the distribution of income. 
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Using forecasts for demographic, social and economic developments, the model makes 

a forecast for recorded crime. Using the forecasts for recorded crime, the model makes 

a forecast for the number of suspects, which in turn is used to make a forecast for the 

number of cases handled by the Public Prosecutor, and so on. Following this method, 

forecasts can be made for the complete criminal justice system. For more details about 

the model see (Moolenaar et al., 2004). In addition, expert opinion or simulation 

models are used to estimate the effects of new policies and legislation that are not yet 

incorporated in the model. Sometimes the FMJS-model is used as a simulation model. 

These effects are then added to the model outcomes (Smit & Choenni, 2014). 
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Figure 2.3 A forecasting model for the Dutch criminal justice system 

 

Source: adapted from Moolenaar et al. (2021) 
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3 Machine Learning: a brief overview 

In this chapter we will introduce the general idea behind machine learning, especially 

focusing on supervised machine learning since this will be of most interest to our 

project. 

3.1 AI and Machine Learning 

Artificial intelligence (AI) is a branch of science that is concerned with creating 

machines that possess a certain form of intelligence, i.e., the capability to mimic 

human cognitive functions such as learning and problem-solving. To this end, such a 

machine uses mathematics to simulate the ways that people learn from data and make 

appropriate decisions. 

 

Machine learning (ML) is a branch of AI concerned with how a machine develops its 

intelligence without direct instruction. The aim is to learn patterns obtained from 

historical data. In ML we distinguish between supervised and unsupervised algorithms, 

which we discuss in more detail below. Other types of ML include semi-supervised 

learning and reinforcement learning, which we will not discuss since they are not 

applicable to the data we have available at the WODC. Figure 3.1 gives an overview of 

the most common used algorithms in ML. 

 



 

Research and Data Centre Technical annotation to Cahier 2024-4  |  32 

Figure 3.1 Most popular ML algorithms 
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3.2 Supervised learning 

Supervised learning algorithms use labeled data to train models in order to make 

predictions on data that is not part of the training data. Specifically, we assume there 

is a joint probability distribution 𝑝𝑿,𝑌 from which all the data is generated and we want 

to predict 𝑌 with 𝑝 different independent variables 𝑿 = (𝑋1, 𝑋2, … , 𝑋𝑝)
T
. Generally, it is 

assumed there is a deterministic, but unknown, function 𝑓 that allows us to write 

 𝑌 = 𝑓(𝑿) + 𝜖, (3.2.1) 

where 𝜖 is a stochastic error term known as the true error. We will always assume 𝜖 is 

independent of 𝑿 and has a zero-mean. The function 𝑓 is also referred to as the ground 

truth. The goal is to find a ‘good’ estimate 𝑓, which is known as the model, by training 

some algorithm with a sample 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛  drawn from 𝑝𝑿,𝑌. We will discuss sampling 

in more detail in chapter 4. 

 

When the supervised model is trying to predict a categorical output, we are dealing 

with a so-called classification problem. On the other hand, if the model is trying to 

predict a numerical output, then the problem we are solving is known as regression. 

There is some overlap between these two types of supervised algorithms: 

 

• A classification algorithm can be used to estimate a numerical output provided the 

sample space of the target variable has a finite number of possible outcomes.  

• To solve a classification problem, a regression algorithm may be used to predict 

some numerical value as an intermediate step. This method is often used in the 

following two ways: 

o A regression algorithm can be used to estimate the (continuous) probabilities 

of some input belonging to each category. They can be converted into a 

classifier by selecting the category corresponding to the highest probability.1 

Since ultimately we are trying to predict a categorical target, this is considered 

a classification problem. 

o A regression problem can be converted in a classification problem by 

discretizing the numerical output values of the regression model. For instance, 

we use a regression model to predict the height of any student based on their 

gender, weight and diet, which can be converted to a classification problem by 

predicting if the student is, say, short, medium or tall. 

3.2.1 Prediction  

In many situations, we would like to predict the dependent variable 𝑌 using 𝑿. Since 

the error term 𝜖 has a zero-mean, this can be done with the estimate of 𝑓 as follows 

 𝑌̂ = 𝑓 (𝑿), (3.2.2) 

and the estimated errors, also known as residuals, are defined by 

 𝜖̂ = 𝑌 − 𝑓(𝑿). (3.2.3) 

When 𝑓 is unknown, predictive modelling is the problem of developing a model 𝑓 using 

historical data to make a prediction on unobserved data, see figure 3.2. Note that if we 

are only interested in making accurate predictions, we are not concerned with the 

interpretability of 𝑓. When 𝑓 is difficult or impossible to interpret, we refer to the model 

as a black box. 

 
1  Strictly speaking, this is not always a calibrated probability but instead a score which has the property that 

a higher value indicates a higher probability. For brevity, these scores will be also be referred to as class 

probabilities. 
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Figure 3.2 Supervised machine learning process 

 

The accuracy of the predictions of any imperfect model are influenced by two types of 

errors: reducible and irreducible errors. In general, 𝑓 is not a perfect estimate of 𝑓 and 

the estimated errors as a result of this discrepancy are known as reducible errors. In 

theory, we could find a better 𝑓 and thus reducing the estimated error of our 

prediction. Now suppose we have found the perfect estimate such that 𝑌̂ = 𝑓(𝑿) = 𝑓(𝑿) 

and so 𝜖̂ = 𝜖. Our prediction 𝑌̂ would still differ from 𝑌 because, by definition, we 

cannot predict the error 𝜖 using 𝑿. These type of errors are called irreducible because 

they do not reduce when the model 𝑓 improves. 

3.2.2 Inference 

With inference we want to understand how 𝑌 changes as a function of 𝑿.2 In this 

situation, 𝑓 cannot be treated as a black box because we can only understand this 

relationship if we can interpret 𝑓. In this setting, we are often interested in the 

following:  

 
• Which of the independent variables 𝑋1, 𝑋2, … , 𝑋𝑝 are associated with the dependent 

variable 𝑌? 

• If there is a relationship, can the relationship between 𝑌 and each 𝑋𝑖 be significantly 

captured by, e.g., simple linear regression, or is the relationship more complicated? 

3.2.3 Cross-sectional data vs time series 

In this paper we will make a distinction between so-called cross-sectional data and 

times series. Let us first focus on time series data, which refers to a set of 

observations made over a given period of time at regular time intervals. For example, 

 
2  Here we are discussing the statistical inference, which should not be confused with the concept of machine 

learning inference. 
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the weekly closing price of a given stock for a 6-months period or the daily 

temperature of a certain city for a 2-year period. 

 

On the other hand, cross sectional data refers to a set of observations for several 

variables at one point in time. For example, the closing stock price of Apple, Microsoft 

and Amazon on the last week of 2022 or the temperature, humidity and rain of several 

cities observed on, say, the first day of 2023. In this situation, the observations of the 

target variables are assumed to be independent of one another. The standard machine 

learning algorithms discussed in chapter 5 are generally not applied to time series 

although there are various methods, beyond the scope of this article, to convert time 

series data such that it can be used as input for standard machine learning algorithms. 

Chapter 10 will be devoted to time series modelling. 

3.2.4 Prediction vs forecasting 

Whenever we use a statistical model to estimate the output for some given unseen 

input, we say we are making a prediction. Note that we are not specifying whether this 

unseen data is in the future, current or past with respect to the training data. On the 

other hand, forecasting is a sub-branch of predicting that is concerned only with 

estimating future events based on past and present data. In other words, any time-

based prediction falls under forecasting. 

3.2.5 Loss functions 

In order to approximate 𝑓 with some model 𝑓 such that 𝑌̂ = 𝑓(𝑿), the model needs to 

learn from the training data. This is done by minimizing a so-called loss function 

𝐿(𝑦𝑖 , 𝑦̂𝑖) which is a function measuring the discrepancy between its two arguments 𝑦𝑖 

and 𝑦̂𝑖. In other words, this function measures the cost we incur if we predict 𝑦̂𝑖 when 

the real observed value is 𝑦𝑖. The smaller the loss, the better the model fits the 

training data.3 

 

In machine learning we often assume that 𝑓 is a member of a family of functions 

parameterized by the so-called parameter vector 𝜽. It is used as a measure of the 

fitness of the model on the training data; as we are tuning the values of the estimated 

parameter vector 𝚯̂ to try to improve our model 𝑓, the loss function provides 

information whether the model is actually performing better on the training data. To 

sum up, the loss function is minimized to estimate the parameter vector of 𝑓. (For now 

it is important to note that 𝜽 denotes a constant vector, but its estimate 𝚯̂ is a random 

vector because we train our model on a randomly sampled training set; we will discuss 

this in more details in chapter 4.)  

 

Two popular methods to construct a loss function are maximum likelihood estimation 

(MLE) and maximum a posteriori (MAP) estimation, which we will discuss in the next 

subsection. Subsequently, in the next two subsections, we will discuss the most 

popular loss functions for regression and classification problems.  

Maximum likelihood estimation and maximum a posteriori estimation 

Suppose we have obtained a sample 𝒟 = (𝑿, 𝒚) that we want to use to estimate some 

unknown ground truth function 𝑓 parameterized by 𝜽 = (𝜃1, … , 𝜃𝑝)
T
 living in the 

 
3  Strictly speaking, a loss function measures the performance of some algorithm on a single training sample, 

while the so-called cost function is the average of the loss function for all the samples in the training set. 

These terms are often used interchangeably, and we will do the same. 
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parameter space 𝚯. Let 𝜽̂  = (𝜃1, … , 𝜃𝑝)
T
 denote our estimation of 𝜽. To this end, we 

introduce a so-called likelihood function ℓ in terms of the conditional distribution 

function 𝑝𝑌|𝑿,𝚯̂ as 

 ℓ(𝜽̂|𝑿, 𝒚) = 𝑝𝑌|𝑿,𝚯̂(𝒚|𝑿, 𝜽̂). (3.2.4) 

Note that here we think of the sample 𝒟 = (𝑿, 𝒚) as given and think of ℓ as a function of 

𝚯̂ only. The likelihood function implies that if, say, ℓ(𝜽̂1|𝑿, 𝒚) > ℓ(𝜽̂2|𝑿, 𝒚), then the 

training data is more likely to have occurred for the parameter vector 𝜽̂1 than for 𝜽̂2. In 

other words, ℓ(𝜽̂|𝑿, 𝒚) can be considered as a measure of the support provided by the 

data 𝒟 = (𝑿, 𝒚) for each possible value of the estimated parameter vector 𝜽̂. Our so-

called maximum likelihood estimator is then defined by 

 𝜽̂ML = argmax
𝜽̂∈𝚯

ℓ(𝜽̂|𝑿, 𝒚). (3.2.5) 

Intuitively, this estimates the values of the true parameter vector 𝜽 that makes the 

observed data most probable. Often the optimization problem is simplified by 

maximizing the so-called log-likelihood function defined by 

 ℓℓ(𝜽̂|𝑿, 𝒚) = ln (ℓ(𝜽̂|𝑿, 𝒚)), (3.2.6) 

which yields the same solution since log is a monotone function. The MLE can now be 

expressed in term of the log-likelihood as  

 𝜽̂ML = argmax
𝜽̂∈𝚯

ℓℓ(𝜽̂|𝑿, 𝒚). (3.2.7) 

Now maximizing the log-likelihood is equivalent to minimizing the negative log-

likelihood, and so the negative log-likelihood can be interpreted as the loss function, 

that is, 𝐿(𝒚, 𝒚̂) = −ℓℓ(𝜽̂|𝑿, 𝒚). 

 

On the other hand, MAP estimation maximizes the probability that 𝜽̂ is observed given 

the sample data 𝒟 = (𝑿, 𝒚), that is, 

 𝜽̂MAP = argmax
𝜽̂∈𝚯

𝑝𝚯̂|𝑿,𝑌(𝜽̂|𝑿, 𝒚). (3.2.8) 

It follows from Bayes’ theorem that 

 𝑝𝚯̂|𝑿,𝑌(𝜽̂|𝑿, 𝒚) =
𝑝𝑿,𝑌|𝚯̂(𝑿, 𝒚|𝜽̂)𝑝𝚯̂(𝜽̂)

𝑝𝑿,𝑌(𝑿, 𝒚)
. (3.2.9) 

In the context of machine learning, we always assume that 𝑿 is fixed and known 

through the design of the experiment, and all of the randomness in 𝑌 comes from the 

error term 𝜖. Therefore, the above equation becomes 

 𝑝𝚯̂|𝑿,𝑌(𝜽̂|𝑿, 𝒚) =
𝑝𝑌|𝑿,𝚯̂(𝒚|𝑿, 𝜽̂)𝑝𝚯̂(𝜽̂)

𝑝𝑌|𝑿(𝒚|𝑿)
. (3.2.10) 

Now substituting this expression into equation (3.2.11) gives  

 
𝜽̂MAP = argmax

𝜽̂∈𝚯

𝑝𝑌|𝑿,𝚯̂(𝒚|𝑿, 𝜽̂)𝑝𝚯̂(𝜽̂)

𝑝𝑌|𝑿(𝒚|𝑿)
 

= argmax
𝜽̂∈𝚯

𝑝𝑌|𝑿,𝚯̂(𝒚|𝑿, 𝜽̂)𝑝𝚯̂(𝜽̂). 
(3.2.12) 

where we can ignore the denominator because it is not dependent on 𝜽̂. Just as before, 

taking the logarithm of the optimization function will not change its solution, that is, 

 𝜽̂MAP = argmax
𝜽̂∈𝚯

{ln (𝑝𝑌|𝑿,𝚯̂(𝒚|𝑿, 𝜽̂)) + ln (𝑝𝚯̂(𝜽̂))}. (3.2.13) 

Just as before, the negative of the optimization function can be considered as the loss 

function of the optimization problem. 

 

Finally, observe that if 𝑝𝚯̂ is a uniform distribution, it takes a constant value for all 

values 𝜽̂ ∈ 𝚯 and it will not play a role in the optimization problem. Therefore, the MAP 

solution is equivalent to the MLE, i.e., 𝜽̂MAP = 𝜽̂ML, if the prior 𝑝𝚯̂ is uniformly 

distributed. 
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To better understand the difference between MLE and MAP, let us consider a series of 

coin tosses. Let 𝜃 denote the probability that the coin will land heads (and so 1 − 𝜃 is 

the probability it will land tails) that we would like to estimate with MLE and MAP after 

performing the series of coin tosses. Let 𝑛 denote the total number of coin flips. 

Furthermore, we will assume each flip does not affect the outcome of any of the other 

flips and each flips is performed with a coin that has probability 𝜃 it will land on heads; 

this means the observed outcomes of the experiments are independent and identically 

distributed which will be discussed in more detail in section 4.x.  

 

Now, Let 𝑌 denote the random variable representing the outcome of each coin flip, 

where heads will be labeled by the value 1 and tails labeled by 0, and let 𝒚 denote the 

target vector storing the 𝑛 outcomes. We can now write down the likelihood function 

as 

 ℓ(𝜃| 𝒚) = 𝑝𝑌|Θ̂(𝒚|𝜃) =∏𝑝𝑌|Θ̂(𝑦𝑖|𝜃)

𝑛

𝑖=1

, (3.2.14) 

where we have used the assumption of independence. Since each coin toss follows the 

same Bernoulli distribution, we can express the likelihood as 

 

ℓ(𝜃| 𝒚) =∏𝜃𝑦𝑖(1 − 𝜃)
(1−𝑦𝑖)

𝑛

𝑖=1

 

= 𝜃∑ 𝑦𝑖
𝑛
𝑖=1 (1 − 𝜃)

∑ (1−𝑦𝑖)
𝑛
𝑖=1  

= 𝜃𝑛𝐻(1 − 𝜃)
𝑛𝑇
, 

(3.2.15) 

where 𝑛𝐻 and 𝑛𝑇 denote the number of tails and heads, respectively, among the 𝑛 

observed coin flips (𝑛 = 𝑛𝐻 + 𝑛𝑇). The log-likelihood function will then be 

 ℓℓ(𝜃| 𝒚) = 𝑛𝐻ln(𝜃) + 𝑛𝑇ln(1 − 𝜃). (3.2.16) 

As discussed above, to compute the MLE of 𝜃, we need to find the value of 𝜃 that 

maximizes the log-likelihood, that is, 𝜃ML = argmax
𝜃̂∈Θ

ℓℓ(𝜃| 𝒚). This is done by taking the 

derivative of ℓℓ with respect to 𝜃 and setting it equal to zero, i.e., 

 𝜕𝜃̂ℓℓ(𝜃| 𝒚) =
𝑛𝐻

𝜃
−

𝑛𝑇

1 − 𝜃
=
!
0. (3.2.17) 

Solving this equation yields 

 𝜃ML =
𝑛𝐻
𝑛
. (3.2.18) 

This solution implies that, without any prior or constraints, the ML estimated 

probability of the coin landing heads is equal to the proportion of observed heads to 

total number of coin flips. This is in agreement with the frequentist interpretation of 

probability.  

 

Suppose we perform 10 coin flips and they all land tails, then 𝜃ML=0. However, 

suppose we believe that the true value is greater than zero, then we can ‘pull’ the 

estimation towards our prior believe by introducing a prior distribution 𝑝Θ̂(𝜃). Now let 

us assume that 𝜃 follows a Beta distribution, and so 𝑝Θ̂(𝜃) can be expressed as 

 𝑝Θ̂(𝜃) =
1

𝐵(𝑎, 𝑏)
𝜃(𝑎−1)(1 − 𝜃)

(𝑏−1)
, (3.2.19) 

where 𝐵 denotes the beta function defined by 

 𝐵(𝑎, 𝑏) = ∫ 𝑢𝑎−1(1 − 𝑢)𝑏−1
1

0

𝑑𝑢 (3.2.20) 

and 𝑎 > 0 and 𝑏 > 0 are the parameters governing the shape of the distribution. The 

reason for assuming the Beta distribution is due to the mathematical convenience that 

this will turn the resulting posterior into another Beta distribution. We can see this by 

observing that 

 𝑝Θ̂|𝑌(𝜃|𝑦𝑖) ∝ 𝑝𝑌|Θ̂(𝑦𝑖|𝜃)𝑝Θ̂(𝜃) (3.2.21) 
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∝ 𝜃𝑦𝑖(1 − 𝜃)
(1−𝑦𝑖)

𝜃(𝑎−1)(1 − 𝜃)
(𝑏−1)

 

∝ 𝜃(𝑎+𝑦𝑖−1)(1 − 𝜃)
(𝑏−𝑦𝑖)

. 

In other words, our assumption that 𝜃~Beta(𝑎, 𝑏) implies that 𝜃|𝑦𝑖~Beta(𝑎 + 𝑦𝑖 , 𝑏 − 𝑦𝑖 + 1). 

In general, if the resulting posterior distribution is in the same family as the prior, they 

are known as conjugate distributions. 

 

Now, observe that for every new observation, we update the posterior of 𝜃 which will 

then slowly depart from the initial prior, and so the effects of the prior will be 

diminished by a larger sample size. This is in accordance with the Bayesian view that 

the parameters are random variables that can be updated given new evidence. 

 

Our MAP estimator can now be expressed as 

 

𝜃MAP = argmax
𝜃̂∈Θ

{ln (𝑝𝑌|Θ̂(𝒚|𝜃)) + ln (𝑝Θ̂(𝜃))} 

= argmax
𝜃̂∈Θ

{ln (∏𝑝𝑌|Θ̂(𝑦𝑖|𝜃)

𝑛

𝑖=1

) + ln (𝑝Θ̂(𝜃))} 

= argmax
𝜃̂∈Θ

{∑ln (𝑝𝑌|Θ̂(𝑦𝑖|𝜃))

𝑛

𝑖=1

+ ln (𝑝Θ̂(𝜃))}. 

(3.2.22) 

To find the MAP estimator, we take the derivative of the objective function w.r.t. 𝜃 and 

set it equal to zero. We already know from our discussion of the MLE that the 

derivative of the first term is 

 𝜕𝜃̂ (∑ln (𝑝𝑌|Θ̂(𝑦𝑖|𝜃))

𝑛

𝑖=1

) =
𝑛𝐻

𝜃
−

𝑛𝑇

1 − 𝜃
. (3.2.23) 

The derivative of the second term is 

 

𝜕𝜃̂ (ln (𝑝Θ̂(𝜃))) = 𝜕𝜃̂ ((𝑎 − 1)ln(𝜃) + (𝑏 − 1)ln(1 − 𝜃) − ln(𝐵(𝑎, 𝑏))) 

=
𝑎 − 1

𝜃
−
𝑏 − 1

1 − 𝜃
. 

(3.2.24) 

Combining the above two expressions yields the derivative 

 𝜕𝜃̂ (ln (𝑝𝑌|Θ̂(𝒚|𝜃)) + ln (𝑝Θ̂(𝜃))) =
𝑛𝐻

𝜃
−

𝑛𝑇

1 − 𝜃
+
𝑎 − 1

𝜃
−
𝑏 − 1

1 − 𝜃
=
!
0. (3.2.25) 

Solving for 𝜃 yields the MAP estimator 

 𝜃MAP =
𝑛𝐻 + 𝑎 − 1

𝑛 + 𝑎 + 𝑏 − 2
. (3.2.26) 

For definiteness, let us suppose our prior believe is that 𝜃~Beta(2, 12), which we have 

shown below in figure 3.3. Plugging in the numbers gives 𝜃MAP =
1

22
≈ 0.045. Comparing 

with 𝜃ML = 0, we see that we have successfully shifted our estimation closer to our 

prior believe by introducing the prior distribution. 
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Figure 3.3 Prior distribution  

 

We can even obtain more information using what is known as Bayesian inference. This 

will allows us to solve for the full posterior distribution instead of only the point 

estimate 𝜃MAP ≈ 0.045. To this end, let us remember Bayes’ theorem 

 𝑝Θ̂|𝑌(𝜃|𝒚) =
𝑝𝑌|Θ̂(𝒚|𝜃)𝑝Θ̂(𝜃)

𝑝𝑌(𝒚)
. (3.2.27) 

The numerator can be expressed as  

 𝑝𝑌|Θ̂(𝒚|𝜃)𝑝Θ̂(𝜃) =
𝜃(𝑛𝐻+𝑎−1)(1 − 𝜃)

(𝑛𝑇+𝑏−1)

𝐵(𝑎, 𝑏)
, (3.2.28) 

and the denominator can be written as 

 

𝑝𝑌(𝒚) = ∫ 𝑝𝑌|Θ̂(𝒚|𝜃)𝑝Θ̂(𝜃)
Θ

𝑑𝜃 

=
1

𝐵(𝑎, 𝑏)
∫ 𝜃(𝑛𝐻+𝑎−1)(1 − 𝜃)

(𝑛𝑇+𝑏−1)
1

0

𝑑𝜃 

=
𝐵(𝑛𝐻 + 𝑎, 𝑛𝑇 + 𝑏)

𝐵(𝑎, 𝑏)
. 

 

(3.2.29) 

Now, combining the two expressions yields 

 𝑝Θ̂|𝑌(𝜃|𝒚) =
𝜃(𝑛𝐻+𝑎−1)(1 − 𝜃)

(𝑛𝑇+𝑏−1)

𝐵(𝑛𝐻 + 𝑎, 𝑛𝑇 + 𝑏)
= Beta(𝑛𝐻 + 𝑎, 𝑛𝑇 + 𝑏). (3.2.30) 

The distribution for our case, i.e., for 𝑛𝐻 = 0, 𝑛𝑇 = 10, 𝑎 = 2 and 𝑏 = 12, is shown in 

figure 3.4.  
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Figure 3.4 Prior vs posterior distribution  

 

Remember that the mode of any Beta(𝑎, 𝑏) distribution is calculated by 
(𝑎−1)

(𝑎+𝑏−2)
 and so 

the mode of 𝜃|𝒚~Beta(𝑛𝐻 + 𝑎, 𝑛𝑇 + 𝑏) is equal to 𝜃MAP =
(𝑛𝐻+𝑎−1)

(𝑛+𝑎+𝑏−2)
 . Thus, to sum up, we 

have found the full posterior distribution 𝑝Θ̂|𝑌(𝜃|𝒚) with its mode being equal to 𝜃MAP 

which makes sense because, by definition, 𝜃MAP is the point at which 𝑝Θ̂|𝑌(𝜃|𝒚) is at a 

maximum. Furthermore, remember that the variance of any Beta(𝑎, 𝑏) distribution is 

calculated by 
𝑎𝑏

(𝑎+𝑏)2(𝑎+𝑏+1)
 and so the variance of 𝜃|𝒚~Beta(𝑛𝐻 + 𝑎, 𝑛𝑇 + 𝑏) is equal to 

(𝑛𝐻+𝑎)(𝑛𝑇+𝑏)

(𝑛+𝑎+𝑏)2(𝑛+𝑎+𝑏+1)
. Thus, when more data is collected so that the sample size 𝑛 grows 

larger, the variance reduces and 𝜃MAP ≈
𝑛𝐻

𝑛
= 𝜃ML. In other words, when we have more 

information, we tend to be less uncertain about our estimation and 𝜃MAP converges to 

𝜃ML. 

Regression 

A popular loss function for regression problems is the so-called squared residual loss 

function, which is defined by 

 𝐿(𝒚, 𝒚̂) =∑(𝑦𝑖 − 𝑦̂𝑖)
2

𝑛

𝑖=1

=∑(𝑦𝑖 − 𝑓(𝒙𝑖))
2

𝑛

𝑖=1

=∑𝜖𝑖̂
2

𝑛

𝑖=1

. (3.2.31) 

The loss will be small if the predictions 𝑦̂𝑖 are close to the true values of 𝑦𝑖. Distance in 

this case is measured by first taking the difference between 𝑦̂𝑖 and 𝑦𝑖 and then 

squaring the value.  

Example: constant model 

Suppose we have a training set 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛  and we want to estimate any unseen 

data point with a constant value 𝑐̂, i.e., 𝑌̂ = 𝑐̂. To find the optimal value of 𝑐̂, let us 

minimize the sum of residuals squared, i.e., 

 𝐿(𝒚, 𝒚̂) =∑𝜖𝑖̂
2

𝑛

𝑖=1

=∑(𝑦𝑖 − 𝑐̂)
2

𝑛

𝑖=1

=∑𝑦𝑖
2

𝑛

𝑖=1

− 2𝑐̂∑𝑦𝑖

𝑛

𝑖=1

+ 𝑛𝑐̂2. (3.2.32) 
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Let 𝑦̅ denote the sample mean of the dependent variable, i.e., 𝑦̅ =
1

𝑛
∑ 𝑦𝑖
𝑛
𝑖=1 . Then, 

completing the square and multiplying by 1 𝑛⁄ , gives 

 

1

𝑛
∑(𝑦𝑖 − 𝑐̂)

2

𝑛

𝑖=1

=
1

𝑛
∑𝑦𝑖

2

𝑛

𝑖=1

− 2𝑐̂𝑦̅ + 𝑐̂2 − 𝑦̅2 + 𝑦̅2 

= (𝑐̂ − 𝑦̅)2 +
1

𝑛
∑𝑦𝑖

2

𝑛

𝑖=1

− 𝑦̅2. 

(3.2.33) 

Only the first term is dependent on 𝑐̂ and so the loss is minimized when 𝑐̂ = 𝑦̅. 

Therefore, we use the sample mean to make predictions, i.e., 𝑌̂ = 𝑦̅.  

Classification 

For classifications we are predicting a categorical random variable 𝑌 from the 

independent variables 𝑿 = (𝑋1, 𝑋2, … , 𝑋𝑝)
T
. When the input data can belong only to 2 

distinct classes, it is said to be a binary classification problem, and when it can belong 

to 𝐶 classes for any integer 𝐶 > 2, it is known as a multi-class classification problem. A 

classification problem is solved by learning a function, known as the decision rule, that 

maps the input space to some discrete output space. The decision rule divides the 

feature space into so-called decision regions such that each feature vector belonging to 

the same region is assigned to the same class. The hypersurface that separates the 

decision regions are known as decision boundaries, as illustrated by figure 3.5. 
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Figure 3.5 Decision boundary separating 2 decision regions 

 

One way to measure the incorrect decision for a binary classification problem is by the 

using the so-called 1-0 loss function defined by 

 𝐿(𝒚, 𝒚̂) =∑𝐼(𝑦̂𝑖 ≠ 𝑦𝑖)

𝑛

𝑖=1

, (3.2.34) 

where 𝐼 denotes an indicator function which is equal to 1 if the model’s output is equal 

to the observed target and 0 otherwise, that is,  

 𝐼(𝑦̂𝑖 ≠ 𝑦𝑖) = {
1 if 𝑦̂𝑖 ≠ 𝑦𝑖
0 if 𝑦̂𝑖 = 𝑦𝑖

. (3.2.35) 

Thus, minimizing the 1-0 loss function is equivalent to minimizing the amount of 

misclassification errors the model makes on the training sample. However, since this 

function is not convex, it is often difficult to find the minimum. 

 

One of the most popular replacements of the 1-0 loss is the convex loss known as the 

KL divergence. As discussed in the appendix, it can be used to measure the difference 

between two mass distributions and is defined by 

 𝐷KL(𝑝𝑿,𝑌‖𝑝𝑿,𝑌|𝚯̂) = 𝐻(𝑝𝑿,𝑌, 𝑝𝑿,𝑌|𝚯̂ ) − 𝐻(𝑝𝑿,𝑌), (3.2.36) 

where 𝐻(𝑝𝑿,𝑌 ) denotes the entropy of 𝑝𝑿,𝑌 and is given by 
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𝐻(𝑝𝑿,𝑌 ) = 𝔼𝑿,𝑌~𝑝𝑿,𝑌[− log2 𝑝𝑿,𝑌(𝑿, 𝑌)] 

= − ∑ ∑ 𝑝𝑿,𝑌(𝒙, 𝑦) log2 𝑝𝑿,𝑌(𝒙, 𝑦)

𝑦∈range(𝑌)𝒙∈range(𝑿)

 (3.2.37) 

and 𝐻(𝑝𝑿,𝑌, 𝑝𝑿,𝑌|𝚯̂ ) denotes the cross-entropy of 𝑝𝑿,𝑌 and 𝑝𝑿,𝑌|𝚯̂ and is expressed by 

 

𝐻(𝑝𝑿,𝑌 , 𝑝𝑿,𝑌|𝚯̂ )  = 𝔼𝑿,𝑌~𝑝𝑿,𝑌[−log2 𝑝𝑿,𝑌|𝚯̂(𝑿, 𝑌|𝜽̂)] 

= − ∑ ∑ 𝑝𝑿,𝑌(𝒙, 𝑦) log2 𝑝𝑿,𝑌|𝚯̂(𝒙, 𝑦|𝜽̂)

𝑦∈range(𝑌)𝒙∈range(𝑿)

. (3.2.38) 

Therefore, choosing the KL divergence as the loss function is a popular choice to find 

the optimal values for 𝚯̂. Since the entropy is not dependent on 𝑝𝑿,𝑌|𝚯̂, it does not play 

a role in the optimization problem, that is 

 

𝜽̂KL = argmin
𝜽̂∈range(𝚯̂)

𝐷KL(𝑝𝑿,𝑌‖𝑝𝑿,𝑌|𝚯̂ ) 

 

= argmin
𝜽̂∈range(𝚯̂)

𝐻(𝑝𝑿,𝑌, 𝑝̂𝑿,𝑌|𝚯̂ ) 

= argmin
𝜽̂∈range(𝚯̂)

𝔼𝑿,𝑌~𝑝𝑿,𝑌[−log2 𝑝̂𝑿,𝑌|𝚯̂(𝑿, 𝑌|𝜽̂)] 

= argmax
𝜽̂∈range(𝚯̂)

𝔼𝑿,𝑌~𝑝𝑿,𝑌[log2 𝑝𝑿,𝑌|𝚯̂(𝑿, 𝑌|𝜽̂)]. 

(3.2.39) 

Thus, the goal is to sample training data from 𝑝𝑿,𝑌 and find the values of 𝚯̂ that 

maximize the probability of the data under the estimated distribution 𝑝𝑿,𝑌|𝚯̂. 

 

Now suppose we observed 𝒟 = {(𝒙𝑖 , 𝑦𝑖)𝑖=1
𝑛 } where 𝑿,𝑌~𝑝𝑿,𝑌 . According to the law of large 

numbers, we can write 

 lim
𝑛→∞

1

𝑛
∑log2 𝑝𝑿,𝑌|𝚯̂(𝒙𝑖 , 𝑦𝑖|𝜽̂)

𝑛

𝑖=1

a.s.
→ 𝔼𝑿,𝑌~𝑝𝑿,𝑌[log2 𝑝𝑿,𝑌|𝚯̂(𝑿, 𝑌|𝜽̂)]. (3.2.40) 

In fact, ∑ log2 𝑝𝑿,𝑌|𝚯̂(𝒙𝑖 , 𝑦𝑖|𝜽̂)
𝑛
𝑖=1  is the log-likelihood of 𝑝𝑿,𝑌|𝚯̂ and the 1 𝑛⁄  is just a constant 

that is not important for the optimization problem. Thus, to sum up, minimizing the KL 

divergence is equivalent to minimizing the cross-entropy which is equivalent to 

maximizing the log-likelihood when 𝑛 → ∞. 

 

Finally, we can always convert a multi-classification algorithm into (multiple) binary 

problems using the so-called one-vs-rest and/or one-vs-one strategies. The one-vs-

rest method can only be used for algorithms that work with class probabilities, 

whereas the one-vs-one can be used for any classification algorithm. To be specific, 

the one-vs-rest approach trains one model per given class, where any observation 

belonging to that class is considered one class and all the other observations are 

considered to be of the ‘other’ class. Subsequently, the class that has the largest class 

probability is the final prediction.  

 

The one-vs-one strategy involves training a model for each unique pairwise 

combination of classes and comparing them. When the algorithm uses a class-

probability, we can sum all estimated probabilities for each class and choose the class 

corresponding to the highest value, which is known as soft voting. Otherwise, we can 

choose the class that is predicted most often by the single models, which is known as 

hard voting. Since one-vs-one requires more classifiers to be fit than the one-vs-rest 

approach, it is usually slower. However, some algorithms work better with one-vs-one 

because the performance of some models do not scale well with an increasing sample 

size and one-vs-one only uses a subset of the training data which counters this 

problem. 
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3.3 Unsupervised learning 

Unsupervised learning algorithms are used when our input variables 𝑿 = (𝑋1, 𝑋2, … , 𝑋𝑝)
T
 

do not have a corresponding dependent variable 𝑌. Instead of making predictions, the 

goal is to use unlabeled training data to model the underlying structure of the data.  

 

In general, unsupervised learning algorithms can be further divided into the following 

three methods:  

 

• Clustering is a technique which groups unlabeled data based on their similarities or 

differences.  

• Association is a rule-based technique for finding relationships between variables in 

a given data set. 

• Dimensionality reduction is a technique used to reduce the number of features of 

our data set while trying to preserve the maximum amount of information of the 

data. 
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4 Data issues 

In this chapter we discuss topics related data and how we optimally use our data set to 

build predictive models. 

4.1 Sampling 

The set of all possible data points is known as the population. The data we work with 

often does not represent all possible observations because either it is 

difficult/expensive to make more observations or more observations are expected to 

be made in the future. Instead of studying some property of an entire population, it is 

often more pragmatic to estimate it using a group of observations from the population, 

known as the sample. The process of selecting the sample is known as sampling. For 

example, a sample 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛  is obtained by drawing n data points from the joint 

distribution 𝑝𝑿,𝑌. When a collection of random variables is said to be independent and 

identically distributed (i.i.d.), then each variable is drawn from the same distribution 

and its outcome is independent of all the other variables.  

4.2 Estimators 

In general, the aim of estimation is to approximate the value of some population 

parameter on the basis of a sample statistic, e.g., using the observed sample mean 

 𝑧̅ =
1

𝑛
∑ 𝑧𝑖
𝑛
𝑖=1  as an estimator for the population mean 𝜇𝑍 =

1

𝑁
∑ 𝑧𝑖
𝑁
𝑖=1 . The desirability of an 

estimator is measured by the following metrics: 

 

• bias; 

• consistency; 

• efficiency. 

 

To explain these terms, let us suppose that a sample of size n is selected from a 

population. Let {𝑧1, 𝑧2, … , 𝑧𝑛} be the 𝑛 observations as a realization of the i.i.d. random 

variable 𝑍~𝑝𝑍 and let 𝜃 ∈ Θ be a single population parameter that we want to estimate 

with the estimator Θ̂ = 𝑇(𝑍). (Note that the parameter 𝜃 is an unknown constant 

whereas the estimator Θ̂ is a random variable because it is dependent on the 

observations {𝑧1, 𝑧2, … , 𝑧𝑛}). In theory, we could produce 𝑚 sample sets of size 𝑛 and 

compute 𝑚 estimators for each of the 𝑚 sample sets, see figure 4.1. This would result 

in a distribution of estimators, known as the sampling distribution. The difference 

between the expected value of these 𝑚 estimators in the limit that 𝑚 → ∞ and the true 

parameter value is known as the bias of Θ̂. Mathematically, this idea is captured by the 

following expression 

 bias(Θ̂, 𝜃) = 𝔼[Θ̂] − 𝜃. (4.2.1) 

An estimator Θ̂ is called unbiased for 𝜃 if bias(Θ̂, 𝜃) = 0 for all 𝜃 ∈ Θ, otherwise it is called 

biased. It is desirable for a model to be unbiased when used for statistical inference. 

However, as we will discuss in section 4.4, a model’s predictive abilities can potentially 

be improved by choosing a biased estimator because it may have a smaller variance 

than the unbiased estimator. 
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Figure 4.1 Generating sample sets*  

 

* In this example, 𝑚 = 4 sample sets of size 𝑛 = 5 are generated. 

 

A estimator Θ̂ is said to be consistent if its sampling distribution becomes increasingly 

concentrated at the population value 𝜃 for an increasing sample size 𝑛, that is, 

lim
𝑛→∞

Pr(|Θ̂ − 𝜃| > 𝜀) = 0 ∀𝜀 > 0. In other words, when we increase the sample size to 

infinity, the value of the estimator Θ̂ will get very close to the true parameter value 𝜃 

since the probability that the difference between them is greater than 𝜀 is zero. 

 

Finally, an estimator among a number of estimators of the same class is said to be the 

most efficient when it has the smallest variance. For instance, suppose we have two 

estimators Θ̂1 and Θ̂2. If Var(Θ̂1) < Var(Θ̂2), then Θ̂1 is said to be more efficient than Θ̂2. 

Sample mean 

Let us use the sample mean 𝑍̅ =
1

𝑛
∑ 𝑍𝑖
𝑛
𝑖=1  as an estimator for the population mean 𝜇𝑍 =

𝔼[𝑍] =
1

𝑁
∑ 𝑧𝑖
𝑁
𝑖=1 . For every drawn sample set of size 𝑛, the value for 𝑍̅ changes slightly. 

In other words, 𝑍̅ can be considered a random variable with a certain (unknown) 

distribution. Then  

 

bias(𝑍̅, 𝜇𝑍) = 𝔼[𝑍̅] − 𝜇𝑍 

= 𝔼[
1

𝑛
∑𝑍𝑖

𝑛

𝑖=1

] − 𝜇𝑍 

=
1

𝑛
∑𝔼[𝑍𝑖]

𝑛

𝑖=1

− 𝜇𝑍 

=
1

𝑛
∑𝜇𝑍

𝑛

𝑖=1

− 𝜇𝑍 = 0. 

(4.2.2) 

And so we conclude that the sample mean is unbiased. 

 

The variance of the sample mean can be expressed as 

 𝜎𝑍
2 = Var (

1

𝑛
∑𝑍𝑖

𝑛

𝑖=1

) =
1

𝑛2
∑Var(𝑍𝑖)

𝑛

𝑖=1

=
1

𝑛2
∑𝜎𝑍

2

𝑛

𝑖=1

=
𝜎𝑍
2

𝑛
. (4.2.3) 

Since 𝜎𝑍
2 → 0 when 𝑛 → ∞, and 𝑍̅ is unbiased, we can conclude that the sample mean is a 

consistent estimator.  

Sample variance 

The variance of a population of size 𝑁 is computed by 
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 𝜎𝑍
2 =

1

𝑁
∑(𝑧𝑖 − 𝜇𝑍)

2

𝑁

𝑖=1

. (4.2.4) 

Given a sample of size 𝑛 with observed sample mean 𝑧̅, it would naively make sense to 

estimate 𝜎𝑍
2 as 

 𝑠𝑍,b
2 =

1

𝑛
∑(𝑧𝑖 − 𝑧̅)

2

𝑛

𝑖=1

. (4.2.5) 

It turns out that this is biased estimator, which is indicated by the subscript 𝑏. To see 

this, let us first remember, see equation (4.2.6), that 𝜎𝑍
2 =

𝜎𝑍
2

𝑛
. Keeping this in mind, we 

can write 

 

𝔼[𝑆𝑍,b
2 ] = 𝔼 [

1

𝑛
∑(𝑍𝑖 − 𝑍̅)

2

𝑛

𝑖=1

] = 𝔼 [
1

𝑛
∑(𝑍𝑖 − 𝜇𝑍 + 𝜇𝑍 − 𝑍̅)

2

𝑛

𝑖=1

] 

= 𝔼[
1

𝑛
∑((𝑍𝑖 − 𝜇𝑍)

2 + (𝜇𝑍 − 𝑍̅)
2 + 2(𝑍𝑖 − 𝜇𝑍)(𝜇𝑍 − 𝑍̅))

𝑛

𝑖=1

] 

= 𝔼[
1

𝑛
∑(𝑍𝑖 − 𝜇𝑍)

2

𝑛

𝑖=1

+ (𝜇𝑍 − 𝑍̅)
2 +

2

𝑛
(𝜇𝑍 − 𝑍̅)∑(𝑍𝑖 − 𝜇𝑍)

𝑛

𝑖=1

] 

= 𝔼[
1

𝑛
∑(𝑍𝑖 − 𝜇𝑍)

2

𝑛

𝑖=1

+ (𝜇𝑍 − 𝑍̅)
2 + 2(𝜇𝑍 − 𝑍̅)(𝑍̅ − 𝜇𝑍)] 

= 𝔼[
1

𝑛
∑(𝑍𝑖 − 𝜇𝑍)

2

𝑛

𝑖=1

+ (𝜇𝑍 − 𝑍̅)
2 − 2(𝜇𝑍 − 𝑍̅)

2] 

= 𝔼[
1

𝑛
∑(𝑍𝑖 − 𝜇𝑍)

2

𝑛

𝑖=1

− (𝜇𝑍 − 𝑍̅)
2] 

= 𝔼[
1

𝑛
∑(𝑍𝑖 − 𝜇𝑍)

2

𝑛

𝑖=1

] − 𝔼[(𝜇𝑍 − 𝑍̅)
2] 

=
1

𝑛
∑𝔼[(𝑍𝑖 − 𝜇𝑍)

2]

𝑛

𝑖=1

− 𝜎𝑍
2 

= 𝜎𝑍
2 − 𝜎𝑍

2 = 𝜎𝑍
2 −

𝜎𝑍
2

𝑛
 

= (
𝑛 − 1

𝑛
)𝜎𝑍

2. 

(4.2.7) 

We can now easily construct an unbiased estimator 𝑆𝑍
2 to approximate 𝜎𝑍

2 as 

 𝑆𝑍
2 =

𝑛

𝑛 − 1
𝑆𝑍,b
2 =

1

𝑛 − 1
∑(𝑧𝑖 − 𝑧̅)

2

𝑛

𝑖=1

. (4.2.8) 

Dividing by 𝑛 − 1 instead of 𝑛 is known as Bessel’s correction. 

 

Although we will not discuss the details, it follows from the strong law of large 

numbers that 𝑆𝑍
2 → 𝜎𝑍

2 as 𝑛 → ∞ with probability 1. Thus, 𝑆𝑍
2 is also a consistent 

estimator. 

4.3 Feature engineering 

4.3.1 Feature scaling 

For some machine learning algorithms it is important that the features in the training 

sample are measured on the same scale. Algorithms that are using distances to 

determine their similarity are most affected by the range of the independent variables, 

simply because they will assign more weight towards variables with bigger range 
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because the difference of values will be bigger compared to variables with smaller 

range of values. For similar reasons, feature scaling is important for models that are 

regularized by penalizing larger values for the weights estimates. Finally, whenever 

the gradient descent technique, see appendix 13.5, is used to solve the optimization 

problem, it is very important to ensure that the data is scaled properly. This is because 

different ranges of independent variables will result in different step sizes for each 

variable possibly resulting in gradient descent having difficulties find the minimum. 

Scaling the data before feeding it to the algorithm ensures that the step sizes are the 

same for all variables, thereby possibly improving the performance of the model. 

There are two popular feature scaling techniques that we will discuss next: 

normalization and standardization. 

Normalization 

Normalization scales the variables such that their values are shifted and rescaled so 

that end up in the range of 0 to 1, also known as min-max scaling. It is defined as 

follows 

 𝑋′ =
𝑋 − 𝑋min
𝑋max − 𝑋min

, (4.3.1) 

where 𝑋min and 𝑋max, respectively, denote the minimum and maximum values of the 

variable. Observe that when 𝑋 = 𝑋min, the numerator equals 0 and so 𝑋′ = 0. On the 

other hand, when 𝑋 = 𝑋min, the numerator equals the denominator and so 𝑋′ = 1. All 

other values of 𝑋 will lie between 𝑋min and 𝑋max, and so the transformed values 𝑋′ will 

lie between 0 and 1. 

Standardization 

The data is said to be standardized, or z-score normalized, by the following 

transformation 

 𝑋′ =
𝑋 − 𝜇𝑋
𝜎𝑋

, (4.3.2) 

where 𝜇𝑋 denotes the average and 𝜎𝑋 the standard deviation of 𝑋. The transformed 

variable 𝑋′ is often referred to as the z-score. Furthermore, subtracting the mean from 

a variable is known as centering the data, and multiplying the variable by a constant is 

known as scaling a variable. 

 

Observe that centering the data implies that the mean of the transformed data is zero 

 𝔼[𝑋′] =
𝔼[𝑋] − 𝜇𝑋

𝜎𝑋
=
𝜇𝑋 − 𝜇𝑋
𝜎𝑋

= 0. (4.3.3) 

Furthermore, scaling the variable by ensures it has a unit variance as can be seen by 

the following expression 

 𝜎𝑋′
2 = Var (

𝑋

𝜎𝑋
−
𝜇𝑋
𝜎𝑋
) = Var (

𝑋

𝜎𝑋
) =

Var(𝑋)

𝜎𝑋
2 = 1. (4.3.4) 

Now we see that all the transformed features have mean zero and standard deviation 

of one, which is also known as the z-score. Observe that the values of standardized 

data is not restricted to a certain range unlike normalized data. 

Normalization vs standardization 

How do we decide whether to normalize or standardize our data? In general, 

normalization improves the performance when the data is not Gaussian distributed and 

the algorithms do not use this assumption of Gaussian distributed data, such as K-

nearest neighbors and neural networks. On the other hand, when the data is Gaussian 

distributed, standardization could potentially improve the performance of the model. 

Unfortunately, there is no clearly defined rule to decide when to normalize or 
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standardize the data. In case of doubt, it is best to fit the model to raw, normalized 

and standardized data and compare the performance to obtain the best result (see our 

discussion below about cross-validation methods). 

4.3.2 One-hot-encoding 

When the input variables are categorical, then we often we need to convert them to 

numerical values for the algorithm to be able to read the data. The easiest way to 

understand this method is by using an example. Suppose we have the sample data 

shown in table 4.1. 

Table 4.1 Data 

Fruit Calories 

Apple 95 

Orange 105 

Banana 150 

Berries 50 

 

In this case, fruit is a categorical feature that we want to convert it to a numerical 

feature. We do this by creating separate columns for each unique value that the 

feature takes and label them with a 1 or 0 to indicate the type of fruit. The output of 

the table above after one-hot-encoding is shown table 4.2. 

Table 4.2 Data after one-hot encoding 

Apple Orange Banana Berries Calories 

1 0 0 0 95 

0 1 0 0 105 

0 0 1 0 150 

0 0 0 1 50 

 

Observe that since in the above table one of the four ‘fruits’ can always be predicted 

using the other three columns, they are perfectly collinear. This is known as the 

dummy variable trap because some algorithms, such as linear regression (without 

weight-regularization), do not handle highly correlated data well. To circumvent the 

dummy trap, we drop one of the columns so that the one-hot-encoding of table 4.1 is 

shown by table 4.3. 
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Table 4.3 Data after one-hot encoding and removing one colinear column 

Apple Orange Banana Calories 

1 0 0 95 

0 1 0 105 

0 0 1 150 

0 0 0 50 

 

It is important to keep in mind that one-hot-coding in general can lead to increased 

dimensionality of the feature space (which can lead to overfitting the data) and spare 

data (many observations will have 0-values).  

4.4 Bias-variance trade-off 

In this section, we will discuss the two sources of the errors of the model’s predictions 

which leads to one of the most important concepts of machine learning: the bias-

variance trade-off.  

4.4.1 Mean squared error of regression model 

Let us return our attention to equation (3.2.1). In the real-world, the ground truth 𝑓 

and the error term 𝜖 are unknown. To estimate 𝑓, we obtain a so-called training 

sample 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛  and use a learning algorithm 𝒜 to train a model 𝑓𝒟. We are 

using the subscript 𝒟 to stress that the estimate is dependent on the training sample 

and so 𝑌̂𝒟 = 𝑓𝒟 (𝑿) is dependent on both 𝒟 and 𝑋. For brevity, we use the subscript 𝒟 on 

𝔼𝒟 to mean the distribution of 𝑓𝒟(𝒙∗). Then the mean-squared error (MSE) of the model 

𝑓𝒟, at some realization 𝑿 = 𝒙∗, is defined as the expected distance between the ground 

truth 𝑓 and the estimate 𝑓𝒟: 

 

MSE (𝑓𝒟(𝒙∗)) = 𝔼𝒟 [(𝑓 − 𝑓𝒟)
2
|𝒙∗] 

= 𝔼𝒟 [(𝑓 − 𝔼𝒟[𝑓𝒟|𝒙∗] + 𝔼𝒟[𝑓𝒟|𝒙∗] − 𝑓𝒟)
2
|𝒙∗] 

= 𝔼𝒟 [(𝑓 − 𝔼𝒟[𝑓𝒟|𝒙∗])
2
+ (𝔼𝒟[𝑓𝒟|𝒙∗] − 𝑓𝒟)

2
|𝒙∗]

+ 2𝔼𝒟[(𝑓 − 𝔼𝒟[𝑓𝒟|𝒙∗])(𝔼𝒟[𝑓𝒟|𝒙∗] − 𝑓𝒟)|𝒙∗] 

= (𝑓(𝒙∗) − 𝔼𝒟[𝑓𝒟|𝒙∗])
2
+ 𝔼𝒟 [(𝔼𝒟[𝑓𝒟|𝒙∗] − 𝑓𝒟)

2
|𝒙∗]

+ 2𝔼𝒟[𝑓𝔼𝒟[𝑓𝒟|𝒙∗] −  𝑓𝑓𝒟 − 𝔼𝒟[𝑓𝒟|𝒙∗]𝔼𝒟[𝑓𝒟|𝒙∗]

+ 𝔼𝒟[𝑓𝒟|𝒙∗]𝑓𝒟|𝒙∗] 

=  bias2 (𝑓𝒟(𝒙∗), 𝑓(𝒙∗)) + Var(𝑓𝒟|𝒙∗)

+ 2(𝑓𝔼𝒟[𝑓𝒟|𝒙∗] −  𝑓𝔼𝒟[𝑓𝒟|𝒙∗] − 𝔼𝒟[𝑓𝒟|𝒙∗]𝔼𝒟[𝑓𝒟|𝒙∗]

+ 𝔼𝒟[𝑓𝒟|𝒙∗]𝔼𝒟[𝑓𝒟|𝒙∗]) 

=  bias2 (𝑓𝒟(𝒙∗), 𝑓(𝒙∗)) + Var(𝑓𝒟|𝒙∗). 

(4.4.1) 

It is desirable to have an estimator with a small MSE since it means that the expected 

distance from the ground truth is small. Ideally, we would like to find an algorithm that 

minimizes both the bias and the variance. However, it turns out that models that are 

simpler than the ground truth 𝑓 have a higher bias and lower variance, resulting in so-

called underfitting the data. On the other hand, models that are more complex than 𝑓 

are more capable of capturing complex patterns in the data and thus also more likely 

to fit the noise in the data. As a result, they have higher variance and lower bias than 

𝑓, resulting in so-called overfitting the data. This trade-off in complexity applies to all 

forms of supervised learning, including classification algorithms, and is known as the 

bias-variance trade-off. Finally, any modification we make to a learning algorithm that 
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is intended to reduce overfitting is known as regularization, and we will discuss various 

regularization methods in chapter 5. 

4.4.2 Prediction error of regression model 

In the real world, 𝑓 is unknown and so we cannot determine MSE (𝑓𝒟(𝒙∗)) to assess our 

model. On the other hand, we can use the squared residual to measure the predictive 

performance of the model, that is 

 𝜖̂2 = (𝑌 − 𝑌̂𝒟)
2
= (𝑓(𝑿) + 𝜖 − 𝑓𝒟(𝑿))

2
. (4.4.2) 

The theoretical average of these prediction errors give us insight in the accuracy of the 

algorithm 𝒜 at 𝑿 = 𝒙∗, that is  

 MSE(𝑌̂𝒟) = 𝔼𝒟,𝑌 [(𝑌 − 𝑌̂𝒟)
2
|𝒙∗] = 𝔼𝒟,𝜖 [(𝑓 + 𝜖 − 𝑓𝒟)

2
|𝒙∗], (4.4.3) 

where again we use the subscript 𝒟 to mean the distribution of 𝑓𝒟(𝒙∗). It is important 

to note that in this theoretical experiment, for every time we draw a new training 

sample to train a model to make a prediction, we also draw a new observation for the 

error term 𝜖. Since the sample 𝒟 and error 𝜖 are independent of each other, this 

expression can be expanded as 

 MSE(𝑌̂𝒟) = 𝔼𝒟 [𝔼𝜖 [(𝑓 + 𝜖 − 𝑓𝒟)
2
|𝒙∗]]. (4.4.4) 

Let us first focus on the expectation with respect to 𝜖 

 

𝔼𝜖 [(𝑓 + 𝜖 − 𝑓𝒟)
2
|𝒙∗] 

= 𝔼𝜖 [(𝑓 − 𝑓𝒟)
2
+ 𝜖2 + 2𝜖 (𝑓 − 𝑓𝒟)|𝒙∗] 

= (𝑓(𝒙∗)  − 𝑓𝒟(𝒙∗))
2
+ 𝔼𝜖[𝜖

2] + 2𝔼𝜖[𝜖]  (𝑓(𝒙∗)  − 𝑓𝒟(𝒙∗)) 

= (𝑓(𝒙∗)  − 𝑓𝒟(𝒙∗))
2
+ 𝔼𝜖[𝜖

2] − 𝔼𝜖[𝜖]
2 + 𝔼𝜖[𝜖]

2 + 2𝔼𝜖[𝜖] (𝑓(𝒙∗)  −  𝑓𝒟(𝒙∗)) 

= (𝑓(𝒙∗)  − 𝑓𝒟(𝒙∗))
2
+ Var(𝜖) + 02 + 2 ∗ 0 ∗  (𝑓(𝒙∗)  − 𝑓𝒟(𝒙∗)) 

= (𝑓(𝒙∗)  − 𝑓𝒟(𝒙∗))
2
+ 𝜎𝜖

2. 

(4.4.5) 

Now using the result of the previous section, we can write 

 

MSE(𝑌̂𝒟) = 𝔼𝒟 [(𝑓 − 𝑓𝒟)
2
+ 𝜎𝜖

2|𝒙∗] 

= 𝔼𝒟 [(𝑓 − 𝑓𝒟)
2
|𝒙∗] + 𝜎𝜖

2 

= MSE (𝑓𝒟(𝒙∗)) + 𝜎𝜖
2 

=  bias2 (𝑓𝒟(𝒙∗), 𝑓(𝒙∗)) + Var(𝑓𝒟|𝒙∗) + 𝜎𝜖
2. 

(4.4.6) 

Here 𝜎𝜖
2 is the irreducible error as it cannot be minimized by finding a better estimation 

of the model 𝑓𝒟 at 𝑿 = 𝒙∗. The reducible error is corresponding to MSE (𝑓𝒟(𝒙∗)) which 

can be further decomposed in the bias squared and the variance of 𝑓𝒟 at 𝑿 = 𝒙∗. 

 

Note that in the previous and current subsection we discuss the bias-variance trade-off 

in the context of regression. Although generalizations are possible for the cross 

entropy loss function, the mathematics is not as straightforward and beyond the scope 

of this report. However, the implications of the bias-variance tradeoff are applicable to 

all supervised learning algorithms, for more information see (Kohavi and 

Wolpert, 1996) and the references therein.  
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Box 4.1 Example: bias-variance trade-off 

4.5 Curse of dimensionality 

Closely related to overfitting is the so-called curse of dimensionality, which is a term 

used to describe the difficulties associated with a feature space that has (too) many 

dimensions. In theory, adding more non-trivial features to the model means the model 

has more information which should improve its performance. However, as we increase 

the number of features, there is an exponential decrease in the amount of information 

that can be obtained from the data, as shown in figure 4.2. Thus, the more features 

we add to the model, the more likely it will learn noisy patterns instead, i.e., 

To illustrate the bias-variance trade-off, we will generate our own data according to 

𝑌 = 𝑋2 + 𝜖, 

where 𝑋 and 𝑌 are continuous random variable and 𝜖~𝒩(0, 0.1) is the error term. A 

sample has been generated is shown below. 

 

 
We will use this data to train a so-called linear regression model, which will be 

discussed in more details in section 5.1. To most simple version of this model 

assumes there is a linear relation between 𝑌 and 𝑋. We can introduce more 

complexity to the model by introducing polynomial terms, thereby allowing it to 

capture more complex patterns in the data at the risk of overfitting the data. To 

illustrate this, the first figure below shows when we are fitting a simple linear model 

on the training data. Clearly, this line is too simple to fit capture the patterns in the 

data. The second figure, shows the model when we allow it to fit a second degree 

polynomial, which we know is the correct model (we know this because we have 

generated our own data). Finally, the third figure shows the model when we allow 

the it to fit a 20-degree polynomial. This model allows for so much complexity that it 

is now capturing spurious patterns in the data, that is, it is overfitting the data. 
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overfitting the data, because there are not enough observation to capture the true 

patterns. Feature selection and feature extraction methods are general techniques that 

can be used to handle the curse of dimensionality, and will be discussed in more 

details in chapter 7 and 8. 

Figure 4.2 Curse of dimensionality 

 

4.6 Cross-validation methods 

The bias-variance trade-off is important for the understanding of the behavior of 

statistical models. However, the aim of machine learning is to obtain the model that 

minimizes the prediction error on previously unseen data, which is known as the 

generalization error. Computing a model’s estimated performance is known as model 

assessment and choosing the optimal model between various competing models is 

known as model selection. To this end, we may use the simple cross-validation method 

which randomly partitions the original data set into three subsets: 

 

• Training set: the data used to tune the parameter of the model. 

• Validation set: the data used to tune the so-called hyperparameters, which are the 

parameters whose value must be set before training the model and control the 

trade-off between the bias and variance of the model. In other words, they cannot 

be learned by fitting the model to the training data and they control the complexity 

of the model. A simple technique for tuning the hyperparameters of a model is to 

choose a set of possible values for each hyperparameter and separately train 

models using all possible combinations of these values, and choose the values that 

give the best validation error. Thus, the validation set is used to decide the optimal 

complexity of the model. 
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• Test set: used to measure the final generalization performance of a model with the 

aim of picking the best final model. 

 

Thus, we fit various candidate models with different hyperparameters using the 

training set. Next, the fitted models will be used to predict the targets for the 

observations in the validation set and will be evaluated based on those results. The 

candidate with the best performance will be chosen. Finally, the selected model is 

evaluated with the test set. The reason for choosing different data sets to evaluate the 

model is to avoid what is known as data leakage, which is when information from 

outside the training set is used to create the model. Since the validation set is used to 

tune the hyperparameters, its performance on the same set will lead to a biased result 

and instead we have to use a data set that has not been used to tune the parameters 

and hyperparameters of the model, i.e., the test set. The optimal model is the one 

with the lowest error on the test set. Once the final model has been selected using the 

test error, we re-train the parameters one final time with the original full sample set 

because a larger sample size will likely result in better estimates. 
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Box 4.2 Example: cross-validation and feature scaling 

 

The training, validation and test set must be partitioned such that the data of each set 

can be considered independent from the other sets.4 Usually, this is achieved by 

drawing the sets at random from the original data set. However, we might want to 

model if a convict must pay a fine, do community service or gets prison sentence. And 

suppose in our original data set, 1% of the convicts receive a fine, 4% gets penalized 

with community service and 95% get prison sentence. In such a situation, because the 

proportions of convicts receiving a fine or community service are small compared to 

the proportion of convicts getting prison sentence, the distribution of the target 

variable can be very different between the training, validation and test sets. This is 

known as biased sampling and is illustrated in figure 4.3. To avoid this problem, we 

divide our random sample in subgroups, known as strata, with each subgroup having 

the same target value. For our example, the random sample is divided by convicts that 

 
4  With time series, it is not possible to randomly split the data. In this situation, the so-called “walk forward” 

validation techniques are applied.  

A potential source of data leakage is when feature scaling is performed, see 

subsection 4.3.1. For normalization, the min and max should not be taken from the 

entire sample set, but only from the training set. If the min and max are taken from 

the entire set, they would contain information from the validation and test set. 

Similarly, for standardization, we do not want the mean and standard deviation to 

leak information from the entire data set. 

 

For example, suppose we want to develop a predictive model that takes the weight 

of an individual as input and estimates their height. For definiteness, suppose we 

have the following sample set: 

 1 2 3 4 5 6 7 8 9 10 

Weight (kg) 64 70 72 75 79 81 84 87 91 96 

Height (cm) 152 157 170 165 192 178 185 180 183 191 

Suppose we want to use cross-validation to determine if standardizing the weight 

variable will improve the predictive performance of some given model. To prevent 

data leakage, we first randomly split the sample set in a training, validation and test 

set with, say, a 60/20/20 proportion. After the split, suppose 

𝒟train={(70,157),(72,170),(79,192),(84,185),(91,183),(96,191)}, 

𝒟val={(75,165),(87,180)} en 𝒟test={(64,152),(81,178)}. 

 

After splitting the data, we calculate the sample mean and sample standard 

deviation of the training set and then apply them for standardizing the training, 

validation and test set. Thus, the sample mean is calculated as 

 𝑋̅ =
1

6
(70 + 72 + 79 + 84 + 91 + 96) = 82 kg, (4.6.1) 

and the sample standard deviation as 

 

𝑆𝑋

= √
1

5
((70 − 82)2 + (72 − 82)2 + (79 − 82)2 + (84 − 82)2 + (91 − 82)2 + (96 − 82)2)

= 10.33 kg. 

(4.6.2) 

The other observations are then standardized as 

 
75 − 82

10.33
= −0.68,

87 − 82

10.33
= −0.48,

64 − 82

10.33
= −1.74,

81 − 82

10.33
=  −0.01. (4.6.3) 
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were fined, had to do community service or sent to prison. Subsequently, the proper 

number of instances are sampled from each stratum to ensure that the distribution 

between the training, validation and test sets is a good representation of our original 

random sample. This is achieved by taking a random sample from each stratum in the 

direct proportion to the size of the stratum compared to the population, so each 

sample is equally likely to occur. This method of sampling is known as stratified 

sampling. 

Figure 4.3 Biased vs representative sample 

 

 

Now let us consider how the training and test error are affected by the sample size of 

the training set. First, note we always expect the training error to be smaller than the 

test error because the model has been built to minimize the loss of the training data 

set. Second, the larger a training set, the less prone the model is to overfitting the 

data since the model is less likely to learn spurious patterns in the training data and, 

assuming our algorithm fits a good model to the data, increasing the training sample 

size means the parameter values are estimated with a higher precision. As a result, 

when the training set increases in size, the test error decreases. Furthermore, it is 

relatively easier for a model to be a good fit of the training data, when there is 

relatively less training data. Therefore, when the training size increases, the training 

error increases. The connection between the sample size of the training set and the 

training and test error is illustrated by the first image in figure 4.4: on the left side of 

we see the schematic relationship between the training sample size and the training 

and test error and on the right side we see the schematic relationship between the 

number of model parameters and training and test error. 
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Figure 4.4 Training vs test error 

 

Let us consider how the training and test error behave as a function of the number of 

parameters of the model. Adding more parameters makes the model more complex 

and thus it becomes easier to fit both the true and the spurious patterns of the training 

data. In other words, as the parameters increase, the training error decreases. With 

the test error, if there are less than the optimal number of parameters, it cannot learn 

the patterns in the training data. Thus, in this case, increasing the number will result 

in a lower test error. However, if we keep increasing the number of parameters 

beyond the optimal amount, then the model will overfit the training data resulting in 

an increase of the test error. To sum up, we see that the effect of the number of 

model parameters on the test error is non-monotonic: it has a U-shape curve as 

shown by the second image in figure 4.4. This illustrates that we cannot simply choose 

the model with the smallest training error because there is no guarantee that it has 

the smallest generalization error. When an algorithm performs well on the training 

data but does not perform well on unseen data, the algorithm is overfitting the data. 

On the other hand, underfitting occurs when the algorithm performs poorly on both the 

training and unseen data.  

 

The partitioning of the data in the train and validation set as explained so far may 

suffer from the variability of the validation error: if we repeat the process of randomly 

partitioning the data into a train and validation set, the estimate of the validation error 

will be slightly different depending on the data points that are included in the sets. 

Furthermore, by using this approach, we are decreasing the sample size of the training 

set which tend to result in a worse model performance. To deal with these problems, 

we will be discussing alternative ways to generate the validation set in the following 

two subsections. 

4.6.1 Leave-one-out cross-validation 

Suppose we hold out a test set from our original learning sample. Suppose our 

learning sample is 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛  after the hold-out of the test set, and suppose we 

want to split 𝒟 further into a train 𝒟train and validation set 𝒟val. The leave-one-out 

cross-validation (LOOCV) method does this by using the first single observation (𝒙1, 𝑦1) 

as the validation set, and all other observations are used to train the model which is 

used to estimate 𝑦̂1. This process is repeated but now using (𝒙2, 𝑦2) as the validation 

set and all other observations as the training set. Repeating this process for all 𝑛 

observations that are in our sample 𝒟 will result in 𝑛 observations that can be used to 

compute the average validation error.  
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The advantage of the LOOCV method is that it does not tend to overestimate the 

validation error compared to the simple cross-validation method. This is because, in 

contrast with the simple cross-validation method, the LOOCV method fits with 𝑛 − 1 

observations. Furthermore, the simple cross-validation method yields different results 

when applied repeatedly due to randomly splitting them, whereas there is no 

randomness in the split with LOOCV. A disadvantage of this method is that it can be 

more time consuming and computationally expensive since the model has to be fit 𝑛 

times, especially if the model takes a long time to fit. 

4.6.2 The k-fold cross-validation 

The k-fold cross-validation is a different method that randomly partitions the training 

set (after holding out the test set) into 𝑘 groups, so-called folds, of approximately 

equal size. Subsequently, the first fold is used as a validation set and the algorithm is 

fit on the other 𝑘 −  1 folds. This is now repeated 𝑘 times each time using a different 

fold as the validation set used to calculate the error, and the estimate of the 𝑘-fold CV 

error is then the average of these 𝑘 errors. Note that the LOOCV method is a special 

case of k-fold CV method when 𝑘 = 𝑛. To make the method less computationally 

expensive, we set 𝑘 < 𝑛, which is especially useful when we are fitting computationally 

expensive algorithms and 𝑛 is large. Although the k-fold CV estimate is dependent on 

how the learning sample is partitioned in the 𝑘 folds, usually this variability is much 

lower compared to the simple cross-validation method. 

 

There might also be another advantage to the k-fold CV method which is related to 

bias-variance trade off. We mentioned that decreasing the sample size of the training 

set tends to result in a worse model performance. The LOOCV method fits the model 

on 𝑛 −  1 training observations, which is almost the same as the 𝑛 observations in the 

original learning set, thus resulting in approximately unbiased estimate of the 

validation error. The k-fold CV with 𝑘 <  𝑛 method trains its algorithm on a set of less 

than 
𝑛(𝑘−1)

𝑘
 observations, which is less than the LOOCV method but significantly more 

than the simple cross-validation method. Thus, the bias of the validation error will be a 

worse estimate with the k-fold method than computed with the LOOCV method, but 

much better than if computed with the simple cross-validation method. 

 

However, this does not take into account the variance of the methods. When 

performing LOOCV, we are averaging the validation error of 𝑛 predictions as a result of 

fitting 𝑛 models, where each model is trained using an almost identical training set. 

Since each training set is highly correlated, the trained models and their predictions 

are also highly correlated. The k-fold technique is a method that allows us to 

decorrelate the training sets since they overlap much less. The mean of many highly 

correlated quantities has higher variance than the mean of many quantities that are 

less correlated,5 and so the validation error due to the LOOCV method tends to have a 

significantly higher variance than the error due to the k-fold method.  

4.6.3 Evaluation metrics for regression task 

To measure the performance of any model, we need to introduce a performance metric 

that can be computed on the holdout data. For regression models, the most popular 

metric is the test MSE given by 

 
5 This follows because for any random variables 𝐴 and 𝐵, we have Var(𝐴 + 𝐵) = Var(𝐴) + Var(𝐵) + 2Cov(𝐴, 𝐵). 
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 MSEtest =
1

𝑛test
∑ (𝑦𝑖 − 𝑦̂𝑖)

2

𝑛test

𝑖=𝑛train+1

, (4.6.4) 

where 𝑛train denotes the size of the training sample and 𝑛test denotes the size of the 

holdout set. When this metric is used on training data instead of test data, then it is 

known as the training MSE, and that is closely related to the squared residual loss 

function discussed in the previous chapter. 

 

There are also other metrics such as for instance the mean-absolute error (MAE) and 

the median-absolute error (MdAE). However, we will not further discuss these metric 

since we will only use the test MSE. 

4.6.4 Evaluation metrics for classifications task 

For classification algorithms there are various interesting performance metrics that we 

will discuss. First, closely related to the 1-0 loss function discussed in the previous 

chapter is the misclassification rate, which is the percentage of times a model is 

incorrect. However, the misclassification rate is not per se a useful metric when the 

class distribution is skewed or the misclassification costs of the two classes is very 

different. For instance, suppose we want to develop a model to detect some rare 

disease that occurs in 1% of the population. Then we can get an expected 1% 

misclassification rate by simply predicting that nobody has the disease without even 

taking their features into account since, on average, 99 out of 100 prediction will be 

correct. However, such a model would not be useful in the real world. 

 

To deal with imbalanced data, we will introduce the 𝐶 × 𝐶 confusion matrix, where 𝐶 is 

the total number of distinct classes in the target space. For simplicity, let us focus on 

the binary case where the target variable either is positive or negative, see figure 4.5. 

The columns of the 2 × 2 confusion matrix represent the observed values of the target 

variable and the rows represent the corresponding predicted values, resulting in the 

following 4 elements: 

 

• True Positive (TP): both the observed and predicted values are positive, which is an 

accurate prediction. 

• False Positive (FP): the predicted value is positive and the observed value is 

negative, which is a misclassification and is also known as a Type I error. 

• False Negative (FN): the predicted value is negative and the observed value is 

positive, which is a misclassification and is also known as a Type II error. 

• True Negative (TN): both the observed and predicted values are negative, which is 

an accurate prediction. 

Figure 4.5 A 2x2 confusion matrix 
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These matrix elements are used to calculate the so-called Positive Predictive Value 

(PPV), also known as precision, as follows 

 PPV ≡
TP

TP + FP
. (4.6.5) 

This tells us the percentage of accurately predicted positive observations out of total 

positive predicted cases. In other words, it measures how good a model is at 

predicting the positive class. Furthermore, the so-called True Positive Rate (TPR), also 

known as the recall or sensitivity, is defined as 

 TPR ≡
TP

TP + FN
. (4.6.6) 

This indicates the percentage of accurately predicted positive observations out of total 

positive observed cases. In other words, it measures how good a model is at predicting 

the positive class when the observation is positive. It follows from the denominators 

that we can obtain high PPV by reducing False Positives and increasing the True 

Positives, whereas a high TPR can be obtained by reducing the False Negatives and 

increasing the True Positives. For the rare disease example discussed above, we want 

to reduce our False Negatives as much as possible and care less about False Positives, 

and so the TPR metric will be important for its evaluation. When we are dealing with 

imbalanced data but there is no obvious distinction between the importance of False 

Positives compared to False Negatives, we use the so-called F1-score defined by 

 F1score ≡
2

1
TPR

+
1
PPV

. (4.6.7) 

Observe that this is the harmonic mean of PPV and TPR.  

 

Furthermore, the True Negative Rate (TNR), also known as the specificity, is defined 

as 

 TNR ≡
TN

TN + FP
, (4.6.8) 

which indicates the percentage of accurately predicted negative observations out of 

total negative observed cases. The so-called Balanced Accuracy (BA) is defined by 

 BA ≡
TPR + TNR

2
 (4.6.9) 

and can be used to evaluate the performance of a classifier on imbalanced data.  

 

Finally, the False Positive Rate (FPR) represents the percentage of misclassified 

negative observations out of all the negative observations, i.e., 

 FPR ≡
FP

TN + FP
= 1 − TNR, (4.6.10) 

which is also known as the false alarm rate. 
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Box 4.3 Example: a 3x3 confusion matrix 

 
 

In the case of the binary classifier that uses a decision boundary, a so-called Receiving 

Operating Characteristic (ROC) curve is a plot of the TPR against the FPR at different 

values of the boundary. Figure 4.6 shows various ROC curves where each curve is due 

to a different model. Observe that TPR increases when the False Negatives decreases 

(and more actual positives will be accurately predicted) and FPR decreases when the 

False Positives decreases (and more actual negatives will be accurately predicted). 

Therefore, we want to maximize the TPR and minimize the FPR, and the best model 

possible is the one with a FPR of 0 and a TPR of 1, shown in the top left corner of 

figure 4.6. 

Suppose we have developed a model that predicts the severity of a disease: no 

disease, mild or severe. Then the confusion matrix would be a 3 × 3 matrix of the 

following form. 

 
The True Positive, False Positive, False Negative and True Negative are then defined 

as displayed by the following table. 

No disease Mild Severe 

   

TP: Cell1 TP: Cell5 TP: Cell9 

FP: Cell2 + Cell3 FP: Cell4 + Cell6 FP: Cell7 + Cell8 

FN: Cell4 + Cell7 FN: Cell2 + Cell8 FN: Cell3 + Cell6 

TN: Cell5 + Cell6 + Cell8 + 
Cell9  

TN: Cell1 + Cell3 + Cell7 + 
Cell9 

TN: Cell1 + Cell2 + Cell4 + 
Cell5 

 

Observed

SevereMildNo disease

321No disease

Predicted 654Mild

987Severe
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Figure 4.6 ROC curves due to various classifiers 

 

Now, when the decision boundary on the class probability is lowered such that more 

cases will be predicted as positive, then: 

 

• More positive cases will be accurately classified as positive, i.e., more True 

Positives, and so the TPR will increase. 

• More negative cases will be incorrectly classified as positive, i.e., more False 

Positives , and so the FPR will increase. 

 

Thus, we expect such boundaries to appear more in the top right corner of an ROC 

curve. On the other hand, when the boundary is increased such that more cases will 

be predicted as negative, then: 

 

• More negative cases will be accurately classified as negative, i.e., more True 

Negatives, and so the FPR will decrease. 

• More positive cases will be incorrectly classified as negative, i.e., more False 

Negatives, and so the TPR will decrease. 

 

Thus, we expect such boundaries to appear more in the bottom left corner of an ROC 

curve. 

 

Now, suppose we have a training set of 𝑛 observations, with 𝑛+ positive observations 

and 𝑛− negative observations. Furthermore, suppose we have a so-called random 

classifier that randomly predicts an input to be positive with probability 𝑝 and predicts 

negative with probability 1 − 𝑝. Then the expectation of the elements of the model’s 

confusion matrix are as follows 

 𝔼[TP] = 𝑝
𝑛+
𝑛
, 𝔼[FP] = 𝑝

𝑛−
𝑛
, 𝔼[FN] = (1 − 𝑝)

𝑛+
𝑛
, 𝔼[TN] = (1 − 𝑝)

𝑛−
𝑛
. (4.6.11) 

Therefore, the expected TPR can be expressed as 
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 𝔼[TPR] =
𝑝
𝑛+
𝑛

𝑝
𝑛+
𝑛
+ (1 − 𝑝)

𝑛+
𝑛

= 𝑝 (4.6.12) 

and the expected FPR as 

 𝔼[FPR] =
𝑝
𝑛−
𝑛

(1 − 𝑝)
𝑛−
𝑛
+ 𝑝

𝑛−
𝑛

= 𝑝. (4.6.13) 

Since the expected TPR is equal to the expected FPR, the expected ROC curve is 

straight diagonal line as shown in figure 4.6. Any classifier that ends up under this 

diagonal line is performing worse than random guessing, but it will outperform the 

random classifier by reversing the predictions.  

 

To compare the overall performance of classification models with each other, it will be 

useful to summarize the performance of an ROC curve by a single number. To this 

end, we can use the area under the ROC curve (AUC-ROC), where a greater area 

implies a better performance. Observe that the AUC-ROC of a random classifier is 0.5 

and of a perfect classifier is 1. Suppose the classification algorithm uses a class 

probability function 𝑠(𝒙) such that higher value indicates a higher probability that the 

input 𝒙 ∈ ℝ𝑝 is positive and a decision boundary 𝑡 ∈ ℝ such that 

 𝑦̂ = {
+1 if 𝑠(𝒙) > 𝑡

−1 if 𝑠(𝒙) ≤ 𝑡
. (4.6.14) 

Let 𝑿− ∈ ℝ𝑝 and 𝑿+ ∈ ℝ𝑝 denote the random vectors that belong to the negative and 

positive class, respectively. Since the TPR indicates the percentage of accurately 

predicted positive observations out of total positive observed cases, we can also 

express it as 

 TPR(𝑡) = Pr(𝑠(𝑿+) > 𝑡). (4.6.15) 

Similarly, the FPR represents the percentage of misclassified predictions out of all the 

negative observations and so we can express it as 

 FPR(𝑡) = Pr(𝑠(𝑿−) > 𝑡). (4.6.16) 

Since the ROC curve is the curve formed by plotting the pair (FPR(𝑡), TPR(𝑡)) for 

different values of 𝑡, we can view TPR as a function of FPR and so the AUC-ROC for any 

class probability function 𝑠 can be expressed as 

 

AUC − ROC = ∫ TPR(FPR) dFPR
1

0

 

= ∫ TPR(FPR(𝑡)) dFPR(𝑡)
1

0

 

= ∫ TPR(FPR(𝑡))
𝜕FPR(𝑡)

𝜕𝑡
dt

−∞

+∞

. 

(4.6.17) 

Now, let 𝑃𝑠(𝑿+) denote the cumulative density function of 𝑠(𝑿+) so that 

 TPR = Pr(𝑠(𝑿+) > 𝑡) = 1 − Pr(𝑠(𝑿+) ≤ 𝑡) = 1 − 𝑃𝑠(𝑿+)(𝑡). (4.6.18) 
Furthermore, let 𝑃𝑠(𝑿−) denote the cumulative density function of 𝑠(𝑿−) such that 

 FPR(𝑡) = Pr(𝑠(𝑿−) > 𝑡) = 1 − Pr(𝑠(𝑿−) ≤ 𝑡) = 1 − 𝑃𝑠(𝑿−)(𝑡), (4.6.19) 
and let 𝑝𝑠(𝑿−) denote the probability distribution function of 𝑠(𝑿−) such that 

 
𝜕FPR(𝑡)

𝜕𝑡
= −

𝜕𝑃𝑠(𝑿−)(𝑡)

𝜕𝑡
= −𝑝𝑠(𝑿−)(𝑡). (4.6.20) 

Now using these ingredients, we can express the AUC-ROC as 

 

AUC − ROC = −∫ (1 − 𝑃𝑠(𝑿+)(𝑡)) 𝑝𝑠(𝑿−)(𝑡) dt
−∞

+∞

 

= ∫ (1 − 𝑃𝑠(𝑿+)(𝑡)) 𝑝𝑠(𝑿−)(𝑡) dt
+∞

−∞

. 
(4.6.21) 

The 1 − 𝑃𝑠(𝑿+)(𝑡) term represents the probability that the score of a positive sample is 

greater than 𝑡, and 𝑝𝑠(𝑿−)(𝑡) represents the likelihood that the score of negative 

example is equal to 𝑡. Then the integral sums up the multiplication of these two terms 
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over all possible threshold values 𝑡. This implies that we can interpret the AUC-ROC as 

the probability that a randomly selected positive sample will have a higher score value 

than a randomly selected negative sample, that is, AUC − ROC = Pr(𝑠(𝑿+) > 𝑠(𝑿−)). Thus, 

we see that the AUC-ROC consider the classifiers ability to correctly rank two randomly 

chosen observations that are assumed to be in different classes, whereas the accuracy 

metric is used to measure the classifiers ability to correctly classify a single randomly 

chosen observation. In other words, AUC-ROC is a discriminating performance 

measure. 

 

As we have just discussed, the ROC curve describes the trade-off between the TPR and 

the FPR at different values of the decision boundary. We want to minimize the FPR 

because it implies that we minimize the amount of False Positives. However, when the 

target data is imbalanced with a larger number of negative instances, the FPR tends to 

stay small due to the large denominator and so provides less information about the 

predictive performance of the classifier. To deal with imbalanced data when False 

Negatives are more costly than False Positives, the so-called Precision-Recall (PR) 

curve is used; this is a plot of the PPV (precision) against the TPR (recall) for different 

values of the decision boundary. This is because the trade-off between PPV and TPR is 

not dependent on the True Negatives. Observe the following: 

 

• Maximizing TPR while ignoring PPV implies that the model will try to minimize the 

False Negatives. 

• Maximizing PPV while ignoring TPR implies that the model will try to minimize the 

False Positives. 

 

Figure 4.7 shows an illustration of various PR curves. The perfect classifier maximizes 

both the TPR and the PPV, shown in the top right corner of the figure. Furthermore, 

observe the following:  

 

• Setting the decision threshold low enough such that all predictions will be positive, 

implies that we will produce relatively many False Positives and so the PPV will be 

relatively low. On the other hand, this will result in zero False Negatives and thus 

the TPR will be 1.  

• Setting the decision threshold high enough such that the classifier does not produce 

any False Positives leads to a PPV of 1. On the other hand, this will result in more 

False Negatives and thus the TPR will be relatively low.  
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Figure 4.7 PR curves due to various classifiers 

 
Let us again suppose the classification algorithm uses a class probability function 𝑠(𝒙) 

such that higher value indicates a higher probability that the input 𝒙 ∈ ℝ𝑝 is positive 

and a decision boundary 𝑡 ∈ ℝ such that 

 𝑦̂ = {
+1 if 𝑠(𝒙) > 𝑡

−1 if 𝑠(𝒙) ≤ 𝑡
. (4.6.22) 

Since PPV is the percentages of True Positives out of all the predicted positives, its 

expected value is 

 𝔼[PPV] = Pr(𝑌 = 1|𝑌̂ = 1) =
Pr(𝑌 = 1 ∩ 𝑌̂ = 1)

Pr(𝑌̂ = 1)
. (4.6.23) 

A random classifier’s prediction will be independent of the observed value, that is, 

Pr(𝑌 = 1 ∩ 𝑌̂ = 1) = Pr(𝑌 = 1)Pr(𝑌̂ = 1). Therefore, it follows that the expected PPV of a 

random classifier is given by 

 𝔼[PPV] = Pr(𝑌 = 1). (4.6.24) 

This equation shows that the expected PPV of a random classifier is independent of 

TPR and so is shown as a horizontal line at a value equal to the proportion of positive 

instances in our training data, which is known as the baseline curve. This is unlike the 

expected ROC curve due to a random classifier which is always the diagonal line 

regardless of how the training data is distributed. 

 

We can use the area under the PR curve (AUC-PR) to convert this curve to a scalar 

value allowing us to compare different PR curves with each other. Although it does not 

appear to have a nice probabilistic interpretation like the AUC-ROC, we can consider a 

model with a higher AUC-PR to have better predictive capabilities than a model with a 

lower AUC-ROC. Furthermore, any classifier with predictive capabilities will have an 

AUC-PR higher than the area under the baseline curve. 



 

Research and Data Centre Technical annotation to Cahier 2024-4  |  66 

4.7 Bootstrapping 

In general, we have access to some training set and it is very difficult or impossible to 

generate more data for training purposes. Bootstrapping is a popular technique used 

to create new training sets based on only one observed set of data. With ordinary 

sampling we work under the assumption that a training set is a good representation of 

the population from which the data point was drawn. With this in mind, let us assume 

that our observed training set is equal to the population. Then instead of drawing new 

samples from the population (which is expensive), we can draw new samples from the 

original training sample with replacement. These newly produced samples are known 

as bootstrap samples. A bootstrap sample is always the same size as the original 

training sample, i.e., they all have a sample size of 𝑛. We will further explore this 

concept in this section. 

 

Let 𝑧1 , 𝑧2, … , 𝑧𝑛 be the i.i.d. observed data as a realization of the random variable 𝑍 with 

a distribution governed by the unknown cumulative distribution function (CDF) 𝑃𝑍. 

Furthermore, let 𝜃 = 𝑇(𝑃𝑍) be a parameter of the distribution 𝑃𝑍 that we want to 

estimate. For instance, the population mean of 𝑍 is defined by 𝜇𝑍 = ∫ 𝑧 𝑑𝑃𝑍(𝑧)
∞

−∞
= 𝔼[𝑍] 

(see the Law of the unconscious statistician).  

 

With bootstrapping, we assume that the sample is another population with discrete 

CDF 𝑃̂𝑍;𝑛 that is an estimator for the true CDF 𝑃𝑍. The estimator 𝑃̂𝑍;𝑛 is known as the 

empirical cumulative distribution function (eCDF), and expressed by  

 𝑃̂𝑍;𝑛(𝑧∗) =
number of data points ≤ 𝑧∗

𝑛
=
1

𝑛
∑𝐼(𝑍𝑖 ≤ 𝑧∗)

𝑛

𝑖=1

, (4.7.1) 

where 𝑍1, 𝑍2, … , 𝑍𝑛 are i.i.d. random variables with CDF 𝑃𝑍, and 𝐼 is an indicator function 

which is equal to 1 if the event 𝑍𝑖 ≤ 𝑧∗ occurs and 0 otherwise. Using the eCDF, we can 

estimate some parameter θ with the random variable Θ̂ = 𝑇(𝑃̂𝑍;𝑛). For instance, the 

value of the sample mean is 𝑧̅ = ∫ 𝑧 𝑑𝑃̂𝑍;𝑛(𝑧)
∞

−∞
=
1

𝑛
∑ 𝑧𝑖
𝑛
𝑖=1 . 

 

Now, since the sample is i.i.d., we can express the expectation of the eCDF for any 

observation 𝑧∗ as 

 

𝔼[𝑃̂𝑍;𝑛(𝑧∗)] =
1

𝑛
𝔼 [∑𝐼(𝑍𝑖 ≤ 𝑧∗)

𝑛

𝑖=1

] 

= 
1

𝑛
∑𝔼[𝐼(𝑍𝑖 ≤ 𝑧∗)]

𝑛

𝑖=1

 

= 𝔼[𝐼(𝑍𝑖 ≤ 𝑧∗)] 

= ∑ 𝐼(𝑍𝑖 ≤ 𝑧∗) Pr(𝑍 = 𝑧∗)

𝑧∗∈range(𝑍)

 

=  0 ∗ Pr(𝑍 > 𝑧∗) +  1 ∗ Pr(𝑍 ≤ 𝑧∗) 

= Pr(𝑍 ≤ 𝑧∗) 

= 𝑃𝑍(𝑧∗). 

(4.7.2) 

This holds for any value of 𝑧∗ ∈ 𝑍 and so the eCDF is unbiased over its entire domain, 

that is,  

 bias (𝑃̂𝑍;𝑛(𝑍), 𝑃𝑍(𝑍)) = 𝔼[𝑃̂𝑍;𝑛(𝑧∗)] − 𝑃𝑍(𝑧∗) = 0 ∀ 𝑧∗ ∈ range(𝑍). (4.7.3) 

Let us now focus on the variance of the eCDF. Since the sample is i.i.d., we can write 
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Var (𝑃̂𝑍;𝑛(𝑧∗)) =
1

𝑛2
 ∑Var(𝐼(𝑍𝑖 ≤ 𝑧∗))

𝑛

𝑖=1

 

=
1

𝑛2
 ∑(𝔼[𝐼(𝑍𝑖 ≤ 𝑧∗)

2] − 𝔼[𝐼(𝑍𝑖 ≤ 𝑧∗)]
2)

𝑛

𝑖=1

 

=
1

𝑛2
 ∑(𝔼[𝐼(𝑍𝑖 ≤ 𝑧∗)] − 𝔼[𝐼(𝑍𝑖 ≤ 𝑧∗)]

2)

𝑛

𝑖=1

 

=
1

𝑛2
 ∑{ 𝑃𝑍(𝑧∗) − 𝑃𝑍(𝑧∗)

2}

𝑛

𝑖=1

 

=
1

𝑛
 𝑃𝑍(𝑧∗) ∗ (1 − 𝑃𝑍(𝑧∗)). 

(4.7.4) 

So the Var (𝑃̂𝑍;𝑛(𝑧∗)) → 0 when 𝑛 → ∞. By the strong law of large numbers, as 𝑛 → ∞, the 

estimator 𝑃̂𝑍;𝑛(𝑧∗) converges almost surely to the true 𝑃𝑍(𝑧∗) for every value of 𝑧∗, that 

is,  

 𝑃̂𝑍;𝑛(𝑧∗)
a.s.
→ 𝑃𝑍(𝑧∗), (4.7.5) 

and thus is a consistent estimator. There is a stronger result, which is beyond the 

scope of this report, that states that the convergence actually happens uniformly over 

𝑧∗ as 

 sup
𝑧∗∈ ℝ

|𝑃̂𝑍;𝑛(𝑧∗) − 𝑃𝑍(𝑧∗)|
a.s.
→ 0, (4.7.6) 

where sup
𝑧∗∈ ℝ

|𝑃̂𝑍;𝑛(𝑧∗) − 𝑃𝑍(𝑧∗)| denotes the supremum of |𝑃̂𝑍;𝑛(𝑧∗) − 𝑃𝑍(𝑧∗)|, i.e., the smallest 

upper bound of |𝑃̂𝑍;𝑛(𝑧∗) − 𝑃𝑍(𝑧∗)|. This result is known as the Glivenko-Cantelli theorem. 

 

Finally, as mentioned, a bootstrap sample has the same sample size 𝑛 as the original 

sample. For every draw, the probability that an observation in the original sample is 

not drawn is 1 −
1

𝑛
. The bootstrap sample is generated by sampling with replacement 

from the original sample, so the probability that the aforementioned observation is not 

chosen for the bootstrap sample is (1 −
1

𝑛
. ) 𝑛. Using the L'Hôpital's rule, it is possible to 

show that 

 lim
𝑛→∞

(1 −
1

𝑛
)
𝑛

=
1

𝑒
≈ 0.368. (4.7.7) 

This show that an average bootstrap sample contains approximately 63.2% of the 

original observations if 𝑛 is large. 

4.7.1 Case resampling 

We can use the bootstrapping technique as follows: 

 

• Estimate the statistic of interest, Θ̂ = 𝑇(𝑃̂𝑍;𝑛), for the original sample of 𝑛 data 

points. 

• Resample (with replacement) from the sample to form a total of 𝑚 bootstrap 

samples, where 𝑚 is a large number. 

• Compute the statistic for each bootstrap sample, resulting in the so-called 

bootstrap distribution.  

 

We assume the bootstrap distribution approximates the sampling distribution of the 

statistic and use it to compute the estimator’s statistics such as bias, standard errors, 

confidence intervals. See (Zivot, 2017) for more details. This is known as case 

resampling because we are simply resampling observations (with replacement) from 

the original sample.  
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Box 4.4 Example: case resampling 

 
 
  

Although data is available since 1978 (see appendix 6), one could argue that society 

has changed so much over the past four decades that the older observations may 

bear no relevance on the current situation. Thus, we may only want to use data from 

2000 up to 2015. But that leaves us with only sixteen observations in the training 

set. Therefore we would like to generate extra training sets by bootstrapping the 

original training set. Specifically in the case of severe violence, an initial analysis 

shows that recorded crimes (Y) per capita (POP) is highly correlated with number of 

young adult males (X1), drug addicts (X2), purchasing power (X3) and GDP (X4), all 

per capita:  

 ∆ ln (
𝑌𝑡
𝑃𝑂𝑃𝑡

) =  ∑𝛾𝑗 ∆ ln (
𝑋𝑗,𝑡

𝑃𝑂𝑃𝑡
)

9

𝑗=1

+ 𝜀𝑡 , (4.7.8) 

The top half of table 4.4 shows the result for one single bootstrap with replacement 

on all Y and Xj (for simplicity only X1 is presented here). As expected the bootstrap 

sample contains 63% of the original observations. However, it is quite clear that the 

bootstrapped training set is not going to work for the model described above, 

because this model contains differenced and lagged variables. Calculating the 

difference between the second and first record for each variable in this bootstrapped 

training set is meaningless. Alternatively, we can bootstrap the transformed 

variables (see bottom half of table 4.4). This has the advantage that we do not need 

to calculate differenced or lagged variables on the bootstrapped training set. The 

bootstrap sample can now be used to estimate the model above. 
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Table 4.4 Example: case resampling*  

 Original training set Bootstrapped training set 

 Year Severe 

violence 

Young adult 

males 

Year Severe 

violence 

Young adult 

males 

1 2000 4,834 1,257,834 2010 6,834 1,231,765 

2 2001 4,892 1,231,791 2004 4,436 1,190,314 

3 2002 4,221 1,212,198 2003 4,219 1,198,679 

4 2003 4,219 1,198,679 2014 7,040 1,271,085 

5 2004 4,436 1,190,314 2010 6,834 1,231,765 

6 2005 4,447 1,186,352 2012 7,595 1,253,195 

7 2006 4,345 1,184,993 2012 7,595 1,253,195 

8 2007 4,123 1,187,799 2013 7,110 1,261,984 

9 2008 4,299 1,200,402 2003 4,219 1,198,679 

10 2009 6,139 1,217,902 2004 4,436 1,190,314 

11 2010 6,834 1,231,765 2002 4,221 1,212,198 

12 2011 6,977 1,242,884 2005 4,447 1,186,352 

13 2012 7,595 1,253,195 2012 7,595 1,253,195 

14 2013 7,110 1,261,984 2014 7,040 1,271,085 

15 2014 7,040 1,271,085 2012 7,595 1,253,195 

16 2015 6,990 1,281,827 2006 4,345 1,184,993 

 Year Dlog(severe 

violence per 

capita) 

Dlog(young 

adult males 

per capita) 

Year Dlog(severe 

violence per 

capita) 

Dlog(young 

adult males 

per capita) 

1 2000 0.057 -0.033 2010 0.102 0.006 

2 2001 0.004 -0.028 2004 0.047 -0.010 

3 2002 -0.154 -0.022 2003 -0.005 -0.016 

4 2003 -0.005 -0.016 2014 -0.013 0.004 

5 2004 0.047 -0.010 2010 0.102 0.006 

6 2005 0.000 -0.006 2012 0.081 0.005 

7 2006 -0.025 -0.003 2012 0.081 0.005 

8 2007 -0.055 0.000 2013 -0.069 0.004 

9 2008 0.038 0.007 2003 -0.005 -0.016 

10 2009 0.351 0.009 2004 0.047 -0.010 

11 2010 0.102 0.006 2002 -0.154 -0.022 

12 2011 0.016 0.004 2005 0.000 -0.006 

13 2012 0.081 0.005 2012 0.081 0.005 

14 2013 -0.069 0.004 2014 -0.013 0.004 

15 2014 -0.013 0.004 2012 0.081 0.005 

16 2015 -0.012 0.004 2006 -0.025 -0.003 

* Gray blocks in the original sample are not selected into the bootstrapped sample. 

4.7.2 Residual bootstrapping 

Often we have to work with sparse data, and in that case, there is a chance that the 

resampling of data points is more involved for some training instances while ignoring 

other instances. To ensure that we observe a point at every training instance, we can 
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instead fit the original data and resample the residuals at every instance. To be 

specific: 

 

• Fit a regression model of the original response vector 𝒚 onto the observed 

independent variables 𝑿. Use the fitted model to compute the predicted values 

vector 𝒚̂ and subsequently the residual vector 𝝐̂ = 𝒚 − 𝒚̂. 

• We can now produce a new residual vector 𝝐̂∗ with each element having a value 

that is randomly sampled (with replacement) from the original residual vector 𝝐̂. 

Next, a bootstrap sample is produced by 𝒚̂∗ = 𝒚̂ + 𝝐̂∗. Create 𝑚 such bootstrap 

samples for a large number 𝑚.  

• For each bootstrap sample, fit the model. This gives rise to the bootstrap 

distribution which can be used to compute the estimator’s statistics. 

 

Remember, in general, we assume that the errors are i.i.d. The residual bootstrapping 

technique performs poorly when this assumption does not hold. 

Box 4.5 Example: residual bootstrapping 

 
  

Let us continue with the previous example. Now, the model is first estimated and the 

residuals are resampled. Initially the following model is estimated: 

 ∆ ln (
𝑌𝑡
𝑃𝑂𝑃𝑡

) =  ∑𝛾𝑗 ∆ ln (
𝑋𝑗,𝑡

𝑃𝑂𝑃𝑡
)

4

𝑗=1

+ 𝜀𝑡 , (4.7.9) 

where Y=recorded severe violence, POP=population, X1 is the number of young adult 

males, X2 is the number of drug addicts, X3 is purchasing power and X4 is GDP. The 

residuals can be estimated as 

 

𝜀𝑡̂ = ∆ ln (
𝑌𝑡
𝑃𝑂𝑃𝑡

) − ∆ ln (
𝑌̂𝑡
𝑃𝑂𝑃𝑡

) = ∆ ln (
𝑌𝑡
𝑃𝑂𝑃𝑡

) − ∑𝛾𝑗∆ ln (
𝑋𝑗,𝑡

𝑃𝑂𝑃𝑡
)

4

𝑗=1

, 

𝑒̂𝑡 = 𝑌𝑡 − 𝑌̃𝑡 = 𝑌𝑡 −
𝑌𝑡−1𝑃𝑂𝑃𝑡
𝑃𝑂𝑃𝑡−1

 𝑒𝑥𝑝 [∆ ln (
𝑌𝑡
𝑃𝑂𝑃𝑡

) − 𝜀𝑡̂]. 

(4.7.10) 

Then the residuals are resampled and added to the original fit of (the transformed) 

Y: 

 
∆ ln (

𝑌𝑡
′

𝑃𝑂𝑃𝑡
) = ∆ ln (

𝑌̂𝑡
𝑃𝑂𝑃𝑡

) + 𝜀𝑡̂
′, 

𝑌𝑡
′ = 𝑌̃𝑡 + 𝑒̂𝑡

′, 

(4.7.11) 

where the apostrophe indicates the resampled residual. The top half of table 4.5 

shows the result for one single bootstrap of 𝑒̂𝑡 with replacement. Note that Y, 𝑌̃, POP 

and Xj are not resampled. Again, it is quite clear from the top part of table 4.5 that 

the bootstrapped training set is not going to work for the model described above for 

the same reasons as before. Another problem that might occur is that a particular 

large error is matched with a particularly small estimate of Y, resulting in a negative 

value for Y. This is problematic when transforming the data to logs. Alternatively, we 

can bootstrap the residual of the transformed variables 𝜀𝑡̂, thereby leaving the time 

dependencies intact (see bottom half of table 4.5). Note again that Y, 𝑌̂, POP and Xj 

are not resampled. The bootstrap sample can now be used to re-estimate the model 

above. However, one obvious problem is that the success of this method depends on 

the original model being the correct model and the estimator being unbiased and 

efficient. 
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Table 4.5 Example: residual bootstrapping*  

 Original training set Bootstrapped training set 

 Year Severe 

violence  

Residuals 

(𝑒̂𝑡)  

Year Severe 

violence  

Residuals 

(𝑒̂𝑡) 

1 2000 4,834 709 2010 4,433 308 

2 2001 4,892 -117 2004 4,851 -158 

3 2002 4,221 -867 2003 4,904 -184 

4 2003 4,219 -184 2014 3,793 -611 

5 2004 4,436 -158 2010 4,902 308 

6 2005 4,447 189 2012 4,926 668 

7 2006 4,345 122 2012 4,890 668 

8 2007 4,123 -247 2013 3,231 -1,139 

9 2008 4,299 236 2003 3,878 -184 

10 2009 6,139 957 2004 5,024 -158 

11 2010 6,834 308 2002 5,659 -867 

12 2011 6,977 493 2005 6,672 189 

13 2012 7,595 668 2012 7,595 668 

14 2013 7,110 -1,139 2014 7,638 -611 

15 2014 7,040 -611 2012 8,319 668 

16 2015 6,990 18 2006 7,094 122 

 Year Dlog(severe 

violence per 

capita) 

Residuals  

(𝜀𝑡̂) 

Year Dlog(severe 

violence per 

capita) 

Residuals 

 (𝜀𝑡̂) 

1 2000 0.057 0.159 2010 -0.056 0.046 

2 2001 0.004 -0.024 2004 -0.007 -0.035 

3 2002 -0.154 -0.187 2003 -0.010 -0.043 

4 2003 -0.005 -0.043 2014 -0.046 -0.083 

5 2004 0.047 -0.035 2010 0.128 0.046 

6 2005 0.000 0.043 2012 0.049 0.092 

7 2006 -0.025 0.028 2012 0.039 0.092 

8 2007 -0.055 -0.058 2013 -0.145 -0.149 

9 2008 0.038 0.056 2003 -0.061 -0.043 

10 2009 0.351 0.169 2004 0.147 -0.035 

11 2010 0.102 0.046 2002 -0.131 -0.187 

12 2011 0.016 0.073 2005 -0.014 0.043 

13 2012 0.081 0.092 2012 0.081 0.092 

14 2013 -0.069 -0.149 2014 -0.004 -0.083 

15 2014 -0.013 -0.083 2012 0.162 0.092 

16 2015 -0.012 0.003 2006 0.014 0.028 

* Gray blocks in the original sample are not selected into the bootstrapped sample. 

4.8 Bootstrapping for time series 

The basic idea of bootstrapping is to treat the sample as the population and sampling 

from it to generate an arbitrary number of additional (pseudo) samples. However, 

since time series data is correlated in time, the case bootstrapping procedure will not 
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reproduce this correlation. Therefore, simply bootstrapping time series will result in 

bootstrap samples that are a poor representation of temporal structure. Furthermore, 

in most real-world time series data, the error terms are also correlated and so residual 

bootstrapping will not fully reproduce this structure either. 

4.8.1 Simple block bootstrapping 

One method to capture the sequential dependencies of the learning sample is known 

as simple block bootstrapping. Instead of resampling single observations or residuals, 

this method aims to create new time series by resampling blocks of adjacent non-

overlapping observations or residuals of equal size. Therefore, each block replicates 

the temporal dependencies of the original time series. It is important to note that 

resampling will effectively shuffle the order of the blocks, thus the global temporal 

dependence is lost but the local temporal dependence is preserved. Therefore, the 

main problem with the block bootstrap is that it is very difficult to choose the optimal 

block size 𝑏 to capture the most important dependencies of the data. It is beyond the 

scope of this report, but one method to estimate the optimal 𝑏 is provided by Politis 

and White (Politis & White, 2004). 

 

Since the sample size 𝑛 is often small, the total number of resulting blocks 𝑛/𝑏 is often 

small. In that case, the bootstrap samples do not capture enough variation and the 

bootstrap distribution will not be a good representation of the sampling distribution.  

Box 4.6 Example: block bootstrapping 

 
  

Block bootstrapping can be applied both to case resampling as well as residual 

bootstrapping. But in this example we will limit ourselves to block case resampling of 

the original data using the same model and data as in box 4.4 and a block size of 

four. 

 

Table 4. shows the results. In this particular example three blocks were resampled. 

The first block contains data from 2000 through 2003 and the third block contains 

data from 2012 through 2015. The second block contains data from 2004 through 

2007 and was resampled twice. There are no overlaps between blocks. Overall 75% 

of the data was resampled. Notice that the previous problem of meaningless lagged 

values has become less severe. In the top half of table 4.4 fourteen out of sixteen 

lagged values would have been incorrect. In 

 

table 4.6 only three out of sixteen lagged values are incorrect. 
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Table 4.6 Example: block bootstrapping*  

 Original training set Bootstrapped training set 

 Year Severe 

violence 

Young adult 

males 

Year Severe 

violence 

Young adult 

males 

1 2000 4,834 1,257,834 2004 4,436 1,190,314 

2 2001 4,892 1,231,791 2005 4,447 1,186,352 

3 2002 4,221 1,212,198 2006 4,345 1,184,993 

4 2003 4,219 1,198,679 2007 4,123 1,187,799 

5 2004 4,436 1,190,314 2012 7,595 1,253,195 

6 2005 4,447 1,186,352 2013 7,110 1,261,984 

7 2006 4,345 1,184,993 2014 7,040 1,271,085 

8 2007 4,123 1,187,799 2015 6,990 1,281,827 

9 2008 4,299 1,200,402 2004 4,436 1,190,314 

10 2009 6,139 1,217,902 2005 4,447 1,186,352 

11 2010 6,834 1,231,765 2006 4,345 1,184,993 

12 2011 6,977 1,242,884 2007 4,123 1,187,799 

13 2012 7,595 1,253,195 2000 4,834 1,257,834 

14 2013 7,110 1,261,984 2001 4,892 1,231,791 

15 2014 7,040 1,271,085 2002 4,221 1,212,198 

16 2015 6,990 1,281,827 2003 4,219 1,198,679 

* Gray blocks in the original sample are not selected into the bootstrapped sample. Identical blocks are 

marked in the same color. 

4.8.2 Moving block bootstrap 

The so-called moving-block bootstrap divides the time series or residuals by blocks of 

equal length that are allowed to overlap, see figure 4.8. Observe that for a time series 

data of size 𝑛 and block size 𝑏, there exists a total of 𝑛 − 𝑏 + 1 different blocks. 

Subsequently, ⌊𝑛/𝑏⌋ + 2 blocks are randomly sampled to generate a new bootstrap 

sample.  

Figure 4.8 Moving-block bootstrap of time series data*  

 

* Here 𝑛 = 18 and 𝑏 = 4, thus 𝑛 − 𝑏 + 1 = 15 different blocks exists, illustrated by the black arrows. Then we 

randomly select ⌊𝑛/𝑏⌋ + 2 = 6 to generate a new time series. 
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Box 4.7 Example: moving block bootstrapping 

 

Table 4.7 Example: moving block bootstrapping*  

 Original training set Bootstrapped training set 

 Year Severe 

violence 

Young adult 

males 

Year Severe 

violence 

Young adult 

males 

1 2000 4,834 1,257,834 2003 4,219 1,198,679 

2 2001 4,892 1,231,791 2004 4,436 1,190,314 

3 2002 4,221 1,212,198 2005 4,447 1,186,352 

4 2003 4,219 1,198,679 2006 4,345 1,184,993 

5 2004 4,436 1,190,314 2008 4,299 1,200,402 

6 2005 4,447 1,186,352 2009 6,139 1,217,902 

7 2006 4,345 1,184,993 2010 6,834 1,231,765 

8 2007 4,123 1,187,799 2011 6,977 1,242,884 

9 2008 4,299 1,200,402 2003 4,219 1,198,679 

10 2009 6,139 1,217,902 2004 4,436 1,190,314 

11 2010 6,834 1,231,765 2005 4,447 1,186,352 

12 2011 6,977 1,242,884 2006 4,345 1,184,993 

13 2012 7,595 1,253,195 2011 6,977 1,242,884 

14 2013 7,110 1,261,984 2012 7,595 1,253,195 

15 2014 7,040 1,271,085 2013 7,110 1,261,984 

16 2015 6,990 1,281,827 2014 7,040 1,271,085 

* Gray blocks in the original sample are not selected into the bootstrapped sample. Identical blocks are 

marked in the same color. 

  

In this example the same model and data are used as in the previous example, only 

now the blocks are allowed to overlap. Again the block size is four. Table 4.7 shows 

the results. In this particular example the three blocks have been resampled. The 

first block contains data from 2003 through 2006. This block has been resampled 

twice. The second block contains data from 2008 through 2011 and the third block 

contains data from 2011 through 2014. Thus the second and third block overlap. 

Overall 69% of the data has been resampled. Again, the earlier problem of 

meaningless lagged values is less severe. Only three out of sixteen lagged values 

would be incorrect. 
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5 Supervised machine learning algorithms 

This chapter is devoted to the most popular supervised machine learning in the 

context of cross-sectional data. 

5.1 Linear Regression 

Linear regression is used to model a linear relationship between the random variables 

𝑿 and 𝑌. Suppose we have a training sample 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛 . Then the general model 

for 𝑝 variables is of the form 

 𝑦̂𝑖 = 𝑤̂0 + 𝑤̂1𝑥𝑖1 +⋯+ 𝑤̂𝑝𝑥𝑖𝑝 ∀𝑖 = 1,2,… , 𝑛, (5.1.1) 

where the elements of the weight vector 𝒘̂ = (𝑤̂0, 𝑤̂1, … , 𝑤̂𝑝)
T
∈  ℝ𝑝+1  are also known as 

our estimated regression coefficients. Let 𝒙𝑖 = (1, 𝑥𝑖1, … , 𝑥𝑖𝑝)
T
∈  ℝ𝑝+1 , then we can write 

the above equation as 

 𝑦̂𝑖 = 𝒘̂ ⋅ 𝒙𝑖  ∀𝑖 = 1,2,… , 𝑛. (5.1.2) 

Furthermore, letting 𝑿 = (𝒙1, 𝒙2, … , 𝒙𝑛)
T ∈  ℝ𝑛×(𝑝+1) , such that the equation can be written 

in matrix form as 

 𝒚̂ = 𝑿𝒘̂. (5.1.3) 

In the context of linear regression, 𝑿 is known as the design matrix and we will 

assume that the errors are i.i.d. normally distributed with zero-mean, that is, 

𝜖 𝑖𝑖𝑑
~
𝒩(0, 𝜎𝜖

2). 

 

Let 𝜽 = (𝑤0, 𝑤1, … , 𝑤𝑝 , 𝜎𝜖
2)
T
 be the parameter vector living in the parameter space 𝚯 that 

is unknown to us. Let 𝜽̂  = (𝑤̂0, 𝑤̂1, … , 𝑤̂𝑝, 𝜎̂𝜖
2)
T
 denote any estimation of 𝜽. Let us now use 

the maximum likelihood method to find the optimal estimate of 𝜽. Then, see 

subsection 3.2.5, we are interested in finding the log likelihood, which is defined by 

 ℓℓ(𝜽̂|𝑿, 𝒚) = ln (𝑝𝑌|𝑿,𝚯̂(𝒚|𝑿, 𝒘̂, 𝜎̂𝜖
2)), (5.1.4) 

It follows from our assumption 𝜖~
𝑖𝑖𝑑
𝒩(0, 𝜎𝜖

2) that the distribution of the targets 𝑦 

conditioned on 𝒙,𝒘, 𝜎𝜖
2 can be expressed as 

 𝑝𝑌|𝑿,𝚯(𝑦|𝒙,𝒘, 𝜎𝜖
2) = 𝒩(𝑦|𝒘 ⋅ 𝒙, 𝜎𝜖

2), (5.1.5) 

where 𝒩(𝑦|𝒘 ⋅ 𝒙, 𝜎𝜖
2) denotes the distribution function of the normal distribution 𝒩(𝒘 ⋅

𝒙, 𝜎𝜖
2). Then, assuming that the 𝑦𝑖 are i.i.d., we can write 
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𝑝𝑌|𝑿,𝚯(𝒚|𝑿,𝒘, 𝜎𝜖
2) =∏𝒩(𝑦𝑖|𝒘 ⋅ 𝒙𝑖 , 𝜎𝜖

2)

𝑛

𝑖=1

 

=∏
1

√2𝜋𝜎𝜖
2
𝑒
−
1
2𝜎𝜖

2(𝑦𝑖−𝒘⋅𝒙𝑖)
2

𝑛

𝑖=1

 

=
1

(2𝜋𝜎𝜖
2)
𝑛
2

𝑒
−
1
2𝜎𝜖

2∑ (𝑦𝑖−𝒘⋅𝒙𝑖)
2𝑛

𝑖=1
. 

(5.1.6) 

We can then express ℓℓ(𝜽̂|𝑿, 𝒚) as 

 

ℓℓ(𝜽̂|𝑿, 𝒚) = −
𝑛

2
ln(2𝜋𝜎̂𝜖

2) −
1

2𝜎̂𝜖
2∑(𝑦𝑖 − 𝒘̂ ⋅ 𝒙𝑖)

2

𝑛

𝑖=1

 

= −
𝑛

2
ln(2𝜋𝜎̂𝜖

2) −
1

2𝜎̂𝜖
2∑(𝑦𝑖 −∑𝑥𝑖𝑗𝑤̂𝑗

𝑝

𝑗=0

)

2
𝑛

𝑖=1

. 

(5.1.7) 

Observe that maximizing this log-likelihood ℓℓ(𝜽̂|𝑿, 𝒚) is equivalent to minimizing the 

sum of squared residuals. To this end, taking the gradient with respect to the weight 

yields 

 

𝜕𝑤̂𝑘ℓℓ(𝜽̂|𝑿, 𝒚) = −
1

2𝜎̂𝜖
2∑𝜕𝑤̂𝑘 (𝑦𝑖 −∑𝑥𝑖𝑗𝑤̂𝑗

𝑝

𝑗=0

)

2
𝑛

𝑖=1

 

= −
1

𝜎̂𝜖
2∑(𝑦𝑖 −∑𝑥𝑖𝑗𝑤̂𝑗

𝑝

𝑗=0

)𝜕𝑤̂𝑘 (−∑𝑥𝑖𝑗𝑤̂𝑗

𝑝

𝑗=0

)

𝑛

𝑖=1

 

=
1

𝜎̂𝜖
2∑(𝑦𝑖 −∑𝑥𝑖𝑗𝑤̂𝑗

𝑝

𝑗=0

)𝑥𝑖𝑘

𝑛

𝑖=1

 

=
1

𝜎̂𝜖
2∑(𝑿T)𝑘𝑖(𝒚 − 𝑿𝒘̂)𝑖

𝑛

𝑖=1

. 

(5.1.8) 

And so  

 ⇒ ∇𝒘̂ℓℓ(𝜽̂|𝑿, 𝒚) =
1

𝜎̂𝜖
2𝑿

T(𝒚 − 𝑿𝒘̂) =
!
𝟎 .  (5.1.9) 

Assuming 𝑿T𝑿 is invertible and solving for 𝒘̂ gives us the ML estimate 

 𝒘̂ML = (𝑿
T𝑿)−1𝑿T𝒚. (5.1.10) 

This matrix equation is also known as the normal equations for the least squares 

problem.  

 

Furthermore, taking the gradient of ℓℓ(𝜽̂|𝑿, 𝒚) with respect to 𝜎̂𝜖
2 yields 

 𝜕𝜎̂𝜖2ℓℓ(𝜽̂|𝑿, 𝒚) = −
𝑛

2𝜎̂𝜖
2 +

1

2𝜎̂𝜖
4∑(𝑦𝑖 − 𝒘̂ ⋅ 𝒙𝑖)

2

𝑛

𝑖=1

=
!
0. (5.1.11) 

Solving for 𝜎𝜖
2 and using 𝒘̂ML gives the following estimator 

 ⇒ 𝜎̂𝜖;ML
2 =

1

𝑛
∑(𝑦𝑖 − 𝒘̂ML ⋅ 𝒙𝑖)

2

𝑛

𝑖=1

. (5.1.12) 



 

Research and Data Centre Technical annotation to Cahier 2024-4  |  77 

Box 5.1 Example: linear regression estimation and forecasting, machine 

learning approach 

 
  

Let us reconsider the model from box 2.1:  

 ∆ ln (
𝑌ℎ,𝑡
𝑃𝑂𝑃𝑡

) =  ∑𝛾𝑗  ∆ ln (
𝑋𝑗,𝑡

𝑃𝑂𝑃𝑡
)

9

𝑗=1

+ 𝜀𝑡 , (5.1.13) 

where Y is the number of recorded crimes by the Police and X=(X1,X2,…,X9) a vector 

of features which are likely to correlate with crime, such as the numbers of youth 

aged 12-17 years, young adult males aged 18-29 years, males aged 30-49 years, 

drug addicts, unemployment, motor vehicles, purchasing power, gross national 

product (GDP) and police officers. We distinguish four types of crime, i.e. severe 

violence, criminal damage & crimes against the public order, robbery and traffic 

crimes other than driving under the influence of alcohol or drugs (and no 

misdemeanors). 

 

Again this model is estimated using ordinary least squares. But this time we take the 

machine learning approach, i.e. non-significant features are not left out of the 

equation. The results are shown in table 5.1. With the exception of robbery very few 

of the estimated coefficients are significantly different from zero. The Bayes 

Information Criterion (BIC) always prefers the baseline model. This is because the 

BIC puts a penalty on too many (non-significant) features. Interestingly, the out-of-

sample criteria prefer the baseline models in the case of criminal damages & public 

order crimes and robbery, suggesting that including non-significant features may 

actually harm the quality of the forecasts. The fit and forecasts are shown in figure 

5.1.  
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Table 5.1 Example: linear regression estimation and forecasting, machine 

learning approach 

 Severe 
violence 

Criminal 
damages 

and crimes 
against 

public order 

Robbery Traffic 
crimes excl. 

driving 
under 

influence 

Coefficients     

Youths aged 12-17 years -2.001  1.306  -0.694  0.814  

Young males aged 18-29 years 1.371  1.241  0.053  -0.813  

Males aged 30-49 years -0.560  4.242 *** 4.147 *** 1.864 ** 

Drug addicts 0.355  0.128  0.341 ** 0.039  

Unemployment 0.184  -0.076  -0.356  -0.088  

Motor vehicles 2.743  0.955  4.359 *** 1.447  

Purchasing power 2.126  -0.024  -0.037  -0.396  

Gross national product -3.407  0.897  -4.201 *** -0.041  

Police officers -0.519  0.477  0.374  -0.717  

Model selection criteria     

Adjusted R² 0.235 0.427 0.576 0.305 

Durbin-Watson 2.064 2.113 2.202 2.164 

Bayes Information Criterion -0.982 -2.327 -1.624 -2.767 

In sample MAPE (1979-2015) 7.271 3.739 5.404 3.232 

In sample RMSE (1979-2015) 542.515 8,171.743 948.101 3,290.479 

Out of sample MAPE (2016-2019) 4.116 13.431 11.718 2.841 

Out of sample RMSE (2016-2019) 310.332 17,758.470 1,234.156 2,982.158 

Preferred model     

Adjusted R² baseline ML ML baseline 

Durbin-Watson baseline ML baseline baseline 

Bayes Information Criterion baseline baseline baseline baseline 

In sample MAPE (1979-2015) ML ML ML ML 

In sample RMSE (1979-2015) ML ML ML ML 

Out of sample MAPE (2016-2019) ML baseline baseline ML 

Out of sample RMSE (2016-2019) ML baseline baseline ML 

* Significant at 10%-level, ** significant at 5%-level, *** significant at 1%-level. 
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Figure 5.1 Example: actuals, fit and forecasts with linear regression, machine 

learning approach 

 

5.1.1 Transformation of variables 

Suppose the true relation between the random variables 𝑿 and 𝑌 is non-linear. 

Estimating such a model with linear regression as discussed in the previous section, 

will lead to underfitting because the model is not complex enough to accurately 

capture the relationship between 𝑿 and 𝑌. 

 
To solve this problem, we introduce basis functions 𝜙𝑗: 𝒙𝑖 ∈ ℝ

𝑝+1 ↦ 𝜙𝑗(𝒙𝑖) ∈ ℝ and form 

the vector valued function 𝝓(𝒙𝑖) = (𝜙1(𝒙𝑖) … 𝜙𝑞(𝒙𝑖))T ∈ ℝ𝑞, with 𝑞 ∈ ℤ>0, such that the 

model can be written as 

 𝑦̂𝑖 = 𝒘̂ ⋅ 𝝓(𝒙𝑖) ∀𝑖 = 1,2,… , 𝑛, (5.1.14) 

where now 𝒘̂ ∈ ℝ𝑞. This is shown in figure 5.2. Note that this makes the model 

potentially a non-linear function of the input variables 𝑋1, 𝑋2, … , 𝑋𝑝 while still being a 

linear function of the regression coefficients 𝒘̂ and so we can write this model in a 

matrix equation as 

 𝒚̂ = 𝚽𝒘̂, (5.1.15) 

where 𝚽 is now the design matrix defined as 

 𝚽 = (

𝜙1(𝒙1) … 𝜙𝑞(𝒙1)

⋮ ⋱ ⋮
𝜙1(𝒙𝑛) … 𝜙𝑞(𝒙𝑛)

). (5.1.16) 

Just as with the previous section, we can estimate this matrix using the MLE which 

gives 

 𝒘̂ML = (𝚽
T𝚽)−1𝚽T𝒚 (5.1.17) 

and 
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 𝜎̂𝜖;ML
2 =

1

𝑛
∑(𝑦𝑖 − 𝒘̂ML ⋅ 𝝓(𝒙𝑖))

2
𝑛

𝑖=1

. (5.1.18) 

In box 5.2 we discuss the polynomial transformation as an example. 

Box 5.2 Construction of the basis functions 

 

Suppose we have the same design matrix and target vector as discussed in example 

Above, that is, 

 𝑿 = (
1 −1
1 0
1 1

)  and 𝒚 = (
0.91
−0.07
1.19

). (5.1.19) 

Since we have generated data according to 

 𝑌 = 𝑋2 + 𝜖, (5.1.20) 

where 𝑋 and 𝑌 are continuous random variable and 𝜖~𝒩(0, 0.1) is the error term, it 

make sense to use basis functions that allow us to fit a quadratic polynomial. That 

is, 𝜙0(𝒙𝑖) = 𝒙𝑖0 = 1, 𝜙1(𝒙𝑖) = 𝒙𝑖1 and 𝜙2(𝒙𝑖) = 𝒙𝑖1
2  and so our model fits the following 

polynomial 

 𝑦̂𝑖 = 𝑤̂0 + 𝑤̂1𝑥𝑖1 + 𝑤̂2𝒙𝑖1
2  ∀𝑖 = 1,2, … , 𝑛. (5.1.21) 

Observe that the expression remains a linear function of the regression coefficients. 

 

Our design matrix now becomes 

 𝚽 = (

𝒙10 𝑥11 𝒙11
2

𝒙20 𝑥21 𝒙21
2

𝒙30 𝑥31 𝒙31
2

) = (
1 −1 1
1 0 0
1 1 1

). (5.1.22) 

Repeating the computations, we first calculate 

 𝑿T𝑿 = (
3 0 2
0 2 0
2 0 2

). (5.1.23) 

Computing the inverse gives 

 (𝑿T𝑿)−1 = (

1 0 −1

0 1
2⁄ 0

−1 0 3
2⁄

). (5.1.24) 

Subsequently the weight vector is computed by  

 𝒘̂ML = (𝑿
T𝑿)−1𝑿T𝒚 = (

−0.07
0.14
1.12

). (5.1.25) 
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Figure 5.2 Construction of the basis functions 

 
 

5.1.2 Bias of estimated regression coefficients 

We can rewrite the expression for 𝒘̂ML given by equation (5.1.26) as 

 

𝒘̂ML = (𝑿
T𝑿)−1𝑿T𝒚 

= (𝑿T𝑿)−1𝑿T(𝑿𝒘 + 𝝐) 

 = 𝒘 + (𝑿T𝑿)−1𝑿T𝝐, 

(5.1.27) 

where 𝝐 denotes the 𝑛-dimensional vector of observed error terms. This shows, 

assuming 𝑌 and 𝑿 follow a linear relation, that 𝒘̂ML in general differs from the true 

values 𝒘 due to the error term 𝝐. Taking the expectation on both sides and letting 𝑾̂ 

represent the random vector of 𝒘̂, we get 

 𝔼[𝑾̂|𝑿] = 𝒘, (5.1.28) 

where we have used the fact the random variable 𝜖 is distributed with mean zero. 

From this, we conclude that the estimator 𝒘̂ML is unbiased. 

 

A well-known result in statistics, beyond the scope of this paper, is the Gauss-Markov 

theorem. The theorem states that the MLE model is the unbiased estimator with the 

smallest variance. In other words, if we use MSE as a measure of performance and 

insist on unbiasedness, then the MLE is the best estimate. 

5.1.3 Intercept of linear regression 

Let us now consider the intercept weight 𝑤̂0 in the context of linear regression. 

Mathematically, the intercept is the value of 𝑌̂ when all input variables are set to zero. 

However, the intercept also causes the residuals to sum to zero and so the mean of 

the residuals will also be zero. To see this, note that for linear regression we are 

solving the following expression 

 𝑿T(𝒚 − 𝑿𝒘̂) = 𝟎.  (5.1.29) 
Now observe that 

 𝒚 − 𝑿𝒘̂ = (
𝑦1 − 𝒘̂ ⋅ 𝒙1

⋮
𝑦𝑛 − 𝒘̂ ⋅ 𝒙𝑛

) = (
𝜖1̂
⋮
𝜖𝑛̂

) = 𝝐̂.  (5.1.30) 

So if any of the columns in 𝑿 is a vector of ones, denoted by 𝟏, that is associated with 

the intercept, then it follows from equation (5.1.31) that we get 
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 𝟏T𝝐̂ = ∑𝜖𝑖̂

𝑛

𝑖=1

= 0 .  (5.1.32) 

Thus, as mentioned above, including the intercept forces the residuals to be unbiased, 

whereas this is not guaranteed for a linear regression model without an intercept. 

5.1.4 Linear regression with standardized variables 

There are situations where standardizing the data can improve the performance of the 

regression model, for instance when using ridge regularization which will be discussed 

in subsection 5.3.2. However, since the feature corresponding to the intercept 𝑤0 is 

the constant 1, its variance is 0 and so cannot be standardized. Thus, it appears that 

we can either leave the constant as it is without standardizing it, or do not use the 

constant at all. However, it turns out that if all features and target variable are 

standardized, then the estimate of 𝑤0 would always be equal to zero and we do not 

have to worry about the intercept anymore.  

 

To understand this, suppose that the first column of the design matrix 𝑿 ∈ ℝ𝑛×(𝑝+1) is a 

vector of ones and all other columns are standardized. Remember that the MLE 

estimate is  

 𝒘̂ML = (𝑿
T𝑿)−1𝑿T𝒚. (5.1.33) 

Now let 𝑿−1 ∈ ℝ
𝑛×𝑝 denote the matrix after removing the first column 

vector of ones from 𝑿 such that 

 𝑿T𝑿 = (
𝟏T 
𝑿−1
T ) (𝟏 𝑿−1) = (

𝟏T𝟏 𝟏T𝑿−1
𝑿−1
T 𝟏 𝑿−1

T 𝑿−1
) = (

𝑛 𝟎T

𝟎 𝑿−1
T 𝑿−1

), (5.1.34) 

where the off-diagonal blocks are zero because the features are assumed to have zero 
mean due to the standardization, i.e., ∑ 𝑥𝑖𝑗

𝑛
𝑖=1 = 0 ∀𝑗 = 1,… , 𝑝. It follows that the inverse 

(𝑿T𝑿)−𝟏 is also block-diagonal 

 (𝑿T𝑿)−𝟏 = (

1

𝑛
𝟎T

𝟎 (𝑿−1
T 𝑿−1)

−1
). (5.1.35) 

Additionally, we have 

 𝑿T𝒚 = (
𝟏T 
𝑿−1
T )𝒚 = (

∑ 𝑦𝑖
𝑛
𝑖=1

𝑿−1
T 𝒚

) = (
𝑛𝑦̅

𝑿−1
T 𝒚

) = (
0

𝑿−1
T 𝒚

), (5.1.36) 

where the sample mean 𝑦̅ is also assumed to be zero. Therefore, the ML estimate of 𝒘 

becomes 

 𝒘̂ML = (

1

𝑛
𝟎T

𝟎 (𝑿−1
T 𝑿−1)

−1
)(

0
𝑿−1
T 𝒚

) = (
0

(𝑿−1
T 𝑿−1)

−1
𝑿−1
T 𝒚

). (5.1.37) 

So we see that 𝑤̂0 = 0 while the expression for the other weights have not changed. 

Finally, note that if we do not standardize the target vector 𝒚, then 𝑤̂0 = 𝑦̅. 

5.2 Robust regression 

Remember that with linear regression, we assumed that the errors are i.i.d. normally 

distributed with zero-mean, that is, 𝜖 𝑖𝑖𝑑
~
𝒩(0, 𝜎𝜖

2). However, in the real world, this 

assumption often does not hold anymore. This brings us to the concept of robustness, 

which is the ability of a statistical technique to deal with a variety of (non)-normal 

distributions, including observations with unusual 𝑥-values, known as high-leverage 

observations, or 𝑦-values, known as outliers. We measure robustness using the so-

called breakdown point, which is the fraction of contaminated data (when a fraction of 

the data comes from a different distribution) in a sample before an estimator becomes 
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useless: the larger the breakdown point, the better the estimator. Robustness comes 

at the expense of the efficiency of the estimator, that is, there is a trade-off between 

the robustness and the efficiency of the estimator. Before we can discuss these types 

of estimators, let us first discuss in more details the concept of leverage and outliers.  

5.2.1 Leverage and outliers 

Loosely speaking, an observation that does not fit the model well (i.e., when 𝑦𝑖 is far 

from the predicted value of the model) is known as an outlier. In figure 5.3, we show 

three different samples where the red data point is an unusual observation of each 

sample (the red dot in the first plot is unusual in the 𝑦-value, the red dot in the second 

plot is unusual in the 𝑥-value and the red dot in the third plot is unusual in both 𝑥- and 

𝑦-value). The blue line in each plot shows the linear regression model when all 

observations are used as training data, whereas the dashed line shows the linear 

regression model fitted on the sample without the outlier. 

Figure 5.3 Outliers versus high leverage points and their influence 

 
Looking at the left plot of figure 5.3, the red dot is unusual with respect to the 𝑦-value 

and thus an outlier because it does not fit the model well. However, observe that the 
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blue line and the dashed line are very similar, indicating the red dot is not influential 

over the fit of the model. With the middle plot, the red dot is unusual with respect to 

the 𝑥-value in which case it is said to have high leverage. However, the data point fits 

the model well and is thus not considered an outlier. The red dot in the right plot is 

unusual with respect to the 𝑥- and the 𝑦-value (and thus an outlier with high 

leverage). Furthermore, removing the red dot results in significantly different model, 

and thus the outlier is considered to be influential on the fit.  

5.2.2 Projection matrix and leverage 

Remember that the predicted values of a sample 𝒟 = (𝑿, 𝒚) according to the linear 

regression model are calculated by 

 𝒚̂ = 𝑿𝒘̂ = 𝑿(𝑿T𝑿)−1𝑿T𝒚, (5.2.1) 

where we have used the normal equations. For this reason, we introduce the so-called 

projection matrix 

 𝐻 ≡ 𝑿(𝑿T𝑿)−1𝑿T ∈ ℝ𝑛×𝑛, (5.2.2) 

such that the above equation can be written as 

 𝒚̂ = 𝐻𝒚. (5.2.3) 

The so-called leverage score for 𝒙𝑖, denoted by ℎ𝑖, is defined as the 𝑖-th diagonal 

element of the projection matrix, that is, ℎ𝑖 ≡ 𝐻𝑖𝑖. 

Properties 

Before continuing our discussion, it will be useful to discuss some properties of the 

projection matrix. As mentioned above, (𝑿T𝑿)−1 = ((𝑿T𝑿)−1)T. Keeping this symmetry in 

mind, taking the transpose of the projection matrix becomes 

 

𝐻T = (𝑿(𝑿T𝑿)−1𝑿T)T 

= (𝑿T)T((𝑿T𝑿)−1)T𝑿T 

= 𝑿(𝑿T𝑿)−1𝑿T, 

(5.2.4) 

which shows that the projection matrix is symmetric, i.e., 𝐻T = 𝐻. Second, observe 

that 

 

𝐻2 = 𝑿(𝑿T𝑿)−1𝑿T 𝑿(𝑿T𝑿)−1𝑿T 
= 𝑿𝐼𝑝+1 (𝑿

T𝑿)−1𝑿T 

=  𝑿(𝑿T𝑿)−1𝑿T, 

(5.2.5) 

which shows that the projection matrix is idempotent, i.e., 𝐻2 = 𝐻.  

 

Since 𝐻 is symmetric and idempotent, we have  

 
ℎ𝑖 = 𝐻𝑖𝑖 = [𝐻

2]𝑖𝑖 =∑𝐻𝑖𝑗𝐻𝑗𝑖

𝑛

𝑗=1

=∑𝐻𝑖𝑗𝐻𝑖𝑗

𝑛

𝑗=1

 

= ℎ𝑖
2 + ∑ 𝐻𝑖𝑗

2𝑛
𝑗=1:𝑗≠𝑖 , 

(5.2.6) 

where we have separated the diagonal terms (when 𝑖 = 𝑗) from the off-diagonal terms 

(when 𝑖 ≠ 𝑗) to get to the second line. Since ∑ 𝐻𝑖𝑗
2𝑛

𝑗=1;𝑗≠𝑖 ≥ 0, we must have ℎ𝑖 ≥ ℎ𝑖
2 and 

so ℎ𝑖 ≥ 0. Furthermore, the value of ℎ𝑖 is maximized when ∑ 𝐻𝑖𝑗
2𝑛

𝑗=1;𝑗≠𝑖 = 0 which has the 

solution ℎ𝑖 = ℎ𝑖
2 = 1. Thus, ℎ𝑖 satisfies the constraint 0 ≤ ℎ𝑖 ≤ 1. 

 

Finally, let us look at the trace of the projection matrix.  

 

∑ℎ𝑖

𝑛

𝑖=1

= tr(𝐻) 

= tr(𝑿(𝑿T𝑿)−1𝑿T) 

= tr(𝑿T𝑿(𝑿T𝑿)−1) 

= tr(𝐼𝑝+1) 

= 𝑝 + 1 

(5.2.7) 
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Therefore, the leverage has the following sample mean 

 ℎ̅ =
1

𝑛
∑ ℎ𝑖
𝑛
𝑖=1 =

𝑝+1

𝑛
. (5.2.8) 

This gives us an idea of when to classify a point as being high-leverage. A general 

rule-of-thumb is that observations with a leverage score larger than 2ℎ̅ are considered 

high-leverage observations and should therefore be investigated by plotting the 

residuals to determine if the point is influential or not. 

Interpretation 

Equation (5.2.9) can be expressed as 

 𝑦̂𝑖 = ∑ 𝐻𝑖𝑗𝑦𝑗 ∀𝑖 = 1,2,… , 𝑛
𝑛
𝑗=1 , (5.2.10) 

The leverage can now be expressed as 

 ℎ𝑖 =
𝜕𝑦̂𝑖

𝜕𝑦𝑖
. (5.2.11) 

Thus, if the leverage is high, a small change in the observation 𝑦𝑖 will lead to a 

relatively large change in 𝑦̂𝑖 and therefore potentially influencing the fit of the 

regression. On the other hand, if a small disturbance in 𝑦𝑖 barely results in a change in 

𝑦̂𝑖, i.e., when ℎ𝑖 is close to zero, than 𝑦𝑖 does not have much influence on the fit.  

Variance of residuals 

Remember that the errors are defined by 𝜖 = 𝑌 −𝒘 ⋅ 𝑿. However, in practical situations, 

we have only the estimate 𝒘̂ resulting in the residuals 𝜖̂ = 𝑌 − 𝒘̂ ⋅ 𝑿. The variance of the 

observed estimated residuals is then defined by 

 

Cov(𝝐̂|𝑿) = Cov(𝒚 − 𝒘̂ ⋅ 𝑿|𝑿) 

= Cov(𝒚 − 𝐻𝒚|𝑿) 

= Cov((𝐼𝑛 − 𝐻)𝒚|𝑿) 

= (𝐼𝑛 − 𝐻)Cov(𝒚|𝑿)(𝐼𝑛 − 𝐻)
T 

= (𝐼𝑛 − 𝐻)Cov(𝝐) (𝐼𝑛 − 𝐻)
T. 

(5.2.12) 

Since the errors are assumed to be i.i.d., the covariance matrix can be written as 

Cov(𝝐) = 𝜎𝜖
2𝐼𝑛 and so 

 
Cov(𝝐̂|𝑿) = 𝜎𝜖

2(𝐼𝑛 −𝐻)(𝐼𝑛 − 𝐻)
T 

= 𝜎𝜖
2(𝐼𝑛 −𝐻), 

(5.2.13) 

where we used the fact that the projection matrix is symmetric and idempotent to get 

to the last line. Since the diagonal elements of the covariance matrix are the variances 

of each observation, we have that  

 Var(𝜖𝑖̂|𝑿) = 𝜎𝜖
2(1 − ℎ𝑖).  (5.2.14) 

Thus, an observation 𝑦𝑖 with leverage score of ℎ ≈ 1 will always have the regression fit 

𝑦̂𝑖 to be very close to 𝑦𝑖 whereas a leverage score of ℎ𝑖 ≈ 0 implies that 𝑦𝑖 has no 

influence on the variance. This is in agreement with our discussion earlier. 

Furthermore, note that the estimated residuals 𝜖𝑖̂ do not have constant variance even 

if the true errors 𝜖𝑖 do satisfy the assumption of constant variance. Therefore, a 

residual plot could show a non-constant variance even though the true errors do 

satisfy the usual assumptions. To remedy this problem, we will discuss the 

standardization and the studentization of the residuals in the next subsections. 

However, in practice, the non-constant variance expressed by equation (5.2.15) is 

usually insignificant and looking at the raw residual plots is sufficient.  

5.2.3 Identifying outliers 

One way to identify outliers is to plot the residuals against the estimated values and 

look for observations that stand apart from the basic random pattern of the other 

observations. It is difficult to establish a rule-of-thumb to determine how large a 

residual has to be such that it can be flagged as an outliers because magnitude of the 
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residuals depend on the units of the target variable. For example, when the units are 

expressed in Celsius degrees, then the units of the residuals are in Celsius and when 

the units are in Fahrenheit, then the units of the residuals are in Fahrenheit. To solve 

this problem, we can standardize the residuals, see subsection 4.3.1, by subtracting 

the estimated mean and dividing the estimated variance, that is, 

 𝑢̂𝑖 =
𝜖̂𝑖−

1

𝑛
∑ 𝜖̂𝑗
𝑛
𝑗=1

𝜎̂𝜖√1−ℎ𝑖
.  (5.2.16) 

As discussed in subsection 5.1.3, when we include an intercept term for the linear 

model, then ∑ 𝜖𝑖̂ = 0
𝑛
𝑖=1 . This implies that the mean of the residuals from a linear 

regression will always equal zero and so the standardized residuals can be simplified to 

 𝑢̂𝑖 =
𝜖̂𝑖

𝜎̂𝜖√1−ℎ𝑖
.  (5.2.17) 

A general rule of thumb is that the residual should be investigated if the absolute value 

of the standardized residual is larger than 2. 

 

Finally, the standardized residual can be improved by computing the estimated 

residual variance 𝜎̂𝜖;(𝑖) when excluding observation 𝑖 from the sample. Using 𝜎̂𝜖;(𝑖) gives 

rise to the so-called studentized residuals 

 𝑡̂𝑖 =
𝜖̂𝑖

𝜎̂𝜖;(𝑖)√1−ℎ𝑖
.  (5.2.18) 

Although beyond the scope of this article, it can be shown that studentized residuals 

follow a so-called t-distribution when the assumptions of linear regression are satisfied 

and therefore allows us to apply standard hypothesis testing techniques to determine if 

an observation is an outlier or not.  

5.2.4 M-estimation 

One of the most common robust regression methods is known as M-estimation, which 

we will discuss next. Let us again we consider the linear regression model defined by 

 𝑦𝑖 = 𝒘 ⋅ 𝒙𝑖 + 𝜖𝑖  ∀𝑖 = 1,2, … , 𝑛. (5.2.19) 

Remember that MLE for linear regression effectively minimizes the sum of residuals 

squared. Using this idea, we introduce some scale 𝜎 to standardize the residuals, 𝑢̂𝑖 =
𝜖̂𝑖

𝜎
, and we introduce some objective function 𝜌 that is dependent on the standardized 

errors, 𝜌: 𝑢̂𝑖 ↦ 𝜌(𝑢̂𝑖), and solving the following minimization problem  

 𝒘̂M = argmin
𝒘̂∈ℝ𝒑+𝟏

∑𝜌(𝑢̂𝑖)

𝑛

𝑖=1

= argmin
𝒘̂∈ℝ𝒑+𝟏

∑𝜌(
𝑦𝑖 − 𝒘̂ ⋅ 𝒙𝑖

𝜎
)

𝑛

𝑖=1

, (5.2.20) 

Standardizing the residuals ensures that they becomes scale-invariant, i.e., if the 

standardized residuals are multiplied by a constant, the new solution to the above 

equation is the same as the old solution. A popular choice to robustly estimate the 

scale is 𝜎̂ = median(|𝜖𝑖̂ −median(𝜖𝑖̂)|)/0.6745 where 0.6745 is chosen to make 𝜎̂ an 

approximately unbiased estimator of 𝜎 if the sample size is large and the errors follow 

a Gaussian distribution.  

 

Observe that 𝜌 gives the contribution of each residual to the objective function and the 

aim is to reduce the influence of outliers. We expect a reasonable 𝜌 to have the 

following properties: 

 

• always non-negative: 𝜌(𝑢̂𝑖) ≥ 0 ∀𝑖 = 1,2,… , 𝑛; 

• if 𝑢̂𝑖 = 0, then there should be no contribution: 𝜌(0) = 0; 

• symmetric: 𝜌(𝑢̂𝑖) = 𝜌(−𝑢̂𝑖); 

• monotone in |𝑢̂𝑖|: 𝜌(𝑢̂𝑖) ≥ 𝜌(𝑢̂𝑗) if |𝑢̂𝑖| ≥ |𝑢̂𝑗|. 
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For example, the residual squared function 𝜌(𝜖𝑖̂) = 𝜖𝑖̂
2 satisfies these requirements and, 

as mentioned above, is effectively what we minimized to obtain the MLE for linear 

regression coefficients as discussed in section 5.1.  

 

To minimize ∑ 𝜌(𝑢̂𝑖)
𝑛
𝑖=1 , we take the derivative with respect to the coefficients and set it 

equal to zero, that is, 

 𝜕𝑤̂𝑘 (∑𝜌(𝑢̂𝑖)

𝑛

𝑖=1

) =∑
𝜕𝜌

𝜕𝑢̂𝑖

𝜕𝑢̂𝑖
𝜕𝑤̂𝑘

𝑛

𝑖=1

= −∑
𝜕𝜌

𝜕𝑢̂𝑖

𝑥𝑖𝑘
𝜎

𝑛

𝑖=1

=
!
0 ∀ 𝑘 = 0,1,… , 𝑝. (5.2.21) 

Let us now introduce a weight function for every training instance such that  

 𝜔𝑖 =
1

𝑢̂𝑖
𝜕𝑢𝑖 𝜌(𝑢̂𝑖), (5.2.22) 

which measures the weight given to a particular measurement in the objective function 

according to its associated residual. In other words, large residuals (likely due to 

outliers) are given smaller weights and small residuals are given larger weights. With 

these weights, equation (5.2.23) can be rewritten as 

 ∑𝜔𝑖𝜖𝑖𝑥𝑖𝑘

𝑛

𝑖=1

= 0 ∀ 𝑘 = 0,1,… , 𝑝. (5.2.24) 

Using matrix notation, this can be written as s 

 𝑿TΩ(𝒚 − 𝑿𝒘) = 0, (5.2.25) 

where Ω ≡ diag(𝜔1, … , 𝜔𝑛). 

 

Observe that the weight functions depend on the errors, the errors depend on the 

estimated regression coefficients, and these coefficients depend on the weights. This 

implies that we can solve these equations using an iterative procedure defined by: 

 

1 Select initial estimates 𝒘̂(0) for the regression coefficients using the normal 

equations for ordinary linear regression (see equation (5.2.26)). 

2 Iterate for 𝑡 = 1 until the estimated coefficients values converge: 

• Compute the associated residuals and its associated scale: 𝜖𝑖̂
(𝑡−1)

= 𝑦𝑖 − 𝒘̂
(𝑡−1) ⋅ 𝒙𝑖 

and 𝜎̂(𝑡−1) = median (|𝜖𝑖̂
(𝑡−1)

−median (𝜖𝑖̂
(𝑡−1)

)|) /0.6745. 

• Compute the associated weights: 𝜔𝑖
(𝑡−1)

=
1

𝑢𝑖
(𝑡−1)

𝜕𝜌

𝜕𝑢𝑖
. 

• Compute the associated regression coefficients by solving the new weighted-

regression equation: 𝒘̂M
(𝑡)
= (𝑿TΩ(t−1)𝑿)

−1
𝑿TΩ(t−1)𝒚.  

 

This technique is known as the iteratively reweighted least squares method. 

 

The most commonly used expression for 𝜌 is known as Huber’s loss and is defined by 

 𝜌(𝑥) =

{
 

 
𝑥2

2
−
𝑥4

2𝑐2
+
𝑥6

6𝑐4
 if |𝑥| < 𝑐

𝑥2

6
 if |𝑥| ≥ 𝑐

, (5.2.27) 

where 𝑐 is a tuning constant. This is a compromise between the residual squared loss 

function (smooth function but not robust to outliers) and the absolute value loss 

function (more robust to outliers but non-differentiable at 0). Thus, the Huber loss 

function reduces the influence of the outliers but not completely ignoring their effect. 

Smaller values of 𝑐 result in more resistance to outliers but at the expense of lower 

efficiency. It turns out that in general M-estimation performs well on outliers (unusual 

in 𝑦-direction) but not very well when high-leverage instances (unusual in 𝑥-direction) 

are present in the data.  
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Box 5.3 Example: estimation and forecasting with robust least squares, M-

estimation 

 

Table 5.2 Example: estimation and forecasting with robust least squares, M-

estimation  

 Severe 
violence 

Criminal 
damages 

and crimes 
against 

public order 

Robbery Traffic 
crimes excl. 

driving 
under 

influence 

Coefficients     

Youths aged 12-17 years -3.183 ** 1.325 * -0.910  0.786  

Young males aged 18-29 years 0.725  1.650 * 0.101  -0.754  

Males aged 30-49 years -1.623  4.330 *** 3.784 *** 1.868 ** 

Drug addicts 0.283  0.148  0.343 ** 0.047  

Unemployment 0.178  -0.080  -0.345  -0.089  

Motor vehicles 3.082 * 0.855  3.982 *** 1.664 ** 

Purchasing power 2.039  -0.179  0.079  -0.247  

Gross national product -3.760 ** 1.166  -4.337 *** -0.128  

Police officers -0.407  0.609  0.602  -0.789  

Model selection criteria     

Adjusted R² 0.135 0.332 0.468 0.237 

Bayes Information Criterion 104.322 74.335 85.780 64.363 

In sample MAPE (1979-2015) 6.601 3.635 5.323 3.177 

In sample RMSE (1979-2015) 558.000 8,203.913 965.003 3,293.487 

Out of sample MAPE (2016-2019) 7.499 14.208 11.452 2.256 

Out of sample RMSE (2016-2019) 610.913 18,985.630 1,197.862 2,331.956 

Preferred model     

Adjusted R² baseline baseline baseline baseline 

Bayes Information Criterion baseline baseline baseline baseline 

In sample MAPE (1979-2015) robust M-
estimation 

robust M-
estimation 

robust M-
estimation 

robust M-
estimation 

In sample RMSE (1979-2015) robust M-
estimation 

robust M-
estimation 

robust M-
estimation 

robust M-
estimation 

Out of sample MAPE (2016-2019) baseline baseline baseline robust M-
estimation 

Out of sample RMSE (2016-2019) baseline baseline baseline robust M-
estimation 

* Significant at 10%-level, ** significant at 5%-level, *** significant at 1%-level. 

  

Let us reconsider the model from box 5.1:  

 ∆ ln (
𝑌ℎ,𝑡
𝑃𝑂𝑃𝑡

) =  ∑𝛾𝑗  ∆ ln (
𝑋𝑗,𝑡

𝑃𝑂𝑃𝑡
)

9

𝑗=1

+ 𝜀𝑡 , (5.2.28) 

The model is estimated using robust M-estimation. The results are shown in table 

5.1 and are somewhat conflicting. Although the significance of the coefficients has 

improved compared to the example in box 5.1, the model selection criteria suggest 

that the estimates and forecast in box 5.1 are better. This may be partly due to the 

fact that there do not seem to be any obvious outliers as can be seen in figure 5.4.  
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Figure 5.4 Example: actuals, fit and forecasts with robust least squares, M-

estimation 

 

5.2.5 S-estimation 

To overcome the vulnerability to high-leverage points, we now introduce S-estimation. 

This is achieved by minimizing some measure of the scale defined by the function 𝜌 

that has the following properties: 

 

• if 𝑢̂𝑖 = 0, then there should be no contribution: 𝜌(0) = 0; 

• symmetric: 𝜌(𝑢̂𝑖) = 𝜌(−𝑢̂𝑖); 

• there exists a 0 < 𝑐 < ∞ such that 𝜌 is strictly increasing on [0, 𝑐] and constant on 

[𝑐,∞). 

 

Then, for a sample of residuals {𝜖𝑖̂}𝑖=1
𝑛 , the scale estimate 𝜎̂ = 𝜎̂(𝜖1̂(𝒘̂), … , 𝜖𝑛̂(𝒘̂)) is 

defined implicitly through the following expression 

 
1

𝑛
∑𝜌(

𝜖𝑖̂
𝜎̂
) = 𝛿

𝑛

𝑖=1

, (5.2.29) 

where 𝛿 is a constant. Note that if there is more than one solution for 𝜎̂, then we take 

the smallest solution. Furthermore, a popular choice is to set 𝛿 equal to the expected 

value of 𝜌 at the Gaussian distribution, that is, 𝛿 = 𝔼𝑍~𝒩(0,1)[𝜌(𝑍)]. A lower value of 𝛿 

corresponds to a higher efficiency but a lower breakdown point, and vice versa 

(Rousseeuw & Leroy, 1987).  

 

For each vector 𝒘̂ ∈ ℝ𝒑+𝟏, we can calculate the associated residuals 𝜖𝑖̂ = 𝑦𝑖 − 𝒘̂ ⋅ 𝒙𝑖 and 

the scale of the residuals can be computed by solving the above equation. The S-

estimator is then defined as the vector that minimizes the dispersion of the residuals, 

i.e., 
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 𝒘̂S = argmin
𝒘̂∈ℝ𝒑+𝟏

𝜎̂(𝜖1̂(𝒘̂),… , 𝜖𝑛̂(𝒘̂)), (5.2.30) 

and the final scale estimator is then 𝜎̂ = 𝜎̂(𝜖1̂(𝒘̂S), … , 𝜖𝑛̂(𝒘̂S)). It is beyond the scope of 

this article to describe how to solve this equation, but more information can be found 

in (Susanti et al., 2014) and references therein. 

 

For maximum likelihood regression, we minimize the variance of the errors and can 

thus be considered a special case of S-estimators. The aim is to find a measure of the 

spread that is relatively resistant to high-leverage outliers; this is a trade-off because 

it will come at the cost of efficiency of the model. A popular choice is the so-called 

Turkey’s function defined by 

 𝜌(𝑥) = {
𝑐2 (

1

2
𝑥2 −

1

2
𝑥4 +

1

6
𝑥6)  for |𝑥| ≤ 1

𝑐2

6
 for |𝑥| > 1

, (5.2.31) 

where 𝑐 is a tuning constant. Suppose a the errors follow a Gaussian distribution, then 

𝑐 = 1.5476 will result in an breakdown point of 
1

2
 if the sample size is large (Rousseeuw 

& Yohai, 1984). 

Box 5.4 Example: estimation and forecasting with robust least squares, S-

estimation 

 
  

Let us reconsider the model from example in box 5.1:  

 ∆ ln (
𝑌ℎ,𝑡
𝑃𝑂𝑃𝑡

) =  ∑𝛾𝑗 ∆ ln (
𝑋𝑗,𝑡

𝑃𝑂𝑃𝑡
)

9

𝑗=1

+ 𝜀𝑡, (5.2.32) 

This time the model is estimated using robust S-estimation. The results are shown in 

table 5.3 and are again somewhat conflicting. The significance of the coefficients has 

improved compared to the previous example with M-estimation, but the model 

selection criteria are worse for severe violence and criminal damages & public order 

crimes and only slightly better for robbery and traffic crimes. 
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Table 5.3 Example: estimation and forecasting with robust least squares, S-

estimation  

 Severe 
violence 

Criminal 
damages 

and crimes 
against 

public order 

Robbery Traffic 
crimes excl. 

driving 
under 

influence 

Coefficients     

Youths aged 12-17 years -3.836 *** 1.043 * -0.895  -0.372  

Young males aged 18-29 years 0.912  2.465 *** 1.153  0.340  

Males aged 30-49 years -2.253 * 2.874 *** 4.041 *** 0.608  

Drug addicts 0.272 ** 0.135 * 0.364 *** 0.198 *** 

Unemployment 0.285  -0.004  -0.130  0.073  

Motor vehicles 3.627 *** 1.235 * 2.178 ** -2.095 *** 

Purchasing power 2.918 ** -0.767  0.714  0.400  

Gross national product -3.920 *** 1.678 ** -3.647 *** 1.449 *** 

Police officers -0.728  0.614  1.931 *** 0.802 *** 

Model selection criteria     

Adjusted R² 0.207 0.245 0.401 0.199 

In sample MAPE (1979-2015) 6.482 3.642 5.393 3.725 

In sample RMSE (1979-2015) 594.376 9,148.419 1,168.286 4,378.373 

Out of sample MAPE (2016-2019) 10.647 18.346 5.478 2.183 

Out of sample RMSE (2016-2019) 908.050 25,760.050 531.161 2,332.648 

Preferred model     

Adjusted R² Robust S-
estimation 

Robust S-
estimation 

Robust S-
estimation 

Robust S-
estimation 

Durbin-Watson Robust S-
estimation 

Robust S-
estimation 

Robust S-
estimation 

baseline 

Bayes Information Criterion Robust S-
estimation 

Robust S-
estimation 

baseline baseline 

In sample MAPE (1979-2015) baseline baseline baseline Robust S-
estimation 

In sample RMSE (1979-2015) baseline baseline baseline Robust S-
estimation 

Out of sample MAPE (2016-2019) Robust S-
estimation 

Robust S-
estimation 

Robust S-
estimation 

Robust S-
estimation 

Out of sample RMSE (2016-2019) Robust S-
estimation 

Robust S-
estimation 

Robust S-
estimation 

baseline 

* Significant at 10%-level, ** significant at 5%-level, *** significant at 1%-level. 

5.2.6 MM-estimation 

We can also combine M-estimation and S-estimation to obtain the so-called MM-

estimation method. This is achieved by first estimating 𝒘̂(0) using S-estimation, which 

will hopefully have a high breakdown point but possible low efficiency. Next, a robust 

M-estimate of the residual scale 𝜎̂ is computed using 𝒘̂(0). Finally, we proceed with the 

M-estimate method to obtain a final estimate 𝒘̂MM. The algorithm to solve this is 

described in more detail in (Susanti et al., 2014), and references therein. 
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Box 5.5 Example: estimation and forecasting with robust least squares, 

MM-estimation 

 

Table 5.4 Example: estimation and forecasting with robust least squares, 

MM-estimation  

 Severe 
violence 

Criminal 
damages 

and crimes 
against 

public order 

Robbery Traffic 
crimes excl. 

driving 
under 

influence 

Coefficients     

Youths aged 12-17 years -3.100 ** 1.404 * -0.906  0.786  

Young males aged 18-29 years 0.690  1.693 * 0.180  -0.707  

Males aged 30-49 years -1.309  4.380 *** 3.950 *** 1.933 ** 

Drug addicts 0.294  0.151  0.344 ** 0.053  

Unemployment 0.151  -0.036  -0.327  -0.086  

Motor vehicles 3.008  0.833  4.016 *** 1.641 * 

Purchasing power 1.944  -0.131  0.144  -0.150  

Gross national product -3.674 * 1.347  -4.258 *** -0.112  

Police officers -0.408  0.565  0.575  -0.796  

Model selection criteria     

Adjusted R² 0.119 0.334 0.471 0.224 

Bayes Information Criterion 70.296 64.789 66.163 64.115 

In sample MAPE (1979-2015) 6.674 3.580 5.356 3.170 

In sample RMSE (1979-2015) 556.730 8,141.207 964.713 3,286.498 

Out of sample MAPE (2016-2019) 7.250 13.471 11.167 2.204 

Out of sample RMSE (2016-2019) 591.372 17,868.170 1,164.314 2,284.067 

Preferred model     

Adjusted R² baseline baseline baseline baseline 

Bayes Information Criterion baseline baseline baseline baseline 

In sample MAPE (1979-2015) Robust MM-
estimation 

Robust MM-
estimation 

Robust MM-
estimation 

Robust MM-
estimation 

In sample RMSE (1979-2015) Robust MM-
estimation 

Robust MM-
estimation 

Robust MM-
estimation 

Robust MM-
estimation 

Out of sample MAPE (2016-2019) baseline baseline baseline Robust MM-
estimation 

Out of sample RMSE (2016-2019) baseline baseline baseline Robust MM-
estimation 

* Significant at 10%-level, ** significant at 5%-level, *** significant at 1%-level. 

  

Let us reconsider the model from the example in box 5.1:  

 ∆ ln (
𝑌ℎ,𝑡
𝑃𝑂𝑃𝑡

) =  ∑𝛾𝑗 ∆ ln (
𝑋𝑗,𝑡

𝑃𝑂𝑃𝑡
)

9

𝑗=1

+ 𝜀𝑡, (5.2.33) 

The model is estimated using robust MM-estimation which is a combination of robust 

M- en S-estimation. The results are shown in table 5.4. Overall the combination 

seems to perform better than either M- or S-estimation, with the exception of 

robbery. The fit and forecasts are shown in figure 5.5.  
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Figure 5.5 Example: actuals, fit and forecasts with robust least squares, MM-

estimation 

 

5.3 Weight-regularization 

Generally, when a model is overfitting the data, the bias-variance trade-off can be 

used to introduce some bias with the aim of decreasing its variance such that the 

overall expected error decreases. For instance, remember that the Gauss-Markov 

theorem states the ML estimator of the linear regression model is the unbiased 

estimator with the smallest variance, but we potentially improve its predictive 

performance by introducing bias into the algorithm using weight-regularization. 

 

In this section we will focus on weight-regularization which is method that aims to 

reduce overfitting. The estimated weight value of a feature 𝑋𝑖 on the target variable 𝑌 

can be seen as a measure of the importance 𝑋𝑖 on predicting 𝑌. When a model is 

overfitting the data, it is overestimating the importance of at least one or more 

features on predicting 𝑌 and so the prediction of the model is too sensitive to small 

changes in the input data. Therefore, the combined magnitudes of the weights are a 

measure of the complexity of the model (excluding the intercept because it does not 

have input data associated with it). We can then reduce the complexity of the model 

by penalizing high absolute values of the weight vector, which weight-regularization 

achieves by adding a penalty term to the loss function.  

 

More specific, let us consider a general model parameterized by an intercept 𝑤̂0 ∈ ℝ 

and the weight vector 𝒘̂ ∈ ℝ𝒑. We then compute the estimates by minimizing a loss 

function 𝐿(𝒚, 𝒚̂(𝑤̂0, 𝒘̂)), that is, 

 𝑤̂0
∗, 𝒘̂∗ = argmin

𝑤̂0∈ℝ,𝒘̂∈ℝ𝒑
𝐿(𝒚, 𝒚̂(𝑤̂0, 𝒘̂)). (5.3.1) 
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For weight-regularization we introduce an additional term to regulate the magnitudes 

of the weights in the following way:  

 𝑤̂0
∗, 𝒘̂∗ = argmin

𝑤̂0∈ℝ,𝒘̂∈ℝ𝒑
{𝐿(𝒚, 𝒚̂(𝑤̂0, 𝒘̂)) + 𝜆∑|𝑤̂𝑖|

𝑞

𝑝

𝑖=1

}, (5.3.2) 

where 𝜆 ≥ 0 is our tuning hyperparameter that governs the magnitude of the penalty 

and 𝑞 ∈ ℤ>0 determines the regularization model. When 𝜆 = 0, the penalty term does 

not play a role and we get out original model described by 𝐿(𝒚, 𝒚̂(𝑤̂0, 𝒘̂)). On the other 

hand, when 𝜆 becomes larger, the summation ∑ |𝑤̂𝑖|
𝑞𝑝

𝑖=1  will be pushed to be smaller 

than for the original objective function expressed by equation (5.3.3). Note that we 

are only interested in penalizing the absolute values of 𝑤̂𝑖 because we do not want 

large negative values to cancel out large positive values.  

 

It is beyond the scope of this report, but it is possible to show that solving equation 

(5.3.4) is equivalent to minimizing 𝐿(𝒚, 𝒚̂(𝑤̂0, 𝒘̂)) subject to the constraints ∑ |𝑤̂𝑖|
𝑞𝑝

𝑖=1 ≤ 𝑐 

for some tuning hyperparameter 𝑐 ∈ ℝ≥0. When 𝜆 → ∞, 𝑐 → 0, and vice versa. 

 

Observe that the importance of a variable 𝑋𝑖 should not be dependent on the scale of 

the variable. Since weight-regularization penalizes large weight values, this penalty 

should not be dependent on the units chosen to measure the variable. Therefore, 

standardizing our data before using weight-regularization is crucial to ensure that all 

variables are on the same scale. For linear regression with weight-regularization, this 

also includes standardizing the target variable so we can ignore the intercept, see the 

discussion in subsection 5.1.3. 

5.3.1 Lasso, ridge and elastic net regularization 

The most popular regularization models are for 𝑞 = 1 or 𝑞 = 2, known as least absolute 

shrinkage and selection operator (or simply lasso) and ridge regularization, 

respectively, and their penalties are known as the ℓ1- and ℓ2-norm. In other words, the 

lasso solution is the original solution constrained by ∑ |𝑤̂𝑖|
𝑝
𝑖=1 ≤ 𝑐 and the ridge solution 

is constrained by ∑ |𝑤̂𝑖|
2𝑝

𝑖=1 ≤ 𝑐 instead. The difference in constraints is shown in figure 

5.6 for 𝑝 = 2. The ellipses illustrate the contours of minimizing the loss function: the 

smaller the ellipse, the smaller the loss, and the loss at the center corresponds to our 

solution for the unconstrained model, see equation (5.3.5). The blue areas show the 

ℓ1-norm and ℓ2-norm balls corresponding to the lasso and ridge constraint, 

respectively. Geometrically, these regularization models are trying to minimize both 

the ellipse size and the blue area at the same time, and the solution is given by the 

first intersection between them. We see the lasso solution likely lies on the corner of 

the ℓ1-norm and so 𝑤̂2 has been reduced and 𝑤̂1 is shrunk to exactly zero. This is 

different from the ridge solution which likely shrinks both 𝑤̂1 and 𝑤̂2, but does in 

general not set them equal to zero. When 𝑝 increases, the ℓ1-norm ball has an 

increasing number of corners, and so it becomes more likely that the lasso solution 

intersects with one of the corners of the ℓ1-norm ball resulting in shrinking some of the 

absolute weight elements to zero. This is because the most distant points from the 

center of the ℓ1-norm ball are its corners, and so the solution approaching the ball 

from outside is most likely to intersect on the most distant points from the center. On 

the other hand, all points on the ℓ2-norm ball have the same distance from the origin 

and so the ridge solution is likely to shrink the absolute weight elements but not set 
them exactly to zero. Finally, figure 5.7 illustrates that ℓ𝑞-norm balls with 𝑞 > 2 

becomes more square: the solutions are most likely to happen near the corners 
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because those points have the largest distance from the origin, which often does not 

have a useful application and so we will not further discuss those cases. 

Figure 5.6 Lasso (left) and ridge (right) regularisation 

 

Figure 5.7 Various 𝒍𝒒-norm balls 
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Often we are dealing with correlated features and so it will be useful to understand 

how lasso and ridge regularization deal with such data. To this end, let us consider a 

linear regression model with lasso regularization. Now after training the model, 

suppose feature 𝑋𝑖 corresponds to a learned weight 𝑤̂𝑖 > 0 for some given 𝜆. Now 

suppose we add an extra feature 𝑋𝑖′ to our feature space that is an identical copy of 𝑋𝑖, 

i.e., 𝑋𝑖′ = 𝑋𝑖. Observe that this added variable does not provide any additional 

information to the model. Let 𝑤̃𝑖 and 𝑤̃𝑖′ denote the estimated weights after adding 𝑋𝑖′ 

to the model. The original weight 𝑤̂𝑖 can be shared between 𝑤̃𝑖 and 𝑤̃𝑖′ via 𝑤̃𝑖 + 𝑤̃𝑖′ = 𝑤̂𝑖 

provided that 𝑤̃𝑖 ≥ 0 and 𝑤̃𝑖′ ≥ 0 because the lasso constraint will not change. This is 

unlike the ridge regression where the ℓ2-norm is minimized only when 𝑤̃𝑖 = 𝑤̃𝑖′ and so 

the solution will be 𝑤̃𝑖 = 𝑤̃𝑖′ =
1

2
𝑤̂𝑖 provided that 𝑤̃𝑖 ≥ 0 and 𝑤̃𝑖′ ≥ 0. So we see that the 

ridge constraint is more demanding than the lasso constraint. More generally, the 

lasso will likely shrink any number of correlated features to zero in an arbitrary 

manner until all but one have been set to zero, whereas ridge tends to choose equal 

weighting among the correlated variables. Since taking an average of the correlated 

features will likely generalize better compared to randomly selecting one feature, ridge 

tends to have better predictive performance than lasso. 

  

One method to deal to with highly correlated features is to use a linear combination of 

lasso and ridge, known as the elastic net penalty, defined by 

 𝑤̂0
∗, 𝒘̂∗ = argmin

𝑤̂0∈ℝ,𝒘̂∈ℝ𝒑
{𝐿(𝒚, 𝒚̂(𝑤̂0, 𝒘̂)) + 𝜆(𝛼∑|𝑤̂𝑖|

𝑝

𝑖=1

+ (1 − 𝛼)∑𝑤̂𝑖
2

𝑝

𝑖=1

)}, (5.3.6) 

where 0 ≤ 𝛼 ≤ 1 is the hyperparameter governing the balance between the lasso and 

ridge penalty and 𝜆 determines the magnitude of the penalty. The aim is that the 
(1 − 𝛼)∑ 𝑤̂𝑖

2𝑝
𝑖=1  penalty term pushes the weights of the correlated features to become 

similar instead of randomly selecting one. The 𝛼 ∑ |𝑤̂𝑖|
𝑝
𝑖=1  constraint can still potentially 

shrink the non-correlated features to zero and so is still useful for reducing overfitting 

the data. 

5.3.2 Linear regression with ridge regularization 

Due to the square term, we can find an analytical solution of linear regression with a 

ridge penalty. We will assume that the design matrix 𝑿 and target vector 𝒚 are 

standardized so that 𝑤̂0 = 0 by construction, see the discussion in subsection 5.1.4. 

Thus, now 𝑿 ∈ ℝ𝑛×𝑝 instead of 𝑿 ∈ ℝ𝑛×(𝑝+1) because we drop the column of 1’s 

associated with the intercept. The loss function becomes 

 𝐿(𝒚, 𝒚̂) =
1

2
∑(𝑦𝑖 − ∑𝑥𝑖𝑗𝑤̂𝑗

𝑝

𝑗=1

)

2
𝑛

𝑖=1

+
𝜆

2
∑𝑤̂𝑖

2

𝑝

𝑖=1

, (5.3.7) 

where the factor of 1 2⁄  is for mathematical convenience and will not affect the final 

solution. As before, we set the derivative of the objective function with respect to the 

regression coefficients equal to zero, that is, 
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𝜕𝑤𝑘𝐿(𝒚, 𝒚̂) = 𝜕𝑤𝑘 (
1

2
∑(𝑦𝑖 −∑𝑥𝑖𝑗𝑤𝑗

𝑝

𝑗=1

)

2
𝑛

𝑖=1

+
𝜆

2
∑𝑤𝑖

2

𝑝

𝑖=1

) 

=∑(𝑦𝑖 −∑𝑥𝑖𝑗𝑤𝑗

𝑝

𝑗=1

)

𝑛

𝑖=1

𝜕𝑤𝑘 (𝑦𝑖 −∑𝑥𝑖𝑗𝑤𝑗

𝑝

𝑗=1

)+ 𝜆𝑤𝑘 

= −∑(𝑦𝑖 −∑𝑥𝑖𝑗𝑤𝑗

𝑝

𝑗=1

)

𝑛

𝑖=1

𝑥𝑖𝑘 + 𝜆𝑤𝑘 

= −∑(𝑿T)𝑘𝑖(𝒚 − 𝑿𝒘)𝑖

𝑛

𝑖=1

+ 𝜆𝑤𝑘 =
!
0 

(5.3.8) 

and so the gradient is 

 ∇𝒘𝐿(𝒚, 𝒚̂) = −𝑿
T(𝒚 − 𝑿𝒘) + 𝜆𝒘 =

!
𝟎. (5.3.9) 

Solving the matrix equation yields the following estimator 

 𝒘̂ridge = (𝑿
T𝑿 + λ𝐼𝑝)

−1
𝑿T𝒚, (5.3.10) 

where 𝐼𝑝 denotes the identity matrix of size 𝑝. 

5.4 Bayesian linear regression 

We have approached ordinary linear regression by trying to maximize the likelihood 

function ℓ(𝜽̂|𝑿, 𝒚) = 𝑝𝑌|𝑿,𝚯̂(𝒚|𝑿, 𝜽̂), for the observed data 𝒟 = (𝑿, 𝒚), where we assume the 

true regression weights 𝒘 are constants that must be estimated. In this section we will 

discuss the Bayesian approach to linear regression by choosing the weight vector that 
maximizes the posterior probability 𝑝𝑾̂|𝒟(𝒘̂|𝑿, 𝒚).  

 

First, using Bayes’ theorem, we can express the posterior as 

 𝑝𝑾̂|𝒟(𝒘̂|𝑿, 𝒚) =
𝑝𝒟|𝑾̂(𝑿, 𝒚|𝒘̂)𝑝𝑾̂(𝒘̂)

𝑝𝒟(𝑿, 𝒚)
. (5.4.1) 

However, as mentioned before, we treat 𝑿 as the feature vector that we have control 

over through the design of the experiment. With this in mind, the above equation 

becomes 

 𝑝𝑾̂|𝑿,𝑌(𝒘̂|𝑿, 𝒚) =
𝑝𝑌|𝑿,𝑾̂(𝒚|𝑿, 𝒘̂)𝑝𝑾̂(𝒘̂)

𝑝𝑌|𝑿(𝒚|𝑿)
. (5.4.2) 

Assuming all the data is independent of each other, we can write 𝑝𝑌|𝑿,𝑾̂(𝒚|𝑿, 𝒘̂) =

∏ 𝑝𝑌|𝑿,𝑾̂(𝑦𝒊|𝒙𝑖 , 𝒘̂)
𝑛
𝑖=1  and 𝑝𝑌|𝑿(𝒚|𝑿) = ∏ 𝑝𝑌|𝑿(𝑦𝑖|𝒙𝑖)

𝑛
𝑖=1  such that 

 𝑝𝑾̂|𝑿,𝑌(𝒘̂|𝑿, 𝒚) =
𝑝𝑾̂(𝒘̂)∏ 𝑝𝑌|𝑿,𝑾̂(𝑦𝒊|𝒙𝑖 , 𝒘̂)

𝑛
𝑖=1

∏ 𝑝𝑌|𝑿(𝑦𝑖|𝒙𝑖)
𝑛
𝑖=1

. (5.4.3) 

Thus, the 𝒘̂MAP is computed as 

 

𝒘̂MAP = argmax
𝒘̂∈ℝ𝑝+1

𝑝𝑾̂|𝑿,𝑌(𝒘̂|𝑿, 𝒚) 

= argmax
𝒘̂∈ℝ𝑝+1

𝑝𝑾̂|𝑿,𝑌(𝒘̂|𝑿, 𝒚) 

= argmax
𝒘̂∈ℝ𝑝+1

𝑝𝑾̂(𝒘̂)∏ 𝑝𝑌|𝑿,𝑾̂(𝑦𝒊|𝒙𝑖 , 𝒘̂)
𝑛
𝑖=1

∏ 𝑝𝑌|𝑿(𝑦𝑖|𝒙𝑖)
𝑛
𝑖=1

. 

(5.4.4) 

We can ignore the normalization constant because it is independent of 𝒘̂. Furthermore, 

using the monotonic property of the logarithmic function, we can write 

 

𝒘̂MAP = argmax
𝒘̂∈ℝ𝑝+1

(ln (𝑝𝑾̂(𝒘̂)∏𝑝𝑌|𝑿,𝑾̂(𝑦𝒊|𝒙𝑖 , 𝒘̂)

𝑛

𝑖=1

)) 

= argmax
𝒘̂∈ℝ𝑝+1

(ln(𝑝𝑾̂(𝒘̂)) +∑ln (𝑝𝑌|𝑿,𝑾̂(𝑦𝒊|𝒙𝑖 , 𝒘̂))

𝑛

𝑖=1

). 

(5.4.5) 
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Without having seen any data, let us assume our estimated regression coefficients 𝑾̂ =
(𝑊̂0, 𝑊̂1, … , 𝑊̂𝑝) are i.i.d. from a normal distribution with mean zero and a known 

variance 𝜎𝑾̂
2 , that is, 𝑊̂𝑖~𝒩(0, 𝜎𝑾̂

2 ) ∀ 𝑖 = 0,1,… , 𝑝. Therefore: 

 

𝑝𝑾̂(𝒘̂) =∏𝑝𝑊̂𝑖
(𝑤𝑖̂)

𝑝

𝑖=0

 

=∏
1

√2𝜋𝜎𝑾̂
2

exp (−
𝑤̂𝑖
2

2𝜎𝑾̂
2 )

𝑝

𝑖=0

 

=

(

 
1

√2𝜋𝜎𝑾̂
2

)

 

𝑝

exp(−
1

2𝜎𝑾̂
2 ∑𝑤̂𝑖

2

𝑝

𝑖=0

). 

(5.4.6) 

Furthermore, we assume that 𝑌|𝑿, 𝑾̂~𝒩(𝒘̂ ⋅ 𝒙𝑖 , 𝜎𝜖
2) where 𝜎𝜖

2 is assumed to be known. 

Then, focusing on the second term of 𝒘̂MAP 

 

∑ln (𝑝𝑌|𝑿,𝑾̂ (𝑦𝑖|𝒙𝑖 , 𝒘̂))

𝑛

𝑖=1

=∑ln(
1

√2𝜋𝜎𝜖
2
exp (−

(𝑦𝑖 − 𝒘̂ ⋅ 𝒙𝑖)
2

2𝜎𝜖
2 ))

𝑛

𝑖=1

 

= 𝑛 ln (
1

√2𝜋𝜎𝜖
2
) −

1

2𝜎𝜖
2∑(𝑦𝑖 − 𝒘̂ ⋅ 𝒙𝑖)

2

𝑛

𝑖=1

. 

(5.4.7) 

Thus combining the previous three terms gives: 

 𝒘̂MAP = argmax
𝒘∈ℝ𝑝+1

(−
1

2𝜎𝑾̂
2 ∑𝑤̂𝑖

2

𝑝

𝑖=0

−
1

2𝜎𝜖
2∑(𝑦𝑖 − 𝒘̂ ⋅ 𝒙𝑖)

2

𝑛

𝑖=1

). (5.4.8) 

Then defining 𝜆 ≡
𝜎𝜖
2

𝜎
𝑾̂
2 , this can be rewritten as: 

 𝒘̂MAP = argmin
𝒘∈ℝ𝑝+1

(
𝜆

2
∑𝑤̂𝑖

2

𝑝

𝑖=0

+
1

2
∑(𝑦𝑖 − 𝒘̂ ⋅ 𝒙𝑖)

2

𝑛

𝑖=1

). (5.4.9) 

Comparing with equation (5.4.10), we see that MAP with standardized data 𝑿 and 𝒚 

(so that the intercept term can be ignored) is the same as MLE with ridge regression. 

In other words, Bayes’ theorem provides justification for estimating the regression 

coefficients with regularization. 

 

So far, we have looked at point estimations of the weights 𝒘. By using conjugate 

priors, which, see subsection 3.2.5, are prior distributions that are in the same 

parametric family as the posterior distribution, we can also find the analytic expression 

of the posterior 𝑝𝑾̂|𝑿,𝑌(𝒘̂|𝑿, 𝒚) rather than just the point estimate 𝒘̂MAP. To this end, let 

us remember equation (5.4.3), that is, 

 𝑝𝑾̂|𝑿,𝑌(𝒘̂|𝑿, 𝒚) =
𝑝𝑾̂(𝒘̂)∏ 𝑝𝑌|𝑿,𝑾̂(𝑦𝑖|𝒙𝑖 , 𝒘̂)

𝑛
𝑖=1

∏ 𝑝𝑌|𝑿(𝑦𝑖|𝒙𝑖)
𝑛
𝑖=1

. (5.4.11) 

Now, we will assume the prior 𝑝𝑾̂(𝒘̂) and the likelihood 𝑝𝑌|𝑿,𝑾̂(𝑦𝑖|𝒙𝑖 , 𝒘̂) to be Gaussian 

distributions. Since the normalization constant does not influence the general shape of 

the posterior 𝑝𝑾̂|𝑿,𝑌(𝒘̂|𝑿, 𝒚), we know that it must also be Gaussian. To see this, 

remember that we assumed that 𝑌|𝑿, 𝑾̂~𝒩(𝒘̂ ⋅ 𝒙𝑖 , 𝜎𝜖
2) and 𝑊̂𝑖~𝒩(0, 𝜎𝑾̂

2 ) ∀ 𝑖 = 0,1,… , 𝑝 and 

so:  
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𝑝𝑾̂|𝑿,𝑌(𝒘̂|𝑿, 𝒚) ∝ 𝑝𝑾̂(𝒘̂)∏𝑝𝑌|𝑿,𝑾̂(𝑦𝑖|𝒙𝑖 , 𝒘̂)

𝑛

𝑖=1

 

∝ exp(−
1

2𝜎𝑾̂
2 ∑𝑤̂𝑖

2

𝑝

𝑖=0

−
1

2𝜎𝜖
2∑(𝑦𝑖 − 𝒘̂ ⋅ 𝒙𝑖)

2

𝑛

𝑖=1

) 

∝ exp(−
1

2𝜎𝑾̂
2 𝒘̂

T𝒘̂ −
1

2𝜎𝜖
2
(𝒚 − 𝑿𝒘̂)T(𝒚 − 𝑿𝒘̂)) 

∝ exp(−
1

2𝜎𝑾̂
2 𝒘̂

T𝒘̂ +
1

2𝜎𝜖
2 𝒚

T𝑿𝒘̂ +
1

2𝜎𝜖
2 𝒘̂

T𝑿T𝒚 −
1

2𝜎𝜖
2 𝒘̂

T𝑿T𝑿𝒘̂) 

∝ exp(−
1

2𝜎𝑾̂
2 𝒘̂

T𝒘̂ +
1

𝜎𝜖
2 𝒘̂

T𝑿T𝒚 −
1

2𝜎𝜖
2 𝒘̂

T𝑿T𝑿𝒘̂) 

∝ exp(
1

𝜎𝜖
2 𝒘̂

T𝑿T𝒚 −
1

2
𝒘̂T (

1

𝜎𝑾̂
2 𝐼𝑝+1 +

1

𝜎𝜖
2 𝑿

T𝑿) 𝒘̂), 

(5.4.12) 

where 𝐼𝑝+1 denotes the identity matrix of size 𝑝 + 1. Now let us define the following 

matrix: 

 𝚲 ≡
1

𝜎𝑾̂
2 𝐼𝑝+1 +

1

𝜎𝜖
2𝑿

T𝑿, (5.4.13) 

which can be proven to be invertible, and 

 𝝁 ≡
1

𝜎𝜖
2𝚲

−1𝑿T𝒚 (5.4.14) 

such that 

 𝒘̂T𝚲𝝁 =
1

𝜎𝜖
2 𝒘̂

T𝑿T𝒚. (5.4.15) 

Then we can rewrite the above proportionality as 

 𝑝𝑾̂|𝑿,𝑌(𝒘̂|𝑿, 𝒚) ∝ exp (𝒘̂
T𝚲𝝁 −

1

2
𝒘̂T𝚲𝒘̂). (5.4.16) 

Since 𝚲 is symmetric, i.e., 𝚲T = 𝚲, we can write  

 𝑝𝑾̂|𝑿,𝑌(𝒘̂|𝑿, 𝒚) ∝ exp(−
1

2
(𝒘̂ − 𝝁)T𝚲(𝒘̂ − 𝝁)), (5.4.17) 

which shows that the posterior 𝑝𝑾̂|𝑿,𝑌 is also Gaussian distributed.  

 

Remember that we are trying to solve the optimization problem given by 𝒘̂MAP =
argmax
𝒘̂∈ℝ𝑝+1

𝑝𝑾̂|𝑿,𝑌(𝒘̂|𝑿, 𝒚) and the argument that maximizes a Gaussian distribution is its 

mean 𝝁, that is, 

 

𝒘̂MAP = 𝝁 

=
1

𝜎𝜖
2𝚲

−1𝑿T𝒚 

= (
𝜎𝜖
2

𝜎𝑾̂
2 𝐼𝑝+1 +𝑿

T𝑿)

−1

𝑿T𝒚. 

(5.4.18) 

As expected, if the data 𝑿 and 𝒚 is standardized (so that the intercept term can be 

ignored), then this is again equivalent to the ridge solution, see equation (5.4.19), for 

𝜆 ≡
𝜎𝜖
2

𝜎
𝑾̂
2 . However, unlike the point estimate due the MLE and/or MAP approach, 

Bayesian inference allows us to compute the distribution, i.e., the uncertainty, about 

the point estimate 𝒘̂MAP. 

5.4.1 Bayesian interpretation of weight-regularization 

Now, let us briefly discuss our result that, under certain conditions, Bayesian 

regression gives the same point estimate as ridge regression. To this end, let us 



 

Research and Data Centre Technical annotation to Cahier 2024-4  |  100 

observe that the prior 𝑝𝑾̂(𝒘̂) is responsible for the ridge constraint up to a constant 

because 

 ln(𝑝𝑾̂(𝒘̂)) ∝ −
1

2𝜎𝑾̂
2 ∑𝑤̂𝑖

2

𝑝

𝑖=0

. (5.4.20) 

The 𝜎𝑾̂
2  term governs how strongly we believe that each weight 𝑤̂𝑖 is centered around 

zero. Thus, when we strongly believe that 𝑤̂𝑖 is close to zero, 
1

2𝜎
𝑾̂
2  will have a relatively 

large value resulting in a relatively large penalty on the absolute values of 𝑤̂𝑖.  

 

Furthermore, suppose instead we use the Laplace prior with zero mean, that is, 

 

𝑝𝑾̂(𝒘̂) =∏
1

2𝜎𝑾̂
2 exp (−

|𝑤̂𝑖|

𝜎𝑾̂
2 )

𝑝

𝑖=0

 

= (
1

2𝜎𝑾̂
2 )

𝑝

exp(−
1

𝜎𝑾̂
2 ∑|𝑤̂𝑖|

𝑝

𝑖=0

). 

(5.4.21) 

Now, the contribution of the prior to the loss function is given by 

 ln(𝑝𝑾̂(𝒘̂)) ∝ −
1

𝜎𝑾̂
2 ∑|𝑤̂𝑖|

𝑝

𝑖=0

, (5.4.22) 

which is in fact the lasso constraint up to a constant when the intercept can be 

dropped due to standardization of 𝑿 and 𝒚. The variance 𝜎𝑾̂
2  plays a similar role for the 

Laplace distribution as for the Gaussian described above. 

 

In figure 5.8 we show both the Laplace and Gaussian distributions centered around 

zero for comparison. This shows that the Laplace has more mass around zero and 

wider tails than the Gaussian. Since the Laplace is more concentrated around zero with 

heavier tails, it will more likely result in some zero-valued weights and some weights 

with a large absolute value, whereas the Gaussian will more likely result in weights 

that are not exactly zero but also not very large. This is the Bayesian interpretation of 

lasso and ridge regression. 

Figure 5.8 Comparing Laplace (red) and Gaussian (blue) distribution 
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5.5 Logistic regression 

In previous sections we discussed various linear regression models to make predictions 

for continuous target variables. However, in some applications the range of the target 

variable is limited, e.g. when the target variable is categorical or has a binary outcome 

(either 1 or 0) or finite multiple discrete outcomes. For these types of problems, the 

linear regression model cannot be used. In this section we will discuss the logistic 

regression model (also known as the logit model). In section 5.4.1 we will focus on the 

binary case. In sections 5.4.2 and 5.4.3 respectively we will discuss the multivariate 

version of the logistic regression model (multinomial logistic regression) and the case 

where the outcomes have a particular order (ordered logistic regression).  

5.5.1 Binomial logistic regression 

In this section, we will discuss the binomial logistic regression model which is a type of 

binary choice model where the random variable Y can take on two possible values, 

which for example may be labelled 0 and 1. If we would use the standard linear 

regression model then its output values will be non-binary most of the time. Binary 

choice models use a function that maps input values to the range [0,1] such that the 

outcome can be interpreted as a probability. Logical candidates for such a function are 

cumulative distribution functions of continuous random variables which have an ‘S-

shaped’ curve. The logistic regression model or logit model uses the so-called sigmoid 

function shown in figure 5.9 and is defined by:6 

 𝜎(𝒘̂ · 𝒙𝑖) =
𝑒𝒘̂·𝒙𝑖

1 + 𝑒𝒘̂·𝒙𝑖
=

1

𝑒−𝒘̂·𝒙𝑖 + 1
, (5.5.1) 

where 𝒘̂, 𝒙𝑖 ∈  ℝ
𝑝+1. For the logistic regression model this function represents the 

probability that a predicted value is 0 or 1, that is,  

 
Pr(𝑌 = 1|𝒙𝑖 , 𝒘̂) = 𝜎(𝒘̂ · 𝒙𝑖), 

Pr(𝑌 = 0|𝒙𝑖 , 𝒘̂) = 1 − 𝜎(𝒘̂ · 𝒙𝑖). 
(5.5.2) 

The estimated probability is used for the classification. For instance, if the probability 

that the binary target variable is 1 is greater than 50%, we will classify it as 1, 

otherwise we will classify it as 0. 

 
6  Another popular model in this area is the probit model. This model uses the normal distribution function as 

transformation function. But from an analytical viewpoint, the logit model is easier to work with than the 

probit model and the results are similar. 
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Figure 5.9 Sigmoid function 

 

The target variable 𝑌 is Bernoulli distributed with estimated success probability 

Pr(𝑌 = 1|𝒙𝑖 , 𝒘̂) and so the estimated probability mass function of this distribution can be 

expressed as 

 𝑝𝑌|𝑿,𝑾̂(𝑦𝑖|𝒙𝑖 , 𝒘̂) = 𝜎(𝒘̂ · 𝒙𝑖)
𝑦𝑖(1 − 𝜎(𝒘̂ · 𝒙𝑖))

1−𝑦𝑖
= {
𝜎(𝒘 · 𝒙𝑖)           if 𝑦𝑖 = 1

1 − 𝜎(𝒘 · 𝒙𝑖)   if 𝑦𝑖 = 0
. (5.5.3) 

The likelihood function of an i.i.d. sample 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛  is then given by 

 ℓ(𝒘̂|𝑿, 𝒚) = 𝑝𝑌|𝑿,𝑾̂(𝒚|𝑿, 𝒘̂) =∏𝜎(𝒘̂ · 𝒙𝑖)
𝑦𝑖(1 − 𝜎(𝒘̂ · 𝒙𝑖))

1−𝑦𝑖

𝑛

𝑖=1

. (5.5.4) 

To deal with this multiplication, we will use the log-likelihood, that is 

 

ℓℓ(𝒘̂|𝑿, 𝒚) =∑(ln (𝜎(𝒘̂ · 𝒙𝑖)
𝑦𝑖(1 − 𝜎(𝒘̂ · 𝒙𝑖))

1−𝑦𝑖
))

𝑛

𝑖=1

 

=∑(𝑦𝑖 ln(𝜎(𝒘̂ · 𝒙𝑖)) + (1 − 𝑦𝑖) ln(1 − 𝜎(𝒘̂ · 𝒙𝑖)))

𝑛

𝑖=1

. 

(5.5.5) 

Remember that the loss function is the defined by 𝐿(𝒚, 𝒚̂) = −ℓℓ(𝒘̂|𝑿, 𝒚) which in this 

case corresponds to the (sample) cross-entropy function, see subsection 3.2.5 for 

more details. Taking the derivative with respect to 𝒘̂ and setting it to zero yields 

 

𝜕𝑤̂𝑘ℓℓ(𝒘̂|𝑿, 𝒚) = 𝜕𝑤̂𝑘 (∑(𝑦𝑖 ln(𝜎(𝒘̂ · 𝒙𝑖)) + (1 − 𝑦𝑖) ln(1 − 𝜎(𝒘̂ · 𝒙𝑖)))

𝑛

𝑖=1

) 

=∑(𝑦𝑖
𝜕𝑤̂𝑘𝜎(𝒘̂ · 𝒙𝑖)

𝜎(𝒘̂ · 𝒙𝑖)
+ (1 − 𝑦𝑖)

−𝜕𝑤̂𝑘𝜎(𝒘̂ · 𝒙𝑖)

1 − 𝜎(𝒘̂ · 𝒙𝑖)
)

𝑛

𝑖=1

 

=∑(𝜕𝑤̂𝑘𝜎(𝒘̂ · 𝒙𝑖) (
𝑦𝑖

𝜎(𝒘̂ · 𝒙𝑖)
−

1 − 𝑦𝑖
1 − 𝜎(𝒘̂ · 𝒙𝑖)

))

𝑛

𝑖=1

=
!
0. 

(5.5.6) 

It is not too difficult to show that, for any 𝑥 ∈ ℝ, the following identity holds 

 𝜕𝑥𝜎(𝑥) = 𝜎(𝑥)(1 − 𝜎(𝑥)) (5.5.7) 

and so 

 𝜕𝑤̂𝑘𝜎(𝒘̂ · 𝒙𝑖) = 𝜕𝒘̂·𝒙𝑖𝜎(𝒘̂ · 𝒙𝑖)𝜕𝑤̂𝑘(𝒘̂ · 𝒙𝑖) = 𝜎(𝒘̂ · 𝒙𝑖)(1 − 𝜎(𝒘̂ · 𝒙𝑖))𝑥𝑖𝑘 . (5.5.8) 
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Thus, the derivative of the log-likelihood becomes 

 

𝜕𝑤̂𝑘ℓℓ(𝒘̂|𝑿, 𝒚) =∑(𝜎(𝒘̂ · 𝒙𝑖)(1 − 𝜎(𝒘̂ · 𝒙𝑖))𝑥𝑖𝑘 (
𝑦𝑖

𝜎(𝒘̂ · 𝒙𝑖)
−

1 − 𝑦𝑖
1 − 𝜎(𝒘̂ · 𝒙𝑖)

))

𝑛

𝑖=1

 

=∑(𝑥𝑖𝑘(𝑦𝑖 − 𝜎(𝒘̂ · 𝒙𝑖)))

𝑛

𝑖=1

=
!
0. 

(5.5.9) 

Setting this derivative equal to zero leads to an optimization problem that cannot be 

solved analytically. Instead, it has to be approximated numerically, for instance, by 

using gradient descent.  

5.5.2 Multinomial logistic regression 

In this section we discuss multinomial logistic regression7, i.e. the case where the 

target feature can take on more than two, say 𝐾 + 1, possible values. For now we 

assume that there is no logical order of these outcomes. If one of the outcomes 

(usually labelled by 0) is used a benchmark or pivot then the log odds of 𝑌 being equal 

to 𝑘 relative to 𝑌 being equal to 0 can be modelled as a binary logistic regression: 

 ln (
Pr(𝑌 = 𝑘|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾)

Pr(𝑌 = 0|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾)
) = 𝒘̂𝑘 · 𝒙𝑖  ∀ 𝑘 = 1,… , 𝐾 (5.5.10) 

Rewriting this equation gives 

 Pr(𝑌 = 𝑘|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾) = Pr(𝑌 = 0|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾) 𝑒
𝒘̂𝒌·𝒙𝑖  ∀ 𝑘 = 1,… , 𝐾 (5.5.11) 

All probabilities should sum to 1 so 

 

1 = ∑Pr(𝑌 = 𝑘|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾)

𝐾

𝑘=0

= Pr(𝑌 = 0|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾) +∑Pr(𝑌 = 𝑘|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾)

𝐾

𝑘=1

 

= Pr(𝑌 = 0|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾) +∑Pr(𝑌 = 0|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾) 𝑒
𝒘̂𝑘·𝒙𝑖

𝐾

𝑘=1

 

= Pr(𝑌 = 0|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾) (1 +∑𝑒𝒘̂𝑘·𝒙𝑖

𝐾

𝑘=1

) 

(5.5.12) 

such that 

 Pr(𝑌 = 0|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾) =
1

1 + ∑ 𝑒𝒘̂𝑘·𝒙𝑖𝐾
𝑘=1

. (5.5.13) 

Substituting into equation (5.5.14) gives 

 Pr(𝑌 = 𝑘|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾) =
𝑒𝒘̂𝑘·𝒙𝑖

1 + ∑ 𝑒𝒘̂𝑗·𝒙𝑖𝐾
𝑗=1

 ∀ 𝑘 = 1,… , 𝐾. (5.5.15) 

Note that these quantities are proper probabilities as they are larger than zero, smaller 

than one and sum to one. The above two equations can also be written as one 

equation  

 Pr(𝑌 = 𝑘|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾) =
𝑒𝒘̂𝑘·𝒙𝑖

∑ 𝑒𝒘̂𝑗·𝒙𝑖𝐾
𝑗=0

 ∀ 𝑘 = 0,… , 𝐾. (5.5.16) 

where 𝒘̂0 ≡ 𝟎. 

 

For the multivariate case the likelihood function is 

 
7  Other names for multinomial logistic regression are polytomous logistic regression, multiclass logistic 

regression, softmax regression, multinomial logit, the maximum entropy classifier, and the conditional 

maximum entropy model. 
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ℓ(𝒘̂1, … , 𝒘̂𝐾|𝑿, 𝒚) = 𝑝𝑌|𝑿,𝑾̂(𝒚|𝑿, 𝒘̂1, … , 𝒘̂𝐾)

=∏∏Pr(𝑌 = 𝑘|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾)
𝐼(𝑌=𝑘)

𝐾

𝑘=0

𝑛

𝑖=1

 
(5.5.17) 

where 𝐼 is an indicator function which is equal to 1 if 𝑌 = 𝑘 and zero elsewhere. The 

log-likelihood is 

 ℓℓ(𝒘̂1, … , 𝒘̂𝐾|𝑿, 𝒚) =∑∑𝐼(𝑌 = 𝑘) ln(Pr(𝑌 = 𝑘|𝒙𝑖 , 𝒘̂1, … , 𝒘̂𝐾))

𝐾

𝑘=0

𝑛

𝑖=1

 (5.5.18) 

and maximization of the log-likelihood for the multinomial logistic regression model is 

done in a similar way as for the binary case. Note that if 𝐾 = 1, the binary case 

reappears. Thus, the binary logit model is a special case of the multinomial logit 

model. 
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Box 5.6 Example of a logistic regression model 

Let us again model the data that is discussed in appendix 13.6. We first divide the 

data into training and test data. We set aside 20% of our data for the test set using 

stratified sampling. Next, we want to use cross-validation to find the best 

hyperparameter values of the model, which are: 

 

• The magnitude of the penalty, denoted by 𝜆 in equation (5.3.3).  

• The balance between the lasso and ridge penalty, denoted by 𝛼 in equation 

(5.3.3). 

• A binary hyperparameter that determines if we train the model using multinomial 

log-likelihood shown in equation (5.5.17) or the one-vs-rest method to account 

for the multi-class target variable. 

 

We have chosen to always include an intercept for computational efficiency. Next we 

specify a range of predefined values for 𝜆 and 𝛼, and train a model for each possible 

combination of the three parameter values. Each model is evaluated using the 𝑘-fold 

cross-validation method with 𝑘 = 5 and each fold is again sampled using stratified 

sampling. The models are evaluated using the average AUC-ROC score computed 

using the one-vs-rest approach. We have chosen the AUC-ROC metric because the 

data is imbalanced (and so the accuracy metric is not very useful) but False Positives 

are as costly as False Negatives (and so the AUC-PR metric is not preferred). Next, 

we train the logistic model with the optimum hyperparameter values using the entire 

training set to obtain the final model. Applying this to the test set yields an AUC-ROC 

score of 0.75. The one-vs-rest ROC curves are plotted below. 
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Box 5.6 continued 
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Box 5.6 continued 

5.5.3 Ordered logistic regression 

In the ordered logistic regression model the target feature is an ordinal variable with 

scale 0,1,… , 𝐾, i.e., 𝑌 can take on 𝐾 + 1 possible values and there is a logical ordering in 

these values. In this section we discuss a latent variable approach to explain this 

model. Suppose that the outcome 𝑌 is determined by an unobserved/latent process 𝑍 

as follows:  

 

𝑌 = 0 if 𝑍 ≤ 𝜇0          
𝑌 = 1 if 𝜇0 < 𝑍 ≤ 𝜇1
𝑌 = 2 if 𝜇1 < 𝑍 ≤ 𝜇2

⋮
𝑌 = 𝐾 if 𝜇𝐾−1 < 𝑍    

 (5.5.19) 

with 𝑍 = 𝒘 ⋅ 𝑿 + 𝜖 where 𝜖 is i.i.d. If 𝜇−1 is defined as −∞ and 𝜇𝐾 as +∞, then the above 

can be written as  

 𝑌 = 𝑘 if 𝜇𝑘−1 < 𝑍 ≤ 𝜇𝑘  ∀ 𝑘 = 0,… , 𝐾. (5.5.20) 

Note that if 𝜖 is distributed according to the cumulative distribution function (CDF) 𝑃𝜖, 

then for any 𝑧 ∈ ℝ 

 

Pr(𝑍 ≤ 𝑧|𝒙𝑖 , 𝒘) = Pr(𝒘 · 𝑿 + 𝜖 ≤ 𝑧|𝒙𝑖 , 𝒘)

= Pr(𝜀 ≤ 𝑧 − 𝒘 · 𝑿|𝒙𝑖 , 𝒘)

= 𝑃𝜖(𝑧 − 𝒘 · 𝒙𝑖). 

(5.5.21) 

Therefore it follows that 

 

Pr(𝑌 = 𝑘|𝒙𝑖 , 𝒘, 𝝁) = Pr(𝜇𝑘−1 < 𝑍 ≤ 𝜇𝑘|𝒙𝑖 , 𝒘, 𝝁)

= Pr(𝑍 ≤ 𝜇𝑘|𝒙𝑖 , 𝒘, 𝝁) − Pr(𝑍 ≤ 𝜇𝑘−1|𝒙𝑖 , 𝒘, 𝝁)

= 𝑃𝜖(𝜇𝑘 −𝒘 · 𝒙𝑖) − 𝑃𝜖(𝜇𝑘−1 −𝒘 · 𝒙𝑖), 
(5.5.22) 

where 𝝁 = (𝜇0, 𝜇1, … , 𝜇𝐾)
T. If the CDF of 𝑃𝜖 is equal to the sigmoid function, then this 

equation can be written as  
  

Since we are interested in the aggregated results only, we also plot a bar chart of 

the number of observed and predicted instances of each target class. 
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 Pr(𝑌 = 𝑘|𝒙,𝒘, 𝝁) = 𝜎(𝜇𝑘 −𝒘 · 𝒙) − 𝜎(𝜇𝑘−1 −𝒘 · 𝒙). (5.5.23) 

Again we have that the likelihood function is 

 ℓ(𝒘̂, 𝝁̂|𝑿, 𝒚) = 𝑝𝑌|𝑿,𝚯̂(𝒚|𝑿, 𝒘̂, 𝝁̂) =∏∏Pr(𝑌 = 𝑘|𝒙𝑖 , 𝒘̂, 𝝁̂)
𝐼(𝑌=𝑘)

𝐾

𝑘=0

𝑛

𝑖=1

 (5.5.24) 

and the log-likelihood therefore is 

 ℓℓ(𝒘̂, 𝝁̂|𝑿, 𝒚) =∑∑𝐼(𝑌 = 𝑘) ln(Pr(𝑌 = 𝑘|𝒙𝑖 , 𝒘̂, 𝝁̂))

𝐾

𝑘=0

𝑛

𝑖=1

 (5.5.25) 

and estimation of the ordered logistic regression model is again done by maximizing 

the log-likelihood. 

5.6 Naïve Bayes 

The so-called Naïve Bayes algorithm is a classification technique that is inspired by 

Bayes Theorem. Let us start of by building a predictive model that computes the 

posterior probabilities of all the levels of the discrete target variable 𝑌 conditioned on 

the 𝑖th observed explanatory variables 𝑿 = 𝒙𝑖, and returns the target level 

corresponding to the maximum probability. Mathematically, that can be expressed as 

 

𝑦̂MAP = argmax
𝑦̂∈range(𝑌)

Pr(𝑌̂ = 𝑦̂|𝑿 = 𝒙𝑖) 

= argmax
𝑦̂∈range(𝑌)

Pr(𝑿 = 𝒙𝑖|𝑌̂ = 𝑦̂) Pr(𝑌̂ = 𝑦̂)

Pr(𝑿 = 𝒙𝑖)
 

= argmax
𝑦̂∈range(𝑌)

Pr(𝑿 = 𝒙𝑖|𝑌̂ = 𝑦̂) Pr(𝑌̂ = 𝑦̂), 

(5.6.1) 

where we dropped the normalization constant in the last line since we are only 

interested in the argmax. We can see that as the number of independent variables 

grows, the number of potential conditioning events grows. In other words, this model 

tends to suffer from the curse of dimensionality. 

 

When we make the naïve assumption (hence the name) that the observations of the 𝑝 

input variables are statistically independent, then the model can be expressed as 

 𝑦̂MAP = argmax
𝑦̂∈range(𝑌)

Pr(𝑌̂ = 𝑦̂)∏Pr(𝑋𝑗 = 𝑥𝑖𝑗|𝑌̂ = 𝑦̂)

𝑝

𝑗=1

. (5.6.2) 

This is the Naïve Bayes classifier. One way to learn Pr(𝑌̂ = 𝑦̂) and ∏ Pr(𝑋𝑗 = 𝑥𝑖𝑗|𝑌̂ = 𝑦̂)
𝑝
𝑗=1  

is to estimate them from the training data. 

 

Despite the simplifying assumption of conditional independence between the 

explanatory variables, the Naïve Bayes algorithm has been found to be surprisingly 

accurate across a large range of domains. This is partly because we are only interested 

in the relative size for the different target levels, not the true probability. 

5.7 Nearest neighbors  

The k-nearest neighbors (KNN) algorithm is a non-parametric supervised method 

which uses the concept of distance to make classifications or predictions. Although it 

can be used for regression problems, it is typically used for classification problems. 
The most commonly used distance for two observations 𝒙𝑖 and 𝒙𝑗 of some continuous 

random vector 𝑿 = (𝑋1, 𝑋2, … , 𝑋𝑝)
⊤
 is the Euclidean distance 
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 dist(𝒙𝑖 , 𝒙𝑗) = √∑(𝑥𝑗𝑘 − 𝑥𝑖𝑘)
2

𝑝

𝑘=1

. (5.7.1) 

Another popular measure is the Manhattan distance  

 dist(𝒙𝑖 , 𝒙𝑗) = ∑|𝑥𝑗𝑘 − 𝑥𝑖𝑘|

𝑝

𝑘=1

, (5.7.2) 

which reduces the influence of outliers compared to the Euclidean distance. 

 

To be specific, the KNN algorithm is given by: 

 

• Input: Training set 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛 , parameter 𝑘, distance dist on input 𝑿 =

(𝑋1, 𝑋2, … , 𝑋𝑝)
⊤
 and input 𝒙∗ ∈ range(𝑿). 

• For 𝑖 = 1,2,… 𝑛: 

• 𝑑𝑖 ← dist(𝒙∗, 𝒙𝑖)  

• Find and store indices 𝑖1, 𝑖2, … , 𝑖𝑘 of the 𝑘 smallest entries in the array of 𝑑𝑖’s. 

• For classification, we perform plurality voting with arbitrary tie breaker; for 

regression, we perform averaging. 

Box 5.7 Example: estimation and forecasting with nearest neighbours  

 
  

The model in example 2.1 is the starting point: 

 ∆ ln (
𝑌ℎ,𝑡
𝑃𝑂𝑃𝑡

) =  ∑𝛾𝑗  ∆ ln (
𝑋𝑗,𝑡

𝑃𝑂𝑃𝑡
)

9

𝑗=1

+ 𝜀𝑡 , (5.7.3) 

To forecasts Y we search our training set for Y with similar features as the Y in our 

test set, under the assumption that similar features will lead to similar outcomes. In 

this case ‘similar’ is measured by the Euclidian distance: 

 
dist(𝑿𝑡, 𝑿𝑚) = √∑(∆ ln(

𝑋𝑗,𝑡
𝑃𝑂𝑃𝑡

) − ∆ ln(
𝑋𝑗,𝑚
𝑃𝑂𝑃𝑚

))

2

 

9

𝑘=1

 

∀𝑡 ∈ {1979,… , 2015}, ∀𝑚 ∈ {2016,… , 2019}. 

(5.7.4) 

Because the analysis is performed on the transformed data there are no temporal 

dependencies and for each year in the test set (2016-2019) the Euclidian distance of 

the features may be calculated. Then ∆ ln (
𝑌ℎ,𝑚

𝑃𝑂𝑃𝑚
) is forecasted by calculating the 

average over the ∆ ln (
𝑌ℎ,𝑡

𝑃𝑂𝑃𝑡
) in the training set with the k smallest Euclidian 

distances. Finally, the forecasts are transformed back to the original level. Note that 

if the same features are used for all types of crime, the Euclidian distances are the 

same for all types of crime. Table 5.5 shows the results for k=3. For example, the 

transformed features in 2000, 2006 and 2008 are very similar to the transformed 

features in 2016. By averaging over the transformed value of recorded crime for 

these years, we get a forecast for 2016. To get the forecast of the level of recorded 

crime the transformation is reversed. The forecasts are shown in figure 5.10. Note 

that the fit can be calculated by calculating the Euclidian distance for all observations 

in the training data set (i.e. m=1979,…,2015). 
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Table 5.5 Example: estimation and forecasting with nearest neighbours 

 

E
u

c
li
d

ia
n

 

d
is

ta
n

c
e
 

S
e
v
e
r
e
 

v
io

le
n

c
e
 

C
r
im

in
a
l 

d
a
m

a
g

e
s
 

a
n

d
 c

r
im

e
s
 

a
g

a
in

s
t 

p
u

b
li
c
 o

rd
e
r 

R
o
b

b
e
ry

 

T
r
a
ff

ic
 

c
r
im

e
s
 e

x
c
l.

 

d
r
iv

in
g

 

u
n

d
e
r
 

in
fl

u
e
n

c
e
 

Minimal distance compared to 2016      

2000 0.070 0.057 -0.002 0.065 -0.005 

2006 0.068 -0.025 0.015 -0.128 0.005 

2008 0.064 0.038 -0.045 -0.040 -0.039 

average   0.023 -0.011 -0.035 -0.013 

Minimal distance compared to 2017      

1998 0.065 -0.065 -0.013 0.012 0.091 

2007 0.061 -0.055 0.033 -0.061 0.036 

2008 0.083 0.038 -0.045 -0.040 -0.039 

average  -0.027 -0.008 -0.030 0.029 

Minimal distance compared to 2018      

1998 0.103 -0.065 -0.013 0.012 0.091 

1999 0.103 -0.181 0.048 0.183 0.126 

2007 0.074 -0.055 0.033 -0.061 0.036 

average  -0.100 0.022 0.045 0.084 

Minimal distance compared to 2019      

1985 0.043 -0.031 0.022 0.023 0.021 

2000 0.062 0.057 -0.002 0.065 -0.005 

2008 0.043 0.038 -0.045 -0.040 -0.039 

average  0.021 -0.008 0.016 -0.008 

Model selection criteria*      

In sample MAPE (1979-2015)  6.859 4.418 5.600 3.688 

In sample RMSE (1979-2015)  550.375 8,152.828 915.684 3,826.970 

Out of sample MAPE (2016-2019)  5.958 9.410 7.301 4.046 

Out of sample RMSE (2016-2019)  468.813 10,418.250 637.129 4,015.333 

Preferred model      

In sample MAPE (1979-2015)  KNN KNN KNN baseline 

In sample RMSE (1979-2015)  KNN KNN KNN baseline 

Out of sample MAPE (2016-2019)  baseline baseline baseline baseline 

Out of sample RMSE (2016-2019)  baseline baseline baseline KNN 

* Original level. 
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Figure 5.10 Example: actuals, fit and forecasts with nearest neighbours 

 

5.8 Discriminant Analysis 

In this section we will discuss Discriminant Analysis (DA) which is set of techniques for 

solving multi-classification problems depending on continuous independent variables. 

These methods have in common that they try to find a representation of the original 

continuous input data that maximizes the distance between the classes. The aim is to 

find a representation that optimally discriminates the classes to classify the input data. 

In the next two subsection, we will discuss two of the most common used methods: 

Linear Discriminant Analysis (LDA) and Quadratic Discriminant Analysis (QDA). 

5.8.1 Linear Discriminant Analysis 

To be specific, suppose our continuous independent features 𝑿 belong to 𝐶 different 

classes, that is, range(𝑌) = {𝑐1, 𝑐2, … , 𝑐𝐶}. In LDA, we take the Bayesian approach, that is, 

we use Bayes’ theorem to write 

 Pr(𝑌̂ = 𝑦̂|𝑿 = 𝒙) =
Pr(𝑿 = 𝒙|𝑌̂ = 𝑦̂) Pr(𝑌̂ = 𝑦̂)

Pr(𝑿 = 𝒙)
, (5.8.1) 

and then use the decision rule defined by 

 

𝑦̂ = argmax
𝑦̂∈{𝑐1,𝑐2,…,𝑐𝐶}

Pr(𝑌̂ = 𝑦̂|𝑿 = 𝒙) 

= argmax
𝑦̂∈{𝑐1,𝑐2,…,𝑐𝐶}

Pr(𝑿 = 𝒙|𝑌̂ = 𝑦̂) Pr(𝑌̂ = 𝑦̂)

Pr(𝑿 = 𝒙)
 

= argmax
𝑦̂∈{𝑐1,𝑐2,…,𝑐𝐶}

{ln(Pr(𝑿 = 𝒙|𝑌̂ = 𝑦̂)) + ln(Pr(𝑌̂ = 𝑦̂))}, 

(5.8.2) 

where we have dropped the normalization constant and taken the logarithm to simplify 

the expression without affecting the solution. The prior Pr(𝑌̂ = 𝑐𝑖) is usually estimated 
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as the proportion of training data belonging to 𝑐𝑖. However, finding an expression for 

Pr(𝑿 = 𝒙|𝑌̂ = 𝑐𝑖) is more involved. 

 

The main assumption of LDA is that the data belonging to each class 𝑐𝑖 is multivariate 

Gaussian distributed with a class specific mean 𝝁𝑖 but share the same covariance 

matrix Σ. Mathematically, this assumption can be expressed as, 

 Pr(𝑿 = 𝒙|𝑌̂ = 𝑐𝑖) = 𝒩(𝒙|𝝁𝑖 , Σ) ∀𝑖 = 1,… , 𝐶, (5.8.3) 

where 𝒩(𝒙|𝝁𝑖 , Σ) denotes the distribution function of the Gaussian distribution 𝒩(𝝁𝑖 , Σ), 

that is, 

 
𝒩(𝒙|𝝁, Σ) =

exp(−
1
2
(𝒙 − 𝝁)⊤Σ−1(𝒙 − 𝝁))

√2𝜋 det(Σ)
. 

(5.8.4) 

Observe that since the shape of the Gaussian distribution is governed by the 

covariance matrix, we have assumed that the distributions for each class share the 

same shape but are located at different positions in the feature space. With this 

assumption, the equation above becomes 

 

𝑦̂ = argmax
𝑦̂∈{𝑐1,𝑐2,…,𝑐𝐶}

{−
1

2
(𝒙 − 𝝁𝑖)

⊤Σ−1(𝒙 − 𝝁𝑖) + ln(Pr(𝑌̂ = 𝑦̂))} 

= argmax
𝑦̂∈{𝑐1,𝑐2,…,𝑐𝐶}

{𝒙⊤Σ−1𝝁𝑖 −
1

2
𝝁𝑖
⊤Σ−1𝝁𝑖 + ln(Pr(𝑌̂ = 𝑦̂))}, 

(5.8.5) 

where we have used the symmetry property of the covariance matrix to get to the 

second line. Thus, an observation will be classified as the class that results in the 

largest value of the linear optimization function in 𝒙, which is why it is called Linear 

Discriminate Analysis. 

 

To solve this problem, suppose our sample is 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛 . Then let 𝒟𝑖 denote the 

subset that contains all the training observations belonging to class 𝑐𝑖, i.e., 𝒟𝑖 =

{(𝒙𝑗 , 𝑦𝑗)|𝑗 ∈ {1, … , 𝑛} ∩ 𝑦𝑗 = 𝑐𝑖}, and let 𝑛𝑖 denotes the size of 𝒟𝑖, i.e., 𝑛𝑖 = |𝒟𝑖|. 

We estimated the mean of each class 𝑐𝑖 with the sample mean 𝒙̅𝑖 =
1

𝑛𝑖
∑ 𝒙𝑗𝒙𝑗∈𝒟𝑖 , and the 

shared covariance matrix is estimated by taking the weighted average of each sample 

covariance matrix 𝑆𝑖 =
1

𝑛𝑖−1
∑ (𝒙𝑗 − 𝒙̅𝑖)(𝒙𝑗 − 𝒙̅𝑖)

⊤
𝒙𝑗∈𝒟𝑖  of class 𝑐𝑖 weighted by 𝑛𝑖 − 1, that is, 

 Σ̂ =
∑ (𝑛𝑖 − 1)𝑆𝑖
𝐶
𝑖=1

∑ (𝑛𝑖 − 1)
𝐶
𝑖=1

=
1

𝑛 − 𝐶
∑ ∑ (𝒙𝑗 − 𝒙̅𝑖)(𝒙𝑗 − 𝒙̅𝑖)

⊤

𝒙𝑗∈𝒟𝑖

𝐶

𝑖=1

, (5.8.6) 

which is known as the pooled variance matrix.  

5.8.2 Quadratic Discriminant Analysis 

With QDA, we again assume that the class conditional distributions are Gaussian but 

now we do not assume that each class shares the same covariance matrix. In other 

words, QDA assumes that the data of each class 𝑐𝑖 is multivariate Gaussian distributed 

with class specific mean 𝝁𝑖 and covariance matrix Σ𝑖, that is, 

 Pr(𝑿 = 𝒙|𝑌̂ = 𝑐𝑖) = 𝒩(𝒙|𝝁𝑖 , Σ𝑖). (5.8.7) 

Therefore, equation (5.8.2) becomes 

 

𝑦̂ = argmax
𝑦̂∈{𝑐1,𝑐2,…,𝑐𝐶}

{−
1

2
(𝒙 − 𝝁𝑖)

⊤Σ𝑖
−1(𝒙 − 𝝁𝑖) −

1

2
ln(det(Σ𝑖)) + ln(Pr(𝑌̂ = 𝑦̂))} 

= argmax
𝑦̂∈{𝑐1,𝑐2,…,𝑐𝐶}

{−
1

2
𝒙⊤Σ𝑖

−1𝒙 + 𝒙⊤Σ𝑖
−1𝝁𝑖 −

1

2
𝝁𝑖
⊤Σ𝑖

−1𝝁𝑖 −
1

2
ln(det(Σ𝑖))

+ ln(Pr(𝑌̂ = 𝑦̂))}. 

(5.8.8) 

So to compute the QDA classifier, we must take sample estimates for 𝝁𝑖, Σ𝑖 and 

Pr(𝑌̂ = 𝑐𝑖) for every class 𝑐𝑖, and substitute them in the above equation. Now the 
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optimization function is quadratic in 𝒙, and so it is called Quadratic Discriminant 

Analysis.  

 

In the context of the bias-variance trade, the QDA method is more complex than LDA 

since QDA estimates a separate covariance matrix for each class. Therefore, the 

variance of the LDA model is low compared to QDA. However, when the assumption 

that all classes share the same covariance matrix is violated, LDA will tend to have a 

high bias compared to QDA. As a result, LDA tends to perform better when the size of 

the training sample is relatively small because reducing variance will be very important 

(increasing the sample size will result in a more consistent model). On the other hand, 

when the size of the training sample is large or when the simplifying assumption used 

in LDA is strongly violated, then QDA tends to outperform LDA. 

5.9 Support vector machines 

The support vector machine (SVM) algorithm is a supervised linear classifier that finds 

the optimal hyperplane for linear separable patterns. Suppose we have an observed 

data set 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛  describing a binary classification problem labelled by the values 

−1 and 1, that is, 𝑦𝑖 ∈ {−1,+1} ∀𝑖 = 1,… , 𝑛. In general, if the set {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛  is linearly 

separable, there are infinitely many separating hyperplanes. A natural question to ask 

is: what is the definition of the best separating hyperplane? According to the SVM 

method it is the one that maximizes the distance to the closest data points from both 

classes. The distance between a given hyperplane and the closest data point is called 

the margin, and so the goal of SVM is to find the hyperplane that maximizes the 

margin on both sides. 

5.9.1 Maximal margin classifier 

A hyperplane in the feature space is defined as ℋ = {𝒙|𝒘̂ ⋅ 𝒙 + 𝑤̂0 = 0}, where 𝑤̂0 ∈ ℝ and 

𝒘̂, 𝒙 ∈ ℝ𝑝. For any two points 𝒙′, 𝒙′′ ∈ ℋ, we have that 𝒘̂ ⋅ (𝒙′ − 𝒙′′) = 0 and so 𝒘̂ is the 

normal vector to the hyperplane ℋ. Let us focus on some data point 𝒙𝑖 and let 𝒅𝑖 be 

the vector from ℋ to 𝒙𝑖 of minimum length and 𝒙𝑃 be the projection of 𝒙𝑖 onto ℋ, see 

figure 5.11. It then follows that 𝒙𝑃 = 𝒙𝑖 − 𝒅𝑖. Since 𝒅𝑖 is parallel to 𝒘̂, there always 

exists some 𝛼 ∈ ℝ such that 𝒅𝑖 = 𝛼𝒘̂. Furthermore, by definition, 𝒙𝑃 ∈  ℋ and so 𝒘̂ ⋅ 𝒙𝑃 +

𝑤̂0 = 0. Combining these ingredients allows us to write 

 

0 = 𝒘̂ ⋅ 𝒙𝑃 + 𝑤̂0 = 𝒘̂ ⋅ (𝒙𝑖 − 𝒅𝑖) + 𝑤̂0 = 𝒘̂ ⋅ (𝒙𝑖 − 𝛼𝒘̂) + 𝑤̂0 

⇒ 𝛼 =
𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0
𝒘̂ ⋅ 𝒘̂

 

⇒ ||𝒅𝑖|| = |𝛼|√𝒘̂ ⋅ 𝒘̂ =
|𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0|

√𝒘̂ ⋅ 𝒘̂
 

(5.9.1) 
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Figure 5.11 A hyperplane in 2D feature space near a data point 

 
Now let 𝛾 denoted the margin, i.e., the distance from the given hyperplane ℋ to the 

closest data point of the data set. Mathematically, this can be expressed as 

 𝛾(𝑤̂0, 𝒘̂) = min
𝑖∈{1,…,𝑛}

||𝒅𝑖|| = min
𝑖∈{1,…,𝑛}

|𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0|

√𝒘̂ ∙ 𝒘̂
. (5.9.2) 

Note that both the margin and the hyperplane are scale invariant, that is  

 𝛾(𝜆𝑤̂0, 𝜆𝒘̂) = 𝛾(𝑤̂0, 𝒘̂) (5.9.3) 

and 

 0 = 𝒘̂ ⋅ 𝒙 + 𝑤̂0 = 𝜆𝒘̂ ⋅ 𝒙 +  𝜆𝑤̂0 (5.9.4) 

for any 𝜆 ∈ ℝ ∖ {0}. 

 

Remember that the goal of the SVM technique is to find a hyperplane that maximizes 

the margin 𝛾 on both sides. This implies that the hyperplane must lie right in the 

middle of the two classes, that is, 𝛾 must be the distance to the closest point within 

both classes. Therefore, we know that there must exist some 𝜂 ∈ ℝ such that 

 𝒘̂ ⋅ 𝒙 + 𝑤̂0 = 𝜂 (5.9.5) 

and 

 𝒘̂ ⋅ 𝒙 + 𝑤̂0 = −𝜂. (5.9.6) 

For convenience, we use the aforementioned scale invariability of the hyperplane and 

its margins to transform the data such that 𝜂 = 1 and so 

 𝒘̂ ⋅ 𝒙 + 𝑤̂0 = 1 (5.9.7) 

and 

 𝒘̂ ⋅ 𝒙 + 𝑤̂0 = −1. (5.9.8) 

Now the margin can be written as 

 𝛾(𝑤̂0, 𝒘̂) = min
𝑖∈{1,…,𝑛}

|𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0|

√𝒘̂ ∙ 𝒘̂
=

1

√𝒘̂ ∙ 𝒘̂
. (5.9.9) 

For mathematical convenience, observe that 𝑦𝑖 satisfies the following relation because 

we assume the every point in the training data is classified correctly 
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 𝑦𝑖 = {
+1, if  𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0 ≥ 1
−1, if  𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0 ≤ −1

. (5.9.10) 

Thus, the constraints are now such that all the training data {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛  must satisfy the 

single equation 

 (𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0)𝑦𝑖 ≥ 1 ∀ 𝑖 = 1,… , 𝑛. (5.9.11) 

The goal of the SVM method to find the hyperplane that maximizes the margin subject 

to the constraint that all data points must lie on the correct side of the hyperplane, 

that is,  

 max
𝑤̂0,𝒘̂

𝛾(𝑤̂0, 𝒘̂)  s. t. (𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0)𝑦𝑖 ≥ 1 ∀ 𝑖 = 1,… , 𝑛. (5.9.12) 

Using our expression for the margin, see equation (5.9.13), we can write 

 max
𝑤̂0,𝒘̂

𝛾(𝑤̂0, 𝒘̂) = max
𝒘̂

1

√𝒘̂ ∙ 𝒘̂
= min

𝒘̂
√𝒘̂ ∙ 𝒘̂ = min

𝒘̂
𝒘̂ ∙ 𝒘̂. (5.9.14) 

The optimization problem can therefore be expressed as 

 min
𝒘̂
𝒘̂ ∙ 𝒘̂  s. t. (𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0)𝑦𝑖 ≥ 1 ∀ 𝑖 = 1,… , 𝑛. (5.9.15) 

We can interpret this problem as follows: find the simplest hyperplane (where simpler 

means smaller 𝒘̂ ∙ 𝒘̂) such that all inputs lie at least 1 unit away from the hyperplane 

on the correct side. This optimization is called the primal problem and is guaranteed to 

have a global minimum. It can be solved efficiently with any so-called Quadratically 

Constrained Quadratic Program solver.  

5.9.2 The Kernel Trick 

One way to deal with data that is not linearly separable is to find a transformation 

from our original feature space to a higher dimensional space such that the data can 

be separated with a linear hyperplane in the new feature space, see figure 5.12 for 

illustrative purposes. However, this transformation and solving the SVM algorithm is 

often computationally very costly. To solve this problem, we will introduce the Kernel 

trick in this section. 

Figure 5.12 Projecting data to from 1D to 2D  

 

Before we discuss the Kernel trick, we first rewrite our optimization problem using a 

Lagrangian ℒ to gain more insight into the problem. For convex optimization problems, 

the solution of the primal problem described in the previous section is the same as the 

solution to the Lagrangian dual problem defined by 
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 ℒ(𝑤̂0, 𝒘̂, 𝜶) =
1

2
𝒘̂ ∙ 𝒘̂ −∑𝛼𝑖

𝑛

𝑖=1

((𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0)𝑦𝑖 − 1), (5.9.16) 

where 𝛼𝑖 ≥ 0 are known as the Lagrange multipliers and factor 
1

2
 is for mathematical 

convenience. This formulation allows us to optimize the Lagrangian without explicitly 

thinking about the constraints anymore. 

 

To this end, observe that  

 ∇𝒘̂ℒ(𝑤̂0, 𝒘̂, 𝜶) = 𝒘̂ −∑𝛼𝑖

𝑛

𝑖=1

𝑦𝑖𝒙𝑖 =
!
𝟎 ⇒ 𝒘̂ =∑𝛼𝑖

𝑛

𝑖=1

𝑦𝑖𝒙𝑖 (5.9.17) 

and  

 𝜕𝑤̂0ℒ(𝑤̂0, 𝒘̂, 𝜶) = −∑𝛼𝑖

𝑛

𝑖=1

𝑦𝑖 =
!
0 ⇒∑𝛼𝑖

𝑛

𝑖=1

𝑦𝑖 = 0. (5.9.18) 

Substituting the first constraint back in the original Lagrangian yields 

 

ℒ(𝑤̂0, 𝜶) =
1

2
(∑𝛼𝑖

𝑛

𝑖=1

𝑦𝑖𝒙𝑖) ∙ (∑𝛼𝑗

𝑛

𝑗=1

𝑦𝑗𝒙𝑗) −∑𝛼𝑖

𝑛

𝑖=1

𝑦𝑖𝒙𝑖 ⋅ (∑𝛼𝑗

𝑛

𝑗=1

𝑦𝑗𝒙𝑗)

− 𝑤̂0∑𝛼𝑖𝑦𝑖

𝑛

𝑖=1

+∑𝛼𝑖

𝑛

𝑖=1

 

= −
1

2
∑∑𝛼𝑖𝛼𝑗𝑦𝑖𝑦𝑗

𝑛

𝑗=1

𝒙𝑖 ⋅ 𝒙𝑗

𝑛

𝑖=1

− 𝑤̂0∑𝛼𝑖𝑦𝑖

𝑛

𝑖=1

+∑𝛼𝑖

𝑛

𝑖=1

. 

 

(5.9.19) 

Now, using the second constraint, the Lagrangian becomes  

 ℒ(𝜶) =∑𝛼𝑖

𝑛

𝑖=1

−
1

2
∑∑𝛼𝑖𝛼𝑗𝑦𝑖𝑦𝑗

𝑛

𝑗=1

𝒙𝑖 ⋅ 𝒙𝑗

𝑛

𝑖=1

 (5.9.20) 

and the dual problem becomes 

 max
𝜶
(∑𝛼𝑖

𝑛

𝑖=1

−
1

2
∑∑𝛼𝑖𝛼𝑗𝑦𝑖𝑦𝑗

𝑛

𝑗=1

𝒙𝑖 ⋅ 𝒙𝑗

𝑛

𝑖=1

)  s. t.∑𝛼𝑖

𝑛

𝑖=1

𝑦𝑖 = 0. (5.9.21) 

This optimization problem can be solved with gradient descent method. Furthermore, 

an important observation for the kernel trick is that the dual problem depends on the 

inner products of the training data. Finally, the only non-zero Lagrange multipliers 

correspond to the so-called support vectors 𝒙𝑖 that satisfy (𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0)𝑦𝑖 = 1. 

 

Now, remember that our original target space is 𝑝-dimensional. Let us then consider a 

transformation 𝜙:ℝ𝑝 → ℝ𝑚 where 𝑚 > 𝑝. Since the linear classifier, see equation 

(5.9.22), is dependent on the dot product between 𝒙𝑖 and 𝒙𝑗, in the new 𝑚-dimensional 

space it will be dependent on the dot product between these transformed vectors 𝜙(𝒙𝑖) 

and 𝜙(𝒙𝑗). This dot product will be computationally very costly. The exact mathematics 

is beyond the scope of this article, but it turns out that there exists functions, known 

as kernels, that satisfy the following condition 

 𝐾(𝒙𝑖 , 𝒙𝑗) = 𝜙(𝒙𝑖) ⋅ 𝜙(𝒙𝑗). (5.9.23) 

Using kernel functions, the optimization problem can now be written as 

 max
𝜶
(∑𝛼𝑖

𝑛

𝑖=1

−
1

2
∑∑𝛼𝑖𝛼𝑗𝑦𝑖𝑦𝑗

𝑛

𝑗=1

𝐾(𝒙𝑖 , 𝒙𝑗)

𝑛

𝑖=1

)  s. t.∑𝛼𝑖

𝑛

𝑖=1

𝑦𝑖 = 0. (5.9.24) 

Therefore, we see that the kernel functions allow us to solve the optimization problem 

without requiring an explicit form of the transformation 𝜙. Some commonly used 

kernel functions are: 
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• polynomial: 𝐾(𝒙𝑖 , 𝒙𝑗) = (1 + 𝒙𝑖 ⋅ 𝒙𝑗)
𝑝
; 

• Gaussian: 𝐾(𝒙𝑖 , 𝒙𝑗) = exp (−
(𝒙𝑖−𝒙𝑗)⋅(𝒙𝑖−𝒙𝑗)

2𝜎2
), where 𝜎 is some chosen spread. 

5.9.3 SVM with a soft-margin 

A different way to deal with data that is not linearly separable is to use so-called soft 

margins, which allows for misclassifications to happen. Furthermore, even if the 

training data is linearly separable, the SVM algorithm is sensitive to outliers and can be 

made more robust by allowing soft margins. To this end, we introduce so-called slack 

variables 𝜉𝑖 ≥ 0 for every training data point (𝒙𝑖 , 𝑦𝑖) as a measure of misclassification of 

the data point. When the margin is violated, they pay a linear penalty in the following 

way: 

 

• 𝜉𝑖 = 0: when the data point is correctly classified and does not violate the margin; 

• 0 < 𝜉𝑖 < 1: when the data point is violating the margin but is still correctly being; 

classified, that is, the data point is on the correct side of the separating hyperplane 

but is inside the margin; 

• 𝜉𝑖 = 1: when the data point lies exactly on the separating hyperplane; 

• 𝜉𝑖 > 1: when the data point is on the wrong side of the separating hyperplane. 

 

To capture this idea mathematically, let us introduce the so-called hinge loss function 

 𝜉𝑖 = max(0, 1 − (𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0)𝑦𝑖). (5.9.25) 

Then, we modify the constraint discussed at the end of section 5.8.1 to 

 (𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0)𝑦𝑖 ≥ 1 − 𝜉𝑖  ∀ 𝑖 = 1,… , 𝑛. (5.9.26) 

To prevent abuse of the slack terms, we penalize it by adding a loss term to the 

optimization problem, that is,  

 min
𝑤0,𝒘,𝝃

(𝒘̂ ∙ 𝒘̂ + 𝐶∑𝜉𝑖

𝑛

𝑖=1

)  s. t. (𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0)𝑦𝑖 ≥ 1 − 𝜉𝑖  and 𝜉𝑖 ≥ 0 ∀ 𝑖 = 1,… , 𝑛, (5.9.27) 

where 𝐶 > 0 is a scalar regularization parameter that makes the model more complex 

when it becomes larger and can be selected via cross-validation. 

 

Intuitively, the further a data point (𝒙𝑖 , 𝑦𝑖) penetrates the margin, the more it gets 

penalized by the slack variable 𝜉𝑖. The aim is to make the margin as wide as possible 

but also to minimize the penalty incurred by the slack variables. If we choose 𝐶 to be a 

small value, it means we are allowing 𝜉𝑖 to become larger and so we allow a wider 

margin. On the other hand, if 𝐶 is set to a large value, we are not willing to incur a 

large penalty and so we will have a smaller margin. When 𝐶 tends to infinity, the soft-

margin SVM classifier becomes the hard-margin SVM classifier. 

 

To solve this problem, we write the Lagrangian with the two constraints as 

 ℒ(𝑤̂0, 𝒘̂, 𝝃, 𝜶, 𝜷) =
1

2
𝒘̂ ∙ 𝒘̂ + 𝐶∑𝜉𝑖

𝑛

𝑖=1

−∑𝛼𝑖((𝒘̂ ⋅ 𝒙𝑖 + 𝑤̂0)𝑦𝑖 − 1 + 𝜉𝑖)

𝑛

𝑖=1

−∑𝛽𝑖

𝑛

𝑖=1

𝜉𝑖 , (5.9.28) 

where 𝛼𝑖 ≥ 0 and 𝛽𝑖 ≥ 0. This can be rewritten as 

 

ℒ(𝑤̂0, 𝒘̂, 𝝃, 𝜶, 𝜷) =
1

2
𝒘̂ ∙ 𝒘̂ −∑𝛼𝑖𝑦𝑖𝒘̂ ⋅ 𝒙𝑖

𝑛

𝑖=1

− 𝑤̂0∑𝛼𝑖𝑦𝑖

𝑛

𝑖=1

+∑𝛼𝑖

𝑛

𝑖=1

+∑𝜉𝑖

𝑛

𝑖=1

(𝐶 − 𝛼𝑖 − 𝛽𝑖). 

(5.9.29) 

 
  



 

Research and Data Centre Technical annotation to Cahier 2024-4  |  118 

Now 

 ∇𝒘̂ℒ(𝑤̂0, 𝒘̂, 𝝃, 𝜶, 𝜷) =  𝒘̂ −∑𝛼𝑖𝑦𝑖𝒙𝑖

𝑛

𝑖=1

= 0 ⇒ 𝒘̂ =∑𝛼𝑖𝑦𝑖𝒙𝑖

𝑛

𝑖=1

 (5.9.30) 

and 

 𝜕𝑤̂0  ℒ(𝑤̂0, 𝒘̂, 𝝃, 𝜶, 𝜷) = −∑𝛼𝑖𝑦𝑖

𝑛

𝑖=1

= 0 ⇒∑𝛼𝑖𝑦𝑖

𝑛

𝑖=1

= 0 (5.9.31) 

and 

 𝜕𝜉𝑗  ℒ(𝑤̂0, 𝒘̂, 𝝃, 𝜶, 𝜷) = 𝐶 − 𝛼𝑖 − 𝛽𝑖 = 0. (5.9.32) 

Using these constraints, our Lagrangian now becomes 

 ℒ(𝜶) =∑𝛼𝑖

𝑛

𝑖=1

−
1

2
∑∑𝛼𝑖𝛼𝑗𝑦𝑖𝑦𝑗

𝑛

𝑗=1

𝒙𝑖 ⋅ 𝒙𝑗

𝑛

𝑖=1

. (5.9.33) 

Notice that this Lagrangian has the same form as in the hard-margin algorithm we 

have discussed in section 5.8.2. The dual problem becomes 

 max
𝜶
(∑𝛼𝑖

𝑛

𝑖=1

−
1

2
∑∑𝛼𝑖𝛼𝑗𝑦𝑖𝑦𝑗

𝑛

𝑗=1

𝒙𝑖 ⋅ 𝒙𝑗

𝑛

𝑖=1

)  s. t.∑𝛼𝑖

𝑛

𝑖=1

𝑦𝑖 = 0 and 0 ≤ 𝛼𝑖 ≤ 𝐶. (5.9.34) 

The last constraint is because 𝛼𝑖 ≥ 0, 𝛽𝑖 ≥ 0 and 𝐶 − 𝛼𝑖 − 𝛽𝑖 = 0. 

5.10 Decision trees 

Decision tree models involve partitioning the feature space into a number of simple 

decision regions where each region is assigned a value or class for the target variable 

based on the training points contained in the region. The output of the model is based 

on a series of comparisons of the values of features against threshold values. 

Graphically, this can be represented by a flow chart as shown in figure 5.13. These 

flow charts are a representation of the decision tree and we use the following 

terminology to describe it: 

 

• Root node: no incoming edges with zero or more outgoing edges. 

• Internal node: one incoming edge, two or more outgoing edges. 

• Leaf node: one incoming edge no outgoing edges. 

• Parent and child nodes: if a node is split, the original node is known as the parent 

node, and the resulting nodes are called child nodes. 
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Figure 5.13 Decision tree and its partitioned feature space 

 
To build a decision tree using some training data 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1

𝑛 , we use a so-called 

recursive approach: 

 

• Start with an empty tree, i.e., an undivided feature space. 

• Pick the feature that when the parent node is split into two child nodes, i.e., a 

binary split, it results in an `optimal’ split, and choose the `optimal’ split point. 

• Repeat the previous two step on each new node until a stopping condition has been 

met. 

 

Thus, we divide the feature space 𝑿 = (𝑋1, … , 𝑋𝑝)
⊤
 into, say, 𝑀 distinct and non-

overlapping regions 𝑅1, 𝑅2, … , 𝑅𝑀 which results in a tree with 𝑀 leaves. Then for every 

observation that falls into the region 𝑅𝑚, for a regression problem we predict the mean 

of the target values for the training observations that are in 𝑅𝑚, and for a classification 

problem we predict the label of the class to which the plurality of the points within 𝑅𝑚 

belongs.  

 

Decision trees are easy to interpret and are very flexible since they do not impose any 

particular relationship between the target variable 𝑌 and the features 𝑿. However, as a 

result, they can learn a training set with high granularity and this causes the model to 

be prone to overfitting. There are various regularization methods to deal with this, 

such as: 

 

• Imposing a minimum leaf size. 

• Imposing a maximum depth of the tree. 

• Imposing a maximum number of nodes to be used to build the tree. 

• Post-pruning is an approach in which the tree is first fully build, and then each 

branch on the tree is examined individually. Branches that are deemed likely to be 

a result from overfitting are pruned. One popular criterion to decide this is based on 

the so-called error rate which measures the number of predictions made by the tree 

that are incorrect. A subtree is pruned if the error rate on the validation set of the 

decision tree without the subtree is smaller than, or equal to, the error rate of the 

decision tree including that subtree. 

 

Another popular way to deal with overfitting is by using ensemble methods such as 

bagging and random forests, but this implies that we give up on the interpretability of 

the model. We will discuss the details of the methods in discussed in chapter 9. 
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We still need to specify how to optimally split the feature space. We will further discuss 

this for regression and classification in the next two sections. 

5.10.1 Regression 

For regression, we want to select a splitting criterion that promotes splits that improve 

the predictive performance of the tree. In this case, we aim to minimize the sum of 

residuals squared, that is, 

 𝐿(𝒚, 𝒚̂) =∑(𝑦𝑖 − 𝑦̂𝑖)
2

𝑛

𝑖=1

. (5.10.1) 

As mentioned above, with trees we split the feature space into 𝑀 distinct and non-

overlapping regions 𝑅1, 𝑅2, … , 𝑅𝑀. Thus, to train a regression model, we need to find the 

optimal way to split the feature space resulting in regions 𝑅1, … , 𝑅𝑀 and we need to find 

the optimal prediction for every region 𝑅𝑚.  

 

To this end, suppose for now that the optimal regions are known such that we can 

rewrite the expression above as 

 𝐿(𝒚, 𝒚̂) = ∑ ∑ (𝑦𝑖 − 𝑦̂𝑚)
2

𝑖:𝒙𝑖∈𝑅𝑚

𝑀

𝑚=1

. (5.10.2) 

Note that the loss is minimized if the inner sum for each cell is minimized. Now, 

suppose we want to use the constant model to make a prediction 𝑦̂𝑚 for each region 

𝑅𝑚 such that 𝑦̂𝑚 = 𝑐̂𝑚 for some estimated constant 𝑐̂𝑚. As discussed in the subsection 

3.2.5 we minimize the squared residual loss of a constant model by predicting the 

sample mean, i.e., we predict 𝑦̂𝑚 = 𝑦̅𝑚 for region 𝑅𝑚. Thus the loss function becomes 

 𝐿(𝒚, 𝒚̂) = ∑ ∑ (𝑦𝑖 − 𝑦̅𝑚)
2

𝑖:𝒙𝑖∈𝑅𝑚

𝑀

𝑚=1

= ∑ 𝑛𝑚Var(𝑌|𝑿 ∈ 𝑅𝑚)

𝑀

𝑚=1

, (5.10.3) 

where 𝑛𝑚 denotes the number of training points that fall in region 𝑅𝑚. Since the goal is 

to minimize the loss, we see that this is equivalent to weighted variance reduction.  

 

Note that regression tree-based methods can be seen as fitting a model that is 

piecewise constant over 𝑀 distinct and non-overlapping regions 𝑅1, 𝑅2, … , 𝑅𝑀. Thus a 

regression tree assumes that the ground truth is of the form 

 𝑓(𝑿) = ∑ 𝑐𝑚𝐼(𝑿 ∈ 𝑅𝑚)

𝑀

𝑚=1

, (5.10.4) 

where the 𝑐𝑚’s are (unknown) constants and 𝐼 is an indicator function which is equal to 

1 if the event 𝑿 ∈ 𝑅𝑚 occurs and 0 otherwise. 

 

Now we are left with finding an `optimal’ strategy to partition the feature space. We 

use a technique known as recursive binary splitting by applying the following steps: 

 

• Start at the root node so that all the training data falls in one region. 

• For every region: 
o For every feature 𝑋𝑗 and threshold value 𝑥̃𝑗 calculate reduction in loss if we split 

on 𝑋𝑗 and 𝑥̃𝑗 resulting in two new regions, say 𝑅1 and 𝑅2, defined by 

 𝑅1(𝑗, 𝑥̃𝑗) = {𝒙 ∈ 𝑅0|𝑥𝑗 < 𝑥̃𝑗} and 𝑅2(𝑗, 𝑥̃𝑗) = {𝒙 ∈ 𝑅0|𝑥𝑗 ≥ 𝑥̃𝑗}, (5.10.5) 

where 𝒙 = (𝑥1, … , 𝑥𝑝)
T
 is any vector living in the feature space and 𝑅0 denotes 

the parent region that we are splitting. Then choose best combination of 𝑋𝑗 and 

𝑥̃𝑗 in order to partition the feature space, resulting in two new regions (child 

nodes). Mathematically, this step of the algorithm can be expressed as 
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 argmin
𝑗∈{1,…,𝑝},𝑥𝑗∈range(𝑋𝑗)

( ∑ (𝑦𝑖 − 𝑦̅1)
2

𝑖:𝒙𝑖∈𝑅1(𝑗,𝑥𝑗)

+ ∑ (𝑦𝑖 − 𝑦̅2)
2

𝑖:𝒙𝑖∈𝑅2(𝑗,𝑥𝑗)

). (5.10.6) 

• Repeat the second step until some stopping condition is met (e.g., no region 

contains more than 5 training data points). 

 

Note that when multiple features are equally good, then one is chosen randomly. This 

algorithm is called greedy because each split is made in order to minimize the loss 

without looking ahead at future splits. 

5.10.2 Classification 

Let us suppose that the target variable is a discrete random variable, that is, 𝑦𝑖 ∈

{𝑐1, … , 𝑐𝐶} ∀𝑖 = 1,…𝑛. Again, suppose for now that the optimal regions already have been 

found. Then each region 𝑅𝑚 gives us a distribution over the 𝐶 classes that allows us to 

make a prediction 𝑦̂𝑚. Specifically, let 𝑝̂𝑚𝑘 denote the probability of randomly picking 

an element in region 𝑅𝑚 with class 𝑐𝑘, that is  

 𝑝̂𝑚𝑘 =
number of data points in 𝑅𝑚 with label 𝑐𝑘  

number of data points in 𝑅𝑚
=
1

𝑛𝑚
∑ 𝐼(𝑦𝑖 = 𝑐𝑘)

𝑖:𝒙𝑖∈𝑅𝑚

, (5.10.7) 

where 𝑛𝑚 denotes the number of data points in 𝑅𝑚 and 𝐼 is an indicator function which 

is equal to 1 if 𝑦𝑖 = 𝑐𝑘 and 0 otherwise. Then our prediction 𝑦̂𝑚 for region 𝑅𝑚 is defined 

as 

 𝑦̂𝑚 = argmax
𝑘∈{1,…,𝐶}

𝑝̂𝑚𝑘 . (5.10.8) 

Again, we are left with finding an `optimal’ strategy to partition the feature space. This 

algorithm will be very similar to the algorithm of building regression trees but with a 

different loss function used for the second step. To find the optimal way to split the 

feature space resulting in regions 𝑅1, … , 𝑅𝑀, we need a measure for the purity of a 

region so that we can determine if splitting that region improves its purity, and 

entropy is a popular choice to achieve this. As discussed in the appendix, the entropy 
of the data set 𝒟𝑚 = {(𝒙𝑖 , 𝑦𝑖)}𝑖:𝒙𝑖∈𝑅𝑚 in 𝑅𝑚 is defined as 

 𝐻(𝒟𝑚) = −∑𝑝̂𝑚𝑘 log2 𝑝̂𝑚𝑘
𝑘

 (5.10.9) 

and is a measure of information. Now suppose we perform a split on the data 𝒟𝑚 =
{(𝒙𝑖 , 𝑦𝑖)}𝑖:𝒙𝑖∈𝑅𝑚 of some given region 𝑅𝑚. Furthermore, suppose the attribute 𝑋𝑗 can take 

on 𝐾 possible values, i.e., 𝑋𝑗 ∈ {𝑣1, … , 𝑣𝐾}, then the so-called information gain is defined 

by 

 IG(𝒟𝑚, 𝑋𝑗) = 𝐻(𝒟𝑚) −∑
|𝒟𝑋𝑗=𝑣𝑘|

|𝒟𝑚|
𝐻 (𝒟𝑋𝑗=𝑣𝑘)

𝐾

𝑘=1

, (5.10.10) 

where 𝒟𝑋𝑗=𝑣𝑘 is the subset of 𝒟𝑚 for which feature 𝑋𝑗 has value 𝑣𝑘, that is 

 𝒟𝑋𝑗=𝑣𝑘 = {𝒙𝑖 ∈ 𝒟𝑚|𝑥𝑖𝑗 = 𝑣𝑘}. (5.10.11) 

Information gain of 𝒟𝑚 with feature 𝑋𝑗 can be considered as the expected reduction in 

entropy of 𝑌 as a result of partitioning on feature 𝑋𝑗. The aim of information gain is to 

find the feature 𝑋𝑗 that maximizes it and split according to the values {𝑣1, … , 𝑣𝐾} of 𝑋𝑗. 

By decreasing the entropy, we are making our region more homogenous which gives 

us more certainty with the classification task. When the input variable is continuous, 

we can convert it to a discrete variable by clustering the data into bins. 

Binary classification 

For our discussion of survival analysis in section 5.11 it will be useful to discuss the 

loss function for binary classification using the decision tree model. To this end, let us 
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consider a sample 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛  with 𝑦𝑖 ∈ {0, 1} ∀ 𝑖 = 1,… , 𝑛. Let 𝑝𝑌|𝑿,𝚯̂ denote the 

estimated probability mass function. The log-likelihood can then be expressed as 

 ℓℓ(𝜽̂|𝑿, 𝒚) =∑𝑦𝑖 log2 𝑝𝑌|𝑿,𝚯̂(𝑦𝑖|𝒙𝑖 , 𝜽̂) + (1 − 𝑦𝑖) log2 (1 − 𝑝𝑌|𝑿,𝚯̂(𝑦𝑖|𝒙𝑖 , 𝜽̂))

𝑛

𝑖=1

, (5.10.12) 

which is also the negative (sample) cross-entropy function, see the discussion in 

section 3.2.5.  

 

Next, let us consider a tree partitioned in 𝑀 regions 𝑅1, 𝑅2, … , 𝑅𝑀, and let 𝑛𝑚 denote the 

number of training points for region 𝑅𝑚 such that ∑ 𝑛𝑚
𝑀
𝑚=1 = 𝑛. Furthermore, let 𝑝̂𝑚 

denote the (constant) probability of randomly picking a positive observation in region 

𝑅𝑚. The log-likelihood of 𝑝̂𝑚 can then be expressed as the (sample) cross-entropy 

between 𝑝̂𝑚 and 𝑦𝑖 as follows 

 

ℓℓ(𝑝̂𝑚|𝑿, 𝒚) =∑𝑦𝑖 log2 𝑝̂𝑚 + (1 − 𝑦𝑖) log2(1 − 𝑝̂𝑚)

𝑛

𝑖=1

 

=
1

𝑛
∑ 𝑛𝑚 ∑ (𝑦𝑖 log2 𝑝̂𝑚 + (1 − 𝑦𝑖) log2(1 − 𝑝̂𝑚))

𝑖:𝒙𝑖∈𝑅𝑚

𝑀

𝑚=1

. 

(5.10.13) 

Now, let 𝑛𝑚
+  denote the number of training instances in region 𝑅𝑚 that are positive. 

Then we can rewrite the log-likelihood of 𝑝̂𝑚 as 

 ℓℓ(𝑝̂𝑚|𝑿, 𝒚) = ∑ 𝑛𝑚

𝑀

𝑚=1

(
𝑛𝑚
+

𝑛
log2 𝑝̂𝑚 +

𝑛 − 𝑛𝑚
+

𝑛
log2(1 − 𝑝̂𝑚)), (5.10.14) 

To optimize the log-likelihood, we take the derivative with respect to 𝑝̂𝑚 and set it to 

zero, which yields 

 
𝜕ℓℓ(𝑝̂𝑚|𝑿, 𝒚)

𝜕𝑝̂𝑚
= ∑ 𝑛𝑚 (

𝑛𝑚
+

𝑛

1

𝑝̂𝑚
+
𝑛 − 𝑛𝑚

+

𝑛

1

𝑝̂𝑚 − 1
)

𝑀

𝑚=1

=
!
0. (5.10.15) 

Solving this equation gives the ML estimation 

 𝑝̂𝑚;ML =
𝑛𝑚
+

𝑛
, (5.10.16) 

which is the result we would intuitively expect based on the frequentist interpretation 

of probability. Substituting this estimation into the log-likelihood gives 

 ℓℓ(𝑝̂𝑚|𝑿, 𝒚) = ∑ 𝑛𝑚

𝑀

𝑚=1

(𝑝̂𝑚;ML log2 𝑝̂𝑚;ML + (1 − 𝑝̂𝑚;ML) log2(1 − 𝑝̂𝑚;ML)). (5.10.17) 

The expression 𝑝̂𝑚;ML log2 𝑝̂𝑚;ML + (1 − 𝑝̂𝑚;ML) log2(1 − 𝑝̂𝑚;ML) is the negative (sample) 

entropy equation of 𝑝̂𝑚;ML for a binary classification problem, see equation (5.10.18). 

Observe that 𝑝̂𝑚;ML is dependent on 𝑛𝑚
+ , and thus also dependent on choice of the 

regions 𝑅1, 𝑅2, … , 𝑅𝑀. Thus, for the binary classification problem, the loss function, i.e., 

𝐿(𝒚, 𝒚̂) = −ℓℓ(𝑝̂𝑚|𝑿, 𝒚), can be seen as the cross-entropy expressed by expression 

(5.10.19). 

5.11 Discrete survival analysis 

Survival analysis is a subfield of statistics that models the expected time until a given 

event occurs, known as the survival time. For example, the time between when a 

convicts enters and leaves the justice systems. In this setting, the convicts may enter 

the monitoring period at different times. Note that the labelled variable 𝑌 consist of 

two parts: time-to-event and an indicator 1 or 0 that indicates if the event occurred or 

not. Furthermore, since the data is most commonly stored on a day/month/etc. level, 

we will treat this time-to-event as a discrete variable. 
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Suppose we study the justice system for a certain duration, then it will be likely that 

some convicts outlast the monitoring period, or perhaps a convict passes away before 

he/she has the chance to leave the system. This concept is known as censoring and is 

one of the main challenges of survival analysis. To be specific, when only part of the 

observation is known, it is said to be censored. In particular, since it is useful for most 

real-world situations, we will focus on so-called right-censored data; this when we 

know that the true time-to-event is greater than the observation time but unknown by 

how much, see figure 5.14. For example, when we are at the end of the monitoring 

period and the convict is still in the justice chain. Another possibility is if we lose track 

of the convict while we are still observing (possibly due to corrupt data). Finally, in 

survival analysis, it is generally assumed that a censored data point is non-

informative: when a data point is censored, it is not correlated to the event occurring 

or not.   

Figure 5.14 Uncensored versus right-censored data 

 

As shown in figure 5.15, the statistical methods can be divided into three subgroups: 

the non-parametric models, the semi-parametric models and the parametric models. 

However, we will be interested in studying the machine learning methods such as 

survival trees, Bayesian methods, neural networks and SVM. For more information, 

see (Ping et al., 2019) and references therein. 
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Figure 5.15 Taxonomy of survivor analysis methods 

 

5.11.1 The survival and the hazard function 

To be specific, let 𝑇𝑖 denote the true time-to-event for the 𝑖th observation which is a 

discrete random variable that takes nonnegative values 0 < 𝑡1 < 𝑡2 < ⋯. Furthermore, 

suppose each data point has a true right-censoring time 𝐶𝑖 that is non-informative on 

the their true survival time 𝑇𝑖. Such a data point is labelled as (𝑌𝑖 , Δ𝑖) where 𝑌𝑖 is equal 

to the time-to-event or equal to the right-censoring time, that is, 

 𝑌𝑖 = min(𝑇𝑖 , 𝐶𝑖), (5.11.1) 

and Δ𝑖 is the aforementioned variable indicating 1 if the event occurred during the 

monitoring period or 0 if the survival time is right-censored, that is, 

 Δ𝑖 = 𝐼(𝑇𝑖 ≤ 𝐶𝑖), (5.11.2) 
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where 𝐼 denotes the indicator function. We assume here, as is common in survival 

analysis, that when an event and censoring time coincide, we observe the occurrence 

of the event. Finally, the sample is 𝒟 = {(𝒙𝑖 , 𝑦𝑖 , 𝛿𝑖)}𝑖=1
𝑛 , where 𝒙𝑖 ∈ ℝ

𝑝 is the usual feature 

vector, 𝑦𝑖 is the observed value for 𝑌𝑖 and 𝛿𝑖 the observed value of Δ𝑖. 

 

In survival analysis we are interested in the probability that the time-to-event is not 
less than a specified time 𝑡𝑗 and this is captured by the so-called survival function 

defined by 

 𝑆(𝑡𝑗|𝒙𝑖) = Pr(𝑇𝑖 > 𝑡𝑗|𝒙𝑖) = 1 − Pr(𝑇𝑖 ≤ 𝑡𝑗|𝒙𝑖) (5.11.3) 

The so-called hazard function is used to represent the probability of the event 
occurring at time 𝑡𝑗, given the event has not occurred yet prior to 𝑡𝑗, that is, 

 ℎ(𝑡𝑗|𝒙𝑖) = Pr(𝑇𝑖 = 𝑡𝑗|𝑇𝑖 ≥ 𝑡𝑗 , 𝒙𝑖) =
Pr(𝑇𝑖 = 𝑡𝑗 ∩ 𝑇𝑖 ≥ 𝑡𝑗|𝒙𝑖)

Pr(𝑇𝑖 ≥ 𝑡𝑗|𝒙𝑖)
=
Pr(𝑇𝑖 = 𝑡𝑗|𝒙𝑖)

𝑆(𝑡𝑗−1|𝒙𝑖)
, (5.11.4) 

where we have simply used the definition of conditional probability.  

 
Now observe that the probability for an observation to survive to time 𝑡𝑗 is equivalent 

to no event occurring at 𝑡𝑗−1 intersected with no event occurring at 𝑡𝑗−2, and so forth. 

Mathematically, this is expressed as 

 

𝑆(𝑡𝑗|𝒙𝑖) = Pr(𝑇𝑖 > 𝑡𝑗|𝒙𝑖)

= Pr(𝑇𝑖 ≠ 𝑡1|𝑇𝑖 ≥ 𝑡1, 𝒙𝑖) Pr(𝑇𝑖 ≠ 𝑡2|𝑇𝑖 ≥ 𝑡2, 𝒙𝑖)⋯Pr(𝑇𝑖 ≠ 𝑡𝑗|𝑇𝑖 ≥ 𝑡𝑗 , 𝒙𝑖) 

=∏(1 − ℎ(𝑡𝑘|𝒙𝑖))

𝑗

𝑘=1

. 

(5.11.5) 

Combining the above two equations allows us to write 

 Pr(𝑇𝑖 = 𝑡𝑗|𝒙𝑖) = ℎ(𝑡𝑗|𝒙𝑖)∏(1 − ℎ(𝑡𝑘|𝒙𝑖))

𝑗−1

𝑘=1

, (5.11.6) 

which shows that we can recover the entire probability mass distribution of the 

survival times if we can obtain the hazard function. 

5.11.2 Likelihood function 

Observe that censoring is often a result of the data-collection mechanism, and does 

not represent the reality. For instance, a convict that is in the justice chain when the 

monitoring period ends becomes a censored observation. Therefore, trying to model 

the censorship distribution will probably not generalize well to unseen data. 

 

Instead, to construct the likelihood, note that data point 𝑖 contributes information for 

the time during which it is observed without their event occurring. Furthermore, if the 
event occurs at 𝑡𝐽, then the point will also contribute information at 𝑇𝑖 = 𝑡𝐽 but does not 

contribute any information beyond that time. Therefore, letting 𝑡𝐽 denote the last 

interval during which we have information about data point 𝑖, we will split our 

likelihood into two parts: Pr(𝑇𝑖 = 𝑡𝐽) for uncensored data (remember: Δ𝑖 = 1) and 

Pr(𝑇𝑖 > 𝑡𝐽) for right-censored data (remember: Δ𝑖 = 0), that is, 

 

ℓ(ℎ̂|𝑿, 𝒚, 𝜹) =∏(Pr(𝑇𝑖 = 𝑡𝐽|𝒙𝑖 , ℎ̂))
Δ𝑖
(Pr(𝑇𝑖 > 𝑡𝐽|𝒙𝑖 , ℎ̂))

1−Δ𝑖

𝑛

𝑖=1

 

=∏(ℎ̂(𝑡𝐽|𝒙𝑖)∏(1 − ℎ̂(𝑡𝑗|𝒙𝑖))

𝐽−1

𝑗=1

)

Δ𝑖

(∏(1 − ℎ̂(𝑡𝑗|𝒙𝑖))

𝐽

𝑗=1

)

1−Δ𝑖𝑛

𝑖=1

. 

(5.11.7) 

To simplify this equation, we introduce a historical binary event indicator 𝑑𝑖𝑗 that takes 

the following values for data point 𝑖:  
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 (𝑑𝑖1 ⋯ 𝑑𝑖𝐽) = {
(0 ⋯ 0 0 ) if Δ𝑖 = 0
(0 ⋯ 0 1 ) if Δ𝑖 = 1.

 (5.11.8) 

Equation (5.11.9) can now be rewritten as 

 ℓ(ℎ̂|𝑿, 𝒚, 𝜹) =∏∏ℎ̂(𝑡𝑗|𝒙𝑖)
𝑑𝑖𝑗
(1 − ℎ̂(𝑡𝑗|𝒙𝑖))

1−𝑑𝑖𝑗
𝐽

𝑗=1

𝑛

𝑖=1

. (5.11.10) 

The log-likelihood function is then given by 

 ℓℓ(ℎ̂|𝑿, 𝒚, 𝜹) =∑∑(𝑑𝑖𝑗ln (ℎ̂(𝑡𝑗|𝒙𝑖)) + (1 − 𝑑𝑖𝑗)ln (1 − ℎ̂(𝑡𝑗|𝒙𝑖)))

𝐽

𝑗=1

𝑛

𝑖=1

. (5.11.11) 

Observe that this log-likelihood has the same form as the binary cross-entropy. 

Therefore, any machine learning algorithm that optimizes this function, e.g., binomial 

logistic regression or binary classification trees (and random forests by extension), can 

be used to obtain the MLE of ℎ.  

 

Finally, note that to use this equation, we must transform our original data set such 

that each observation 𝑖 contributes one row for each time period that 𝑖 is observed, as 

illustrated by figure 5.16. When using bagging-based algorithms such as random 

forests on the transformed data set, we want to ensure that each bag either contains 

every row associated with data point 𝑖 or no rows at all for 𝑖. 

Figure 5.16 Transforming data for survival analysis 
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6 Neural networks 

Neural networks are biologically-inspired supervised algorithms and are also known as 

deep learning algorithms. These networks consist of so-called nodes that can interact 

with each other in a way that is inspired by how neurons in the brain interact. We will 

first introduce these ideas by discussing the single-layer perceptron, which is a binary 

classifier. It has been shown that these models can only be trained to detect linearly 

separable patterns and are therefore not very popular. However, the multi-layer 

perceptron neural network is an extension that can capture very complex patterns in 

cross-sectional data, as we will discuss in section 6.2. In section 6.3 we will discuss 

how we can use these methods to model data with a temporal component, specifically 

focusing on time-series. 

6.1 Single-layer perceptron 

The simplest example of a neural network is the Perceptron which was inspired by the 

idea of processing information from a neuron, see figure 6.1. The perceptron receives 

the input 𝒙 ∈ ℝ𝑝 from training data, known as the input nodes, with the goal to perform 

binary classification. The perceptron uses a weight vector 𝒘̂ ∈ ℝ𝑝 combined with a 

intercept 𝑤̂0 ∈ ℝ to compute the so-called action potential 𝑧̂ that is defined by 

 𝑧̂ = 𝒙 ⋅ 𝒘̂ + 𝑤̂0. (6.1.1) 

Then 𝑧̂ is transformed into an output value using a so-called activation function 𝜎, that 

is, 

 𝑦̂ = 𝜎(𝑧̂). (6.1.2) 

The activation function 𝜎 is used to introduce non-linearity into the model and map the 

input between the required values of the problem (e.g., (0,1) or (−1,1)). Originally the 

step function was used for the perceptron which ‘fires’ a 1 when 𝑧̂ ≥ 0 and 0 otherwise, 

i.e., 

 𝜎(𝑧̂) = {
1 if 𝑧̂  ≥ 0
0 otherwise

. (6.1.3) 

However, since this function is not smooth, to train a perceptron we often use other 

functions as approximates such as for example the sigmoid function 

 𝜎(𝑥) =
1

1 + 𝑒−𝑥
, (6.1.4) 

or the hyperbolic tangent 

 𝜎(𝑥) = tanh(𝑥). (6.1.5) 
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Figure 6.1 A perceptron 

 
 

The process we just described whereby the perceptron takes in input data and uses 

the intercept 𝑤̂0 and the weight vector 𝒘̂ to produce a prediction is known as feed-

forwarding the input data. In order to learn the intercept 𝑤̂0 and the weight vector 𝒘̂, 

after each forward pass with one point from our training data 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛 , we back-

propagate the residual error 𝜖𝑖̂ = 𝑦𝑖 − 𝑦̂𝑖 backwards to update each weight parameter 

individually, see figure 6.2. 

Figure 6.2 Feedforwarding input data versus backward error propagation 

 
 

To be specific, we want to find the weights that minimizes the error-squared loss 

function  

 𝐿(𝒚, 𝒚̂) =
1

2
∑(𝑦𝑖 − 𝑦̂𝑖)

2

𝑛

𝑖=1

, (6.1.6) 

where the factor 1 2⁄  is added for mathematical convenience and will not affect the 

outcome because we use gradient descent to find the minimum and so the factor 1 2⁄  

can be absorbed by the learning rate. To find the minimum, we will use gradient 

descent to iteratively update 𝑤̂0 and 𝒘̂, that is, 

 𝑤̂0 → 𝑤̂0 − 𝜆𝜕𝑤̂0𝐿(𝒚, 𝒚̂) (6.1.7) 

and 

 𝒘̂ → 𝒘̂ − 𝜆𝛻𝒘̂𝐿(𝒚, 𝒚̂), (6.1.8) 

where 𝜆 denotes the learning rate. Let 𝑧̂𝑖 = 𝒙𝑖 ⋅ 𝒘̂ + 𝑤̂0 such that the derivative of the 

loss function with respect to 𝑤̂0 can be written as 
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𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑤0
=
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑦̂𝑖

𝜕𝑦̂𝑖
𝜕𝑧̂𝑖

𝜕𝑧̂𝑖
𝜕𝑤̂0

. (6.1.9) 

And similarly for any element 𝑤̂𝑗 ∈ 𝒘̂, we can write 

 
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑤̂𝑗
=
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑦̂𝑖

𝜕𝑦̂𝑖
𝜕𝑧̂𝑖

𝜕𝑧̂𝑖
𝜕𝑤̂𝑗

. (6.1.10) 

Now, focusing on the first term gives 

 
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑦̂𝑖
= 𝜕𝑦̂𝑖 (

1

2
∑(𝑦𝑘 − 𝑦̂𝑘)

2

𝑛

𝑘=1

) = 𝜕𝑦̂𝑖 (
1

2
(𝑦𝑖 − 𝑦̂𝑖)

2) = −(𝑦𝑖 − 𝑦̂𝑖). (6.1.11) 

For definitiveness, let us use the sigmoid function as activation function, that is,  

 𝑦̂𝑖 = 𝜎(𝑧̂𝑖) =
1

1 + 𝑒−𝑧̂𝑖
. (6.1.12) 

It is not too difficult to show that the derivative of the sigmoid is given by 

 
𝜕𝑦̂𝑖
𝜕𝑧̂𝑖

= 𝑦̂𝑖(1 − 𝑦̂𝑖). (6.1.13) 

Now, for brevity, let 𝛿𝑖 denote derivative of the loss function with respect to the action 

potential, that is,  

 𝛿𝑖 =
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑧̂𝑖
=
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑦̂𝑖

𝜕𝑦̂𝑖
𝜕𝑧̂𝑖

= −(𝑦𝑖 − 𝑦̂𝑖)𝑦̂𝑖(1 − 𝑦̂𝑖), (6.1.14) 

which is also known as the error term. Focusing on the last term of equation (6.1.15) 

gives 

 
𝜕𝑧̂𝑖
𝜕𝑤̂0

= 𝜕𝑤̂0(𝒙𝑖 ⋅ 𝒘̂ + 𝑤̂0) = 1. (6.1.16) 

such that 

 
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑤̂0
= 𝛿𝑖 , (6.1.17) 

Similarly, the last term of equation (6.1.10) gives 

 
𝜕𝑧̂𝑖
𝜕𝑤̂𝑗

= 𝜕𝑤̂𝑗(𝒙𝑖 ⋅ 𝒘̂ + 𝑤̂0) = 𝑥𝑖𝑗 . (6.1.18) 

and so 

 
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑤̂𝑗
= 𝛿𝑖𝑥𝑖𝑗 . (6.1.19) 

We can use these expression to update 𝑤̂0 and 𝒘̂, see equations (6.1.20) and (6.1.8). 

Since we do not have a priori knowledge about the values of 𝑤̂0 and 𝒘̂, initially they 

are assigned random values. 

6.2 Multi-layer perceptron neural network  

The single perceptron is a binary classifier because the action potential 𝑧̂ = 𝒘̂ ⋅ 𝒙 + 𝑤̂0 

defines a hyperplane ℋ = {𝒙|𝒘̂ ⋅ 𝒙 + 𝑤̂0 = 0} that splits the data into two classes: 

{𝒙|𝒘̂ ⋅ 𝒙 + 𝑤̂0 ≤ 0} and {𝒙|𝒘̂ ⋅ 𝒙 + 𝑤̂0 > 0}. Thus, the perceptron does not work well for data 

that is not linearly separable. However, this problem can be solved by combining 

perceptrons to form neural networks known as a multi-layer perceptrons. Such a 

network has input and output layers, and one or more so-called hidden layers with 

neurons grouped together, see for example figure 6.3. Here the input vector 𝒙 passes 
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through the first layer, whose output values are connected to the input values of the 

next layer. This continues until the network has computed, as a prediction, the output 

of the last layer. Such a network can consist of several layers, allowing it to be able to 

learn more complex relationships. For clarity, we will use superscript indexes inside 

parenthesis to indicate the layer which the given variable belongs to. Furthermore, the 

weight connecting neuron 𝑖 from the current layer to neuron 𝑗 in the next layer 𝑙 is 

denoted by 𝑤𝑗𝑖
(𝑙)

.  

Figure 6.3 Example of a neural network with two hidden layers 

 
Let us first focus on feed-forwarding the data of the neural network shown in figure 

6.3. Since our network has an input layer consisting of 4 neurons, we can calculate the 

action potentials in the second layer as 

 𝑧̂1
(2)
= 𝑤̂11

(1)
𝑥1 + 𝑤̂12

(1)
𝑥2 + 𝑤̂13

(1)
𝑥3 + 𝑤̂14

(1)
𝑥4 + 𝑤̂10

(1) (6.2.1) 

and 

 𝑧̂2
(2)
= 𝑤̂21

(1)
𝑥1 + 𝑤̂22

(1)
𝑥2 + 𝑤̂23

(1)
𝑥3 + 𝑤̂24

(1)
𝑥4 + 𝑤̂20

(1)
. (6.2.2) 

By combing the weights in the following weight matrix 

 𝑊̂(1) = (
𝑤̂11
(1)

… 𝑤̂14
(1)

𝑤̂21
(1)

… 𝑤̂24
(1)
) (6.2.3) 

and 

 𝒘̂0
(1)
= (

𝑤̂10
(1)

𝑤̂20
(1)
) , (6.2.4) 

we can define the action potential vector as 

 𝒛̂(2) = (
𝑧̂1
(2)

𝑧̂2
(2)
) = 𝑊̂(1)𝒙 + 𝒘̂0

(1)
. (6.2.5) 

The activation vector can then be written as 

 𝒂̂(2) = 𝜎(𝒛̂(𝟐)). (6.2.6) 

Now focusing on the third layer, let  

 𝑊̂(2) = (
𝑤̂11
(2)

𝑤̂12
(2)

𝑤̂21
(2)

𝑤̂22
(2)
) (6.2.7) 

and 
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 𝒘̂0
(2)
= (

𝑤̂10
(2)

𝑤̂20
(2)
) , (6.2.8) 

so that the action potential vector can be written as 

 𝒛̂(𝟑) = 𝑊̂(2)𝒂̂(2) + 𝒘̂0
(2) (6.2.9) 

and the activation vector as 

 𝒂̂(𝟑) = 𝜎(𝒛̂(3)). (6.2.10) 

The output by the neural network is then computed as 

 𝑦̂ = 𝑊̂(3)𝒂̂(3) + 𝑤̂0
(3)
, (6.2.11) 

where 𝑊̂(3) is given by  

 𝑊̂(3) = (𝑤̂11
(3)

𝑤̂12
(3)) (6.2.12) 

and 𝑤̂0
(3)
∈ ℝ. 

 

Now that we have discussed the forward-feeding of the data to compute a predicted 

output value, we will discuss how to train such a multi-layer perceptron network with 

backpropagation. In general, suppose there are 𝑟(𝑙−1) neurons in layer 𝑙 − 1 and 𝑟(𝑙) 

neurons in the next layer 𝑙, then we can write 

 𝒛̂(𝑙) = 𝑊̂(𝑙−1)𝒂̂(𝑙−1) + 𝒘̂0
(𝑙−1)

. (6.2.13) 

where 𝑊̂(𝑙−1) ∈ ℝ𝑟
(𝑙)×𝑟(𝑙−1), 𝒂̂(𝑙−1) ∈ ℝ𝑟

(𝑙−1)
 and 𝒘̂0

(𝑙−1)
∈ ℝ𝑟

(𝑙)
. Using index notation 

 𝑧̂𝑖
(𝑙)
= ∑ 𝑤̂𝑖𝑗

(𝑙−1)
𝑎̂𝑗
(𝑙−1)

𝑟(𝑙−1)

𝑗=1

+ 𝑤̂𝑖0
(𝑙−1)

. (6.2.14) 

so that 

 
𝜕𝑧̂𝑖
(𝑙)

𝜕𝑤̂𝑖0
(𝑙−1)

= 1 (6.2.15) 

and 

 
𝜕𝑧̂𝑖
(𝑙)

𝜕𝑤̂𝑖𝑗
(𝑙−1)

= 𝑎̂𝑗
(𝑙−1)

. (6.2.16) 

Furthermore, the error term for layer 𝑙 is defined by  

 𝛿𝑖
(𝑙)
=
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑧̂𝑖
(𝑙)

. (6.2.17) 

Using the chain rule, we can now write 

 
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑤̂𝑖0
(𝑙)

=
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑧̂𝑖
(𝑙)

𝜕𝑧̂𝑖
(𝑙)

𝜕𝑤̂𝑖0
(𝑙−1)

= 𝛿𝑖
(𝑙)

 (6.2.18) 

and 

 
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑤̂𝑖𝑗
(𝑙)

=
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑧̂𝑖
(𝑙)

𝜕𝑧̂𝑖
(𝑙)

𝜕𝑤̂𝑖𝑗
(𝑙−1)

= 𝛿𝑖
(𝑙)
𝑎̂𝑗
(𝑙−1)

. (6.2.19) 

 

Just as in the previous section, we will use the error-squared loss function 

 𝐿(𝒚, 𝒚̂) =
1

2
∑(𝑦 − 𝑦̂)2
𝑛

𝑖=1

, (6.2.20) 

where we have dropped the training subscript 𝑖 to simplify our notation. Furthermore, 

let 𝜆 represent the number of the final output layer (e.g., 𝜆 = 4 is our example 

illustrated by figure 6.3). In addition, as in our example, suppose there is only one 

output neuron. Note that the loss function becomes 
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𝐿(𝒚, 𝒚̂) =
1

2
∑(𝑦 − 𝜎𝑦̂ (𝑧̂1

(𝜆)))
2

𝑛

𝑖=1

, (6.2.21) 

where 𝜎𝑦̂ is the activation function for the output layer (in our example 𝜎𝑦̂ was the 

identity function). Then to compute the error term 𝛿1
(𝜆)

, we use the chain rule again 

 𝛿1
(𝜆)
=
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑧̂1
(𝜆)

=
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑦̂

𝜕𝑦̂

𝜕𝑧̂1
(𝜆)
= −(𝑦 − 𝑦̂)

𝜕𝜎𝑦̂ (𝑧̂1
(𝜆))

𝜕𝑧̂1
(𝜆)

. (6.2.22) 

Therefore, the partial derivative of the loss function with respect to the weights in the 

final layer 𝜆 is 

 
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑤̂𝑖0
(𝜆)

= −(𝑦 − 𝑦̂)
𝜕𝜎𝑦̂ (𝑧̂1

(𝜆))

𝜕𝑧̂1
(𝜆)

 (6.2.23) 

and 

 
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑤̂𝑖𝑗
(𝜆)

= −(𝑦 − 𝑦̂)
𝜕𝜎𝑦̂ (𝑧̂1

(𝜆))

𝜕𝑧̂1
(𝜆)

𝑎̂𝑗
(𝜆−1)

. (6.2.24) 

To compute the partial derivatives of layers other than the final layer, observe the 

following relation 

 𝛿𝑖
(𝑙)
=
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑧̂𝑖
(𝑙)

= ∑
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑧̂𝑗
(𝑙+1)

𝜕𝑧̂𝑗
(𝑙+1)

𝜕𝑧̂𝑖
(𝑙)

𝑟(𝑙+1)

𝑗=1

, (6.2.25) 

where 𝑟(𝑙+1) denotes the number of neurons in layer 𝑙 + 1. This can also be written as 

 𝛿𝑖
(𝑙)
= ∑ 𝛿𝑗

(𝑙+1)
𝜕𝑧̂𝑗
(𝑙+1)

𝜕𝑧̂𝑖
(𝑙)

𝑟(𝑙+1)

𝑗=1

. (6.2.26) 

Remember that 

 

𝑧̂𝑗
(𝑙+1)

= ∑𝑤̂𝑗𝑘
(𝑙)
𝑎̂𝑘
(𝑙)

𝑟(𝑙)

𝑘=1

+ 𝑤̂𝑗0
(𝑙)

 

= ∑𝑤̂𝑗𝑘
(𝑙)
𝜎 (𝑧̂𝑘

(𝑙))

𝑟(𝑙)

𝑘=1

+ 𝑤̂𝑗0
(𝑙)

 

(6.2.27) 

so that 

 
𝜕𝑧̂𝑗
(𝑙+1)

𝜕𝑧̂𝑖
(𝑙)

= 𝑤̂𝑗𝑖
(𝑙)
𝜕𝜎 (𝑧̂𝑖

(𝑙))

𝜕𝑧̂𝑖
(𝑙)

. (6.2.28) 

Substituting in equation (6.2.26) gives  

 𝛿𝑖
(𝑙)
=
𝜕𝜎 (𝑧̂𝑖

(𝑙))

𝜕𝑧̂𝑖
(𝑙)

∑ 𝛿𝑗
(𝑙+1)

𝑤̂𝑗𝑖
(𝑙)

𝑟(𝑙+1)

𝑗=1

. (6.2.29) 

Combining the above ingredients allows us to write the partial derivative of the loss 

with respect to the weights in hidden layers for 1 ≤ 𝑙 < 𝜆 as 

 
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑤̂𝑖0
(𝑙)

=
𝜕𝜎 (𝑧̂𝑖

(𝑙))

𝜕𝑧̂𝑖
(𝑙)

∑ 𝛿𝑗
(𝑙+1)

𝑤̂𝑗𝑖
(𝑙)

𝑟(𝑙+1)

𝑗=1

 (6.2.30) 

and 

 
𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑤̂𝑖𝑗
(𝑙)

=
𝜕𝜎 (𝑧̂𝑖

(𝑙))

𝜕𝑧̂𝑖
(𝑙)

𝑎̂𝑗
(𝑙−1)

∑ 𝛿𝑘
(𝑙+1)

𝑤̂𝑘𝑖
(𝑙)

𝑟(𝑙+1)

𝑘=1

. (6.2.31) 

These expressions can be used to update the weights following the gradient descent 

algorithm, see equations (6.2.32) and (6.2.8). 
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6.3 Recurrent neural networks 

A neural network that uses sequential data (such as time series data or language 

translation) is known as a recurrent neural network (RNN). The neural network 

discussed in the previous section, assumes that every training observation (𝒙𝑖 , 𝑦𝑖) is 

independent of all the other training observations. On the other hand, RNN assume 

that the outputs depend on the prior elements within the sequence of data. This is 

done through the so-called ‘memory’ that allows information from prior inputs to 

persist and influence the output of the current input. 

 

In figure 6.4, the idea of RNNs is schematically illustrated: the ‘rolled’ version on the 

left is a short-hand for the ‘unrolled’ on the right. The unrolled network is for the 

complete sequence. For instance, if we have time series consisting of 10 data points, 

the network would be a 10-layer network: one layer for each point. This architecture 

allows previous input to be remembered and influence the output at any future 𝑡. 

Figure 6.4 Unfolding of a recurrent neural network 

 

Using the notation shown in figure 6.4, let 𝒙(𝑡) denote the input at time step 𝑡 that is 

fed into the RNN together with the so-called hidden state 𝒉̂(𝑡−1) of the previous time 

step. The RNN produces a new hidden state 𝒉̂(𝑡) that is used to compute the output 

𝑦̂(𝑡). Thus, the hidden state can be considered the memory of the network because it is 

fed back to the network. For forward propagation we initialize 𝒉̂(0) to all zeroes. Then, 

for each time step from 𝑡 = 1 to 𝑡 = 𝜏, the action potential vector is defined as  

 𝒂̂
𝒉̂

(𝑡)
= 𝑈̂𝒙(𝑡) + 𝑊̂𝒉̂(𝑡−1) + 𝒃̂𝒉̂, (6.3.1) 

where 𝒃̂𝒉̂ denotes the intercept vector of the hidden states. The potential is used to 

calculate the hidden state 𝒉̂(𝑡) as  

 𝒉̂(𝑡) = 𝜎𝒉̂ (𝒂̂𝒉̂
(𝑡)
), (6.3.2) 

where 𝜎𝒉̂ denotes the activation function for the hidden state. Finally, 𝑎̂𝑦̂
(𝑡)

 denotes the 

output at step 𝑡 and is computed by 

 

 
𝑎̂𝑦̂
(𝑡)
= 𝑉𝒉̂(𝑡) + 𝑏̂𝑦̂, (6.3.3) 

where 𝑏̂𝑦̂ denotes the intercept of the potential for output 𝑦̂. The actual output 𝑦̂ is 

then computed by 

 

 
𝑦̂(𝑡) = 𝜎𝑦̂ (𝑎̂𝑦̂

(𝑡)
), (6.3.4) 

where 𝜎𝑦̂ denotes the activation function for the output 𝑦̂. Suppose 𝒙(𝑡) ∈ ℝ𝑝 and the 

hidden layer consists of 𝑟 neurons such that 𝒂̂
𝒉̂

(𝑡)
, 𝒉̂(𝑡) ∈ ℝ𝑟. It follows that 𝑊̂ ∈ ℝ𝑟×𝑟, 𝑈̂ ∈
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ℝ𝑟×𝑝 and 𝒃̂𝒉̂ ∈ ℝ
𝑟. Furthermore, for simplicity, suppose that 𝑦̂(𝑡) ∈ ℝ. It follows that 𝑎̂𝑦̂

(𝑡)
∈

ℝ and so 𝑉̂ ∈ ℝ1×𝑟 and 𝑏̂𝑦̂ ∈ ℝ.  

 

It is important to note that with traditional neural networks, each layer uses different 

weight values, whereas with RNN the weights (𝑈̂, 𝑉̂, 𝑊̂, 𝒃̂𝒉̂ and 𝑏̂𝑦̂) have the same 

values across all layers. Also in figure 6.4, we have depicted an output at each time 

step, but this is not per se necessary. For instance, when predicting the sentiment of a 

tweet, we are not interested in the sentiment after each word, but only after the entire 

message is read. Similarly, there also exists problems that does not need inputs at 

each time step. 

 

To train a RNN we will use backpropagation again. Suppose we are interested in 

approximating a time series. Then it makes sense that the loss we aim to minimize is 

computed over all the time steps of the series, that is,8 

 

 
𝐿(𝒚, 𝒚̂) =∑𝐿(𝑦(𝑡), 𝑦̂(𝑡))

𝜏

𝑡=1

=
1

2
∑(𝑦(𝑡) − 𝑦̂(𝑡))

2
𝜏

𝑡=1

 (6.3.5) 

To find the optimal values for 𝑈̂, 𝑉̂, 𝑊̂, 𝒃̂𝒉̂ and 𝑏̂𝑦̂ we will use gradient descent again. 

Here we will only discuss 𝑈̂, 𝑉̂ and 𝑊̂ since the update rules for 𝒃̂𝒉̂ and 𝑏̂𝑦̂ are very 

similar. 

 

Let us first focus on the derivative with respect to 𝑉̂. Observe that 𝐿(𝑦(𝑡), 𝑦̂(𝑡)) is 

dependent on 𝑦̂(𝑡) which is dependent on 𝑉̂. Thus 

 

 

𝜕𝐿(𝑦(𝑡), 𝑦̂(𝑡))

𝜕𝑉̂1𝑗
=
𝜕𝐿(𝑦(𝑡), 𝑦̂(𝑡))

𝜕𝑦̂(𝑡)
𝜕𝑦̂(𝑡)

𝜕𝑎̂𝑦̂
(𝑡)

𝜕𝑎̂𝑦̂
(𝑡)

𝜕𝑉̂1𝑗
. (6.3.6) 

Now let us focus on the derivative with respect to 𝑊̂. Suppose, for definiteness, that 

𝜏 = 3. In this case observe that  

 

 

 

𝒉̂(3) = 𝜎𝒉̂(𝑈̂𝒙
(3) + 𝑊̂𝒉̂(2) + 𝒃̂𝒉̂) 

= 𝜎𝒉̂ (𝑈̂𝒙
(3) + 𝑊̂ (𝜎𝒉̂(𝑈̂𝒙

(2) + 𝑊̂𝒉̂(1) + 𝒃̂𝒉̂)) + 𝒃̂𝒉̂) 

= 𝜎𝒉̂ (𝑈̂𝒙
(3) + 𝑊̂ (𝜎𝒉̂ (𝑈̂𝒙

(2) + 𝑊̂ (𝜎𝒉̂(𝑈̂𝒙
(1) + 𝑊̂𝒉̂(0) + 𝒃̂𝒉̂)) + 𝒃̂𝒉̂)) + 𝒃̂𝒉̂). 

(6.3.7) 

In other words, 𝐿(𝑦(3), 𝑦̂(3)) is dependent on 𝑦̂(3) and so on 𝒉̂(3). Then 𝒉̂(3) is explicitly 

dependent on 𝑊̂, but also implicitly dependent on 𝑊̂ through 𝒉̂(2). The state 𝒉̂(2) is then 

again explicitly dependent on 𝑊̂, but also implicitly dependent on 𝑊̂ through 𝒉̂(1). 

Similarly, 𝒉̂(1) is explicitly dependent on 𝑊̂ and implicitly dependent on 𝑊̂ through 𝒉̂(0). 

Having these dependencies in mind, the derivative becomes  

 

 

𝜕𝐿(𝑦(3), 𝑦̂(3))

𝜕𝑊̂𝑖𝑗
=
𝜕𝐿(𝑦(3), 𝑦̂(3))

𝜕𝑦̂(3)
𝜕𝑦̂(3)

𝜕𝒉̂(3)
𝜕𝒉̂(3)

𝜕𝑊̂𝑖𝑗
+
𝜕𝐿(𝑦(3), 𝑦̂(3))

𝜕𝑦̂(3)
𝜕𝑦̂(3)

𝜕𝒉̂(3)
𝜕𝒉̂(3)

𝜕𝒉̂(2)
𝜕𝒉̂(2)

𝜕𝑊̂𝑖𝑗

+
𝜕𝐿(𝑦(3), 𝑦̂(3))

𝜕𝑦̂(3)
𝜕𝑦̂(3)

𝜕𝒉̂(3)
𝜕𝒉̂(3)

𝜕𝒉̂(2)
𝜕𝒉̂(2)

𝜕𝒉̂(1)
𝜕𝒉̂(1)

𝜕𝑊̂𝑖𝑗
 

=
𝜕𝐿(𝑦(3), 𝑦̂(3))

𝜕𝑦̂(3)
𝜕𝑦̂(3)

𝜕𝒉̂(3)
𝜕𝒉̂(3)

𝜕𝑊̂𝑖𝑗
+
𝜕𝐿(𝑦(3), 𝑦̂(3))

𝜕𝑦̂(3)
𝜕𝑦̂(3)

𝜕𝒉̂(2)
𝜕𝒉̂(2)

𝜕𝑊̂𝑖𝑗
+
𝜕𝐿(𝑦(3), 𝑦̂(3))

𝜕𝑦̂(3)
𝜕𝑦̂(3)

𝜕𝒉̂(1)
𝜕𝒉̂(1)

𝜕𝑊̂𝑖𝑗
 

(6.3.8) 

We can generalize this for any 𝜏 ∈ ℤ≥0 to 

 

 

𝜕𝐿(𝑦(𝜏), 𝑦̂(𝜏))

𝜕𝑊̂𝑖𝑗
=
𝜕𝐿(𝑦(𝜏), 𝑦̂(𝜏))

𝜕𝑦̂(𝜏)
𝜕𝑦̂(𝑡)

𝜕𝒉̂(𝑡)
∑
𝜕𝒉̂(𝑡)

𝜕𝑊̂𝑖𝑗
∏

𝜕𝒉̂(𝑡)

𝜕𝒉̂(𝑡−1)

𝜏

𝑡′=𝑡+1

𝜏

𝑡=1

 

=
𝜕𝐿(𝑦(𝜏), 𝑦̂(𝜏))

𝜕𝑦̂(𝜏)
∑
𝜕𝑦̂(𝜏)

𝜕𝒉̂(𝑡)
𝜕𝒉̂(𝑡)

𝜕𝑊̂𝑖𝑗

𝜏

𝑡=1

 

(6.3.9) 

 
8 Note that if we are, say, only interested in the final output at 𝑡 = 𝜏 such as with sentiment analysis, then we 

might only want to minimize the loss 𝐿(𝑦(𝜏), 𝑦̂(𝜏)) instead of 𝐿(𝒚, 𝒚̂). 
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and so 

 

 

𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑊̂𝑖𝑗
=∑

𝜕𝐿(𝑦(𝑡), 𝑦̂(𝑡))

𝜕𝑊̂𝑖𝑗

𝜏

𝑡=1

  

=∑
𝜕𝐿(𝑦(𝑡), 𝑦̂(𝑡))

𝜕𝑦̂(𝑡)
∑

𝜕𝑦̂(𝑡)

𝜕𝒉̂(𝑡′)
𝜕𝒉̂(𝑡′)

𝜕𝑊̂𝑖𝑗

𝑡

𝑡′=1

𝜏

𝑡=1

. 

(6.3.10) 

We have a similar dependence when we look at the weight matrix 𝑈̂ and so 

 

 

𝜕𝐿(𝒚, 𝒚̂)

𝜕𝑈̂𝑖𝑗
=∑

𝜕𝐿(𝑦(𝑡), 𝑦̂(𝑡))

𝜕𝑦̂(𝑡)
∑

𝜕𝑦̂(𝑡)

𝜕𝒉̂(𝑡′)
𝜕𝒉̂(𝑡′)

𝜕𝑈̂𝑖𝑗

𝑡

𝑡′=1

𝜏

𝑡=1

. 

 

(6.3.11) 

The more timesteps we include in the training set, the more partial derivatives we 

must multiply with each other due to the ∏
𝜕𝒉̂(𝑡)

𝜕𝒉̂(𝑡−1)
𝜏
𝑡′=𝑡+1  terms. Often these derivatives 

are either very large causing the multiplication term to explode. As a result, the term 

tends to go to infinity causing the computer to not be able to solve this problem. 

However, this problem can be solved by what is known as clipping the gradients which 

is a rule that if a gradients exceeds a certain threshold value, we scale them by 

dividing. On the other hand, when these partial derivatives are very small, they cause 

the multiplication term to vanish. This would result in a very slow learning process 

because of the gradient descent algorithm. To solve the so-called vanishing gradient 

problem is not that simple compared to exploding gradient problem. We could limit the 

number of time steps that the model can back propagate after each forward pass, but 

this implies the model cannot learn long-time dependencies. To solve this, we will 

introduce the long short-term memory (LSTM) network in the next subsection, which is 

the architecture (and its variants) that are used in most applications of RNNs.  

6.3.1 Long short-term memory architecture 

The key idea behind the LSTM architecture is that so-called cells in the hidden layers of 

the NN and the network uses a so-called cell state that is passed from cell to cell much 

like the hidden state in vanilla RNNs. However, instead of using matrix multiplication 

through the hidden state, an LSTM network adds or removes information to the cell 

state through so-called gates. Figure 6.5 is an overview of the LSTM architecture which 

commonly influences the cell state through the following gates: 

 

• the forget gate; 

• the input and update gate; 

• the output gate. 

 

These gates influence the information required to predict the output. Figure 6.5 shows 

the cell state of the previous cell as 𝒄̂(𝑡−1) and when it enters the new cell, it will first 

interact with the forget gate which updates it as 

 

 
𝒄̂∗
(𝑡)
= 𝜎(𝑊̂ℎ𝑐𝒉̂

(𝑡−1) + 𝑊̂𝑥𝑐𝒙
(𝑡) + 𝒃̂𝑐) ⊗ 𝒄̂(𝑡−1),  (6.3.12) 

where 𝜎 now denotes the sigmoid function and ⊗ denotes element-wise multiplication. 

Note that the sigmoid function will output a value between 0 and 1; a value close to 1 

represents ‘keep most of this information’ whereas a value close to 0 represents ‘forget 

most of this information’. 
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Figure 6.5 Illustration of one cell of the LSTM architecture 

 

 

Subsequently, the network decides what new information we are going to add to the 

cell state. This is done in two parts. First, the input gate decides which values to 

update  

 

 
𝒊̂(𝑡) = 𝜎(𝑊̂ℎ𝑖𝒉̂

(𝑡−1) + 𝑊̂𝑥𝑖𝒙
(𝑡) + 𝒃̂𝑖).  (6.3.13) 

Note that each element will always be between 0 and 1 due to the sigmoid function. 

Next, the update gate creates a vector of new candidate values of the cell state 

 

 
𝒈̂(𝑡) = tanh(𝑊̂ℎ𝑔𝒉̂

(𝑡−1) + 𝑊̂𝑥𝑔𝒙
(𝑡) + 𝒃̂𝑔).  (6.3.14) 

Observe that each element will always be between −1 and 1 due to the hyperbolic 

function. The cell state is then updated as 

 

 
𝒄̂(𝑡) = 𝒄̂∗

(𝑡)
+ 𝒊̂(𝑡)⊗ 𝒈̂(𝑡).  (6.3.15) 

Next, the output gate decides what information in the cell state should be written to 

the new hidden state. First, we compute 

 

 
𝒐̂(𝑡) = 𝜎(𝑊̂ℎ𝑜𝒉̂

(𝑡−1) + 𝑊̂𝑥𝑜𝒙
(𝑡) + 𝒃̂𝑜)  (6.3.16) 

Finally, the new hidden state is computed as 

 

 
𝒉̂(𝑡) = 𝒐̂(𝑡)⊗ tanh(𝒄̂(𝑡)). (6.3.17) 

When the cell is used for prediction, the hidden state is used, i.e., 𝒚̂(𝑡) = 𝒉̂(𝑡). 
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7 Feature selection 

The curse of dimensionality can be reduced if we can find a way to reduce our 𝑝-

dimensional feature space to a 𝑞-dimensional space with 𝑞 < 𝑝, which is known as 

dimensional reduction. The most popular methods to achieve this are known as feature 

selection and feature extraction. In this chapter we will discuss feature selection and in 

the next chapter we discuss feature extraction. 

 

Feature selection is the process to select an optimal subset of the independent 

variables as input for some given algorithm. In the context of machine learning, 

feature selection is part of hyperparameter tuning and we define the optimal subset as 

the set that results in the smallest validation error. Thus, we want to reduce the 

number of features of the original data set with the aim of improving the predictive 

power of the model using cross-validation methods. 

 

Choosing the optimal set of features through feature selection has potentially the 

following benefits: 

 

• Reduce feature irrelevance: A smaller feature space implies there is less noise that 

the model can learn. 

• Reduce feature redundancy: removing correlated features will improve the 

interpretability of the model.  

• Reduce the computational costs: a smaller data set means the algorithm will be 

trained faster. 

 

Additionally, as a result of reducing noisy data and Occam’s razor, the aim is to 

improve the predictive performance of model.  

 

As shown in figure 7.1, feature selection method can be divided into three different 

techniques: filter methods, wrapper methods and embedded methods. Filter methods 

do not use a specific machine learning algorithm but instead use statistical measures, 

e.g. the correlation coefficient, to determine the importance of the variables. On the 

other hand, wrapper methods use the target variable for selection and are evaluated 

based on the performance of a resulting model on a validation dataset. Finally, for 

embedded methods, the feature selection is an integral part of the predictive algorithm 

and it is done while fitting the model.  

 

In this article, we will not discuss filter methods because, as mentioned above, we are 

interested in the predictive ability of a model and the influence each feature has on the 

predictive performance of the model. Instead we will focus on wrapper methods and 

discuss some embedded methods we have already encountered in chapter 5.  
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Figure 7.1 Overview of filter, wrapper and embedded methods 

 

7.1 Wrapper methods 

One of the most popular family of methods for feature selection is known as Stepwise 

Variable Selection, because it is easy to use and effective at selecting the features that 

are important for the predictive abilities of the model. It achieves this by sequentially 

adding or removing features from a model, and choosing the best performing model 

among them. 

7.1.1 Stepwise Variable Selection 

So-called exhaustive selection is used to find the optimal subset of the original 

variables for a predictive model: we compute all possible subsets of the original set of 

variables {𝑋1, … , 𝑋𝑝} and we fit a model on each of these subsets. Next, we choose the 

model with the best predictive performance. The problem with this method is that 

there 2𝑝 number of possible subsets. Thus, when 𝑝 is large, this will become 

computationally infeasible. Therefore, we must consider methods to find a subset of 

variables in an iterative way. 

 

Forward stepwise variable selection start with a small subset of the original features 

(for instance, for linear regression we just start with the intercept). Subsequently, we 

test all models with one additional feature added to the original subset, and add the 

variable that results in the best cross-validation performance of the new model. We 

then repeat this process until all 𝑝 variables are in the subset or when some given 

convergence criterion has satisfied. Finally, we select the model with the lowest 

validation error. More formally: 

 

• Fit the null model 𝑓0 with the empty set of variables 𝑉0. 

• For 𝑘 = 1,…𝑝: 

o Select the variable 𝑋𝑖 ∉ 𝑉𝑘−1 such that the model fitted from 𝑉𝑘 = 𝑉𝑘−1 ∪ 𝑋𝑖 

minimizes the validation error. Let 𝑓𝑘 denote the fitted model with 𝑉𝑘. 

• Select the final model from the set {𝑓0, 𝑓1, … , 𝑓𝑝} with the lowest validation error. 

• The final model is evaluated on the testing set. 
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Backwards stepwise variable selection works the other way around. Formally: 

• Fit the full model 𝑓𝑝 with the set of all 𝑝 variables 𝑉𝑝. 

• For 𝑘 = 𝑝,…1: 

o Select the variable 𝑋𝑖 ∈ 𝑉𝑘 such that the model trained with 𝑉𝑘−1 = 𝑉𝑘 ∖ {𝑋𝑖} 

minimizes the validation error. Let 𝑓𝑘−1 denote the fitted model with 𝑉𝑘−1. 

• Select the final model from the set {𝑓0, 𝑓1, … , 𝑓𝑝} with the lowest validation error. 

• The final model is evaluated on the testing set. 

 

Note that forward and backward stepwise variable selection do not guarantee that the 

resulting subsets will contain the optimal subset. It is only possible to find this using 

the exhaustive selection procedure described at the beginning of this subsection. 

7.2 Embedded methods 

Embedded methods are algorithms that select the optimal features during the training 

process. As a result of this approach, embedded methods are more efficient than the 

wrappers methods discussed in the previous section. 

7.2.1 Lasso and elastic net regularization 

One embedded method we have already encountered, see section 5.3, is by 

introducing the lasso penalty directly or via the elastic net penalty. As discussed, such 

a penalty will likely shrink some of the weights to exactly zero during the training 

process and therefore can be considered as an embedded feature selection method. 

7.2.2 Decision trees 

Remember that decision trees, see section 5.10, are created by iteratively splitting the 

feature space 𝑿 = (𝑋1, … , 𝑋𝑝)
⊤
 into 𝑀 distinct and non-overlapping regions 𝑅1, … , 𝑅𝑀 

which results in a decision tree with 𝑀 leaves. Different types of metrics are then used 

to optimally divide the features such as, for instance, variance reduction or information 

gain. Often, such as for random forests as discussed in chapter 9, only a subset of the 

original features is included in the tree. Therefore, the tree algorithm can be 

implemented as an embedded method.  
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8 Feature extraction 

Feature extraction is the process of creating new features from existing features with 

the goal to remove redundant and noisy information from the original data set while 

still accurately capturing the useful information. This results in dimensional reduction 

of the original data. Just as with feature selection, removing the redundant and noisy 

information will hopefully improving the performance of the model by reducing the 

curse of dimensionality and making the model simpler. Furthermore, the dimensional 

reduction speeds up the process of training the model. This will come at the cost that 

the transformed data will be more difficult to interpret for a human. In this chapter we 

will discuss the principal component analysis, factor analysis and Fisher’s discriminant 

analysis as methods for feature extraction. 

8.1 Principal Component Analysis 

Principal component analysis (PCA) is an unsupervised algorithm for removing noise 

and redundancy from the data by linearly transforming it into a new coordinate system 

such that the data can be described with fewer dimensions while minimizing the loss of 

information. For example, suppose 𝑝 = 2 as shown in figure 8.1 and we want to map 

the data to a 1-dimensional space. The figure shows unit vectors of two candidates: 𝒘1 

and 𝒘𝟐, where 𝒘1 ⋅ 𝒘1 = 𝒘2 ⋅ 𝒘2 = 1 because they are unit vectors. It is clear that 

projecting the data along 𝒘1 will preserve more variance in the projected data than 

projecting it along 𝒘2. With PCA we use variance as a measure of information and so 

we want to find the direction that maximizes the variance when projecting the data on 

it. Note that we are only interested in the direction along which to project the data 

(the magnitude does not play a role), and therefore, without loss of generality, we 

work with unit vectors. 
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Figure 8.1 Projecting 2D data on 1D candidates 

 
Since projections are important for PCA, let us remember that we can write the 

projection of any data point 𝒙 ∈ ℝ𝑝 on any unit vector 𝒘 ∈ ℝ𝑝 as  

 proj𝒘 𝒙 ≡
𝒘 ⋅ 𝒙

𝒘 ⋅ 𝒘
𝒘 = (𝒘 ⋅ 𝒙)𝒘. (8.1.1) 

Note that the inner product 𝒘 ⋅ 𝒙 is the magnitude of 𝒙 projected on 𝒘. 

8.1.1 Population principal components 

To be more precise, suppose we have a random vector 𝑿 = (𝑋1, … , 𝑋𝑝)
⊤
 with all 𝑋𝑖 being 

continuous random variables. The goal of PCA is to find a set of 𝑞 ≤ 𝑝 unit vectors 𝒘𝑖 =

(𝑤𝑖1, … , 𝑤𝑖𝑝)
⊤
, for 𝑖 = 1,… 𝑞, known as the principal axes, such that following conditions 

are satisfied: 

  

• the axis 𝒘𝑖 such that Var(𝒘𝑖 ⋅ 𝑿) has the largest value; 

• the axis 𝒘𝑖 is orthogonal to 𝒘1, … ,𝒘𝑖−1. 

 

The 𝑖th principal component 𝑍𝑖 is defined as  

 𝑍𝑖 = 𝒘𝑖 ⋅ 𝑿 = 𝑤𝑖1𝑋1 +⋯+𝑤𝑖𝑝𝑋𝑝. (8.1.2) 

The 𝑞 principal components 𝒁 = (𝑍1, 𝑍2, … , 𝑍𝑞)
⊤
 can be considered as the random vector 

of new variables and its elements are ordered such that 𝑍𝑖 explains more variance 

present in 𝑿 than 𝑍𝑗 for 𝑖 < 𝑗. Furthermore, as we will see below, the second constraint 

ensures that the principal components are uncorrelated to each other. Finally, observe 

that we can write the above equation in matrix form as  

 𝒁 = 𝑊⊤𝑿, (8.1.3) 
where 𝑊 ∈ ℝ𝑝×𝑞 is formed from the orthogonal column vectors 𝒘𝑗, that is,  

 𝑊 = (𝒘1 ⋯ 𝒘𝑞) = (

𝑤11 ⋯ 𝑤𝑞1
⋮ ⋱ ⋮
𝑤1𝑝 ⋯ 𝑤𝑞𝑝

). (8.1.4) 
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Thus, the matrix 𝑊 is the linear map responsible for dimensional reduction, i.e., 

𝑊⊤: ℝ𝑝 → ℝ𝑞. Furthermore, 𝑊 allows us to represent the projected variables 𝒁 in the 

original variable space, i.e., 𝑊:ℝ𝑞 → ℝ𝑝. 

 
The variance of the 𝑖th principal component 𝑍𝑖 = 𝒘𝑖 ⋅ 𝑿 = 𝒘𝑖

⊤𝑿 is computed by 

 

Var(𝑍𝑖) = Var(𝒘𝑖
⊤𝑿) 

= 𝔼[𝒘𝑖
⊤𝑿𝑿⊤𝒘𝑖] − 𝔼[𝒘𝑖

⊤𝑿]𝔼[𝑿⊤𝒘𝑖] 

= 𝒘𝑖
⊤𝔼[𝑿𝑿⊤]𝒘𝑖 −𝒘𝑖

⊤𝔼[𝑿]𝔼[𝑿]⊤𝒘𝑖 

= 𝒘𝑖
⊤(𝔼[𝑿𝑿⊤] − 𝔼[𝑿]𝔼[𝑿]⊤)𝒘𝑖 

= 𝒘𝑖
⊤Σ𝑿𝒘𝑖 , 

(8.1.5) 

where Σ𝐗 ∈ ℝ
𝑝×𝑝 denotes the population covariance matrix. Thus, the objective function 

to find the first principal component can now be expressed as  

 argmax
𝒘1∈ℝ

𝑝
𝒘1
⊤Σ𝑿𝒘1  s. t. 𝒘1 ⋅ 𝒘1 = 1, (8.1.6) 

where the constraint 𝒘1 ⋅ 𝒘1 = 1 ensures that the solution does not blow up by 

arbitrarily increasing the magnitude of the vector 𝒘1. This problem is equivalent to 

optimizing the following Lagrangian 

 ℒ(𝒘1) = 𝒘1
⊤Σ𝑿𝒘1 − 𝜆1( 𝒘1 ⋅ 𝒘1 − 1), (8.1.7) 

where 𝜆1 is the Lagrange multiplier. Taking the derivative with respect to 𝒘1 and 

setting it equal to zero gives 

 ∇𝒘1ℒ(𝒘1) = 2Σ𝑿𝒘1 − 2𝜆1𝒘1 =
!
𝟎. (8.1.8) 

Solving this gives 

 Σ𝑿𝒘1 = 𝜆1𝒘1. (8.1.9) 
In other words, 𝒘1 must be an eigenvector of the covariance matrix Σ𝑿 with 𝜆1 as its 

corresponding eigenvalue. Since 𝒘1 is a unit vector, we can use the above equation for 

the first principal component to give 

 Var(𝑍1) = 𝒘1
⊤Σ𝑿𝒘1 = 𝜆1𝒘1

⊤𝒘1 = 𝜆1. (8.1.10) 

Since we want to maximize Var(𝑍1), the optimization problem is solved by the 

eigenvector 𝒘1 of Σ𝑿 having the largest eigenvalue. In other words, let 𝜆1, … , 𝜆𝑝 denote 

the eigenvalues of Σ𝑿 in decreasing order, i.e., 𝜆1 ≥ 𝜆2 ≥ ⋯ ≥ 𝜆𝑝 ≥ 0,
9 and let 𝒘1, … ,𝒘𝑝 

denote the associated eigenvectors, then 𝒘1 is the maximum variance preserving 

direction. 

 

Furthermore, using mathematical induction while satisfying the condition that 𝒘𝑖 must 

be orthogonal to 𝒘1, … ,𝒘𝑖−1, we can show that reducing our 𝑝-dimensional feature 

space to a 𝑞-dimensional space, with 𝑞 ≤ 𝑝, for which the variance of the projected 

variables is maximized is defined by the 𝑞 eigenvectors 𝒘1, … ,𝒘𝑞 of the covariance 

matrix Σ𝑿 corresponding to the largest eigenvalues 𝜆1, … , 𝜆𝑞. In other words, the 

eigenvectors of a Σ𝑿 define an orthogonal axes along which the features have maximal 

variance. Furthermore, the variance of the 𝑖th principical component is equal to the 

corresponding eigenvalues, i.e., Var(𝑍𝑖) = 𝜆𝑖  ∀𝑖 = 1,… , 𝑞.  

 

Let us define the so-called total variance 𝑇 the 𝑝 features as the sum of the variances, 

i.e., 

 𝑇 =∑Var(𝑋𝑖)

𝑝

𝑖=1

= tr(Σ𝑿) (8.1.11) 

Since the trace of a matrix is equal to the sum of its eigenvalues, we can write 

 𝑇 =∑𝜆𝑖

𝑝

𝑖=1

 (8.1.12) 

 
9  Since covariances matrices are symmetric and positive semi-definite, their eigenvalues must all be non-

negative (see spectral theorem). 
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So the direction defined by the first principal axis 𝒘1 is responsible for the fraction 
𝜆1

𝑇
 of 

the total variance. More generally, the 𝑖th axis 𝒘𝑖 explains the fraction 
𝜆𝑖

𝑇
 of the total 

variance. Since 𝜆1 is the largest eigenvalue, 𝒘1 is directed in the direction of the data 

set that captures the largest variance of the 𝑝 variables. The second axis 𝒘2 captures 

the largest variance among all the directions that are orthogonal to 𝒘1. This process 

repeats for all 𝑞 ≤ 𝑝 axes. 

 

Finally, looking at the covariance between two principal components, we see that 

 

Cov(𝑍𝑖 , 𝑍𝑗) = 𝔼[𝑍𝑖𝑍𝑗] − 𝔼[𝑍𝑖]𝔼[𝑍𝑗] 

= 𝔼[𝒘𝑖
⊤𝑿𝑿⊤𝒘𝑗] − 𝔼[𝒘𝑖

⊤𝑿]𝔼[𝑿⊤𝒘𝑗] 

= 𝒘𝑖
⊤(𝔼[𝑿𝑿⊤] − 𝔼[𝑿]𝔼[𝑿]⊤)𝒘𝑗 

= 𝒘𝑖
⊤Σ𝑿𝒘𝑗 . 

(8.1.13) 

Since Σ𝑿 is a symmetric and positive semi-definite matrix, the spectral theorem 

guarantees the existence of real eigenvalues with corresponding non-zero orthogonal 

vectors. Thus, using the orthogonality of the unit vectors, we can see that 

 Cov(𝑍𝑖 , 𝑍𝑗) = 𝒘𝑖
⊤Σ𝑿𝒘𝑗 = 𝜆𝑗𝒘𝑖

⊤𝒘𝑗 = 0 ∀𝑖 ≠ 𝑗 (8.1.14) 

and Cov(𝑍𝑖 , 𝑍𝑖) = 𝜆𝑖. To sum up, due to the orthogonality condition on the vectors 𝒘𝑖, 

the principal components 𝑍𝑖 are uncorrelated to each other. 

8.1.2 Sample principal components 

In the real world we do not know the population covariance matrix and we only have 

access to a sample which is then used to estimate the mean and covariance. Now, let 

𝑿 ∈ ℝ𝑛×𝑝 denote the matrix representing the sample. Note that for PCA to be more 

intuitive (and make the linear algebra easier), it is desired to have the origin of the 

subspace ℝ𝑞 to pass through the mean of the sample set. Therefore, without loss of 

generality, we assume each column of 𝑿 has a zero-mean, that is, ∑ 𝑥𝑖𝑗 = 0 ∀𝑗 =
𝑛
𝑖=1

1,… , 𝑝.10 

 
Let the magnitude of a training instance 𝒙𝑖 projected on 𝒘̂𝑗 be denoted by 𝑧̂𝑖𝑗 = 𝒘̂𝑗 ⋅ 𝒙𝑖. 

We choose 𝒘̂1 to be the unit vector that maximizes the sample variance 𝑠𝑍1
2  of the 

projected data 𝑧̂𝑖1 = 𝒘̂1 ⋅ 𝒙𝑖 = 𝒘̂1
⊤𝒙𝑖 defined by 

 

𝑠𝑍1
2 =

1

𝑛 − 1
∑(𝑧̂𝑖1 − 𝑧1̅)

2

𝑛

𝑖=1

 

=
1

𝑛 − 1
∑(𝒘̂1

⊤𝒙𝑖 − 𝒘̂1
⊤𝒙̅)2

𝑛

𝑖=1

 

=
1

𝑛 − 1
𝒘̂1
⊤∑𝒙𝑖𝒙𝑖

⊤

𝑛

𝑖=1

𝒘̂1 

= 𝒘̂1
⊤𝑆𝑿𝒘̂1, 

(8.1.15) 

where 𝑆𝑿 denotes the sample covariance matrix defined by (remember 𝒙̅ = 𝟎) 

 𝑆𝑿 =
1

𝑛 − 1
∑(𝒙𝑖 − 𝒙̅)(𝒙𝑖 − 𝒙̅)

⊤

𝑛

𝑖=1

=
1

𝑛 − 1
∑𝒙𝑖𝒙𝑖

⊤

𝑛

𝑖=1

. (8.1.16) 

Similarly, we choose 𝒘̂2 to be the unit vector that maximizes the sample variance 𝑆𝑍2
2  

provided that 𝒘̂2 is orthogonal to 𝒘̂1. Continuing this process until we have found the 𝑞 
principal axes. Repeating the calculations of the previous subsection, will give the 

same results, i.e., the eigenvectors of the sample covariance matrix 𝑆𝑿 define an 

orthogonal axes along which our observed data 𝑿 has maximal variance. 

 
10  Some software libraries will interpret PCA as the singular value decomposition of the design matrix 𝑿, which 

is only valid if the columns have been centered by their means. It is therefore important to center 𝑿 when 

this is the case. 
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Box 8.1 Example: Principle Components Analysis 

 

Table 8.1 Example: Principal Components Analysis  

Principal 

Component 

Eigenvalue Forward 

difference 

Proportion of 

variance 

explained 

Cumulative 

value 

Cumulative 

proportion of 

variance 

PC1 2.83709 1.06496 0.31520 2.83709 0.31520 

PC2 1.77213 0.17199 0.19690 4.60921 0.51210 

PC3 1.60013 0.45277 0.17780 6.20935 0.68990 

PC4 1.14737 0.48243 0.12750 7.35671 0.81740 

PC5 0.66493 0.16911 0.07390 8.02164 0.89130 

PC6 0.49582 0.22372 0.05510 8.51747 0.94640 

PC7 0.27210 0.14982 0.03020 8.78957 0.97660 

PC8 0.12228 0.03413 0.01360 8.91185 0.99020 

PC9 0.08815 ---     0.00980 9.00000 1.00000 

Eigenvector PC1 PC2 PC3 PC4 PC5 PC6 PC7 PC8 PC9 

Youths -0.193 0.139 -0.636 0.308 -0.032 0.334 0.227 0.529 -0.018 

Young males -0.278 -0.349 0.264 -0.420 0.424 0.487 -0.001 0.278 0.246 

Males aged 30-49 0.204 0.471 0.513 -0.074 -0.102 -0.049 -0.022 0.636 -0.224 

Unemployed -0.434 0.346 0.065 -0.199 -0.497 -0.059 0.061 -0.054 0.625 

Motor vehicles 0.405 0.408 0.058 -0.056 0.075 0.566 0.425 -0.390 0.069 

Drug addicts -0.224 0.097 0.334 0.639 0.462 -0.213 0.290 -0.030 0.277 

Police officers 0.011 0.529 -0.321 -0.229 0.559 -0.168 -0.449 -0.051 0.142 

Purchasing power 0.454 -0.188 -0.199 -0.298 0.110 -0.445 0.475 0.247 0.365 

GDP 0.485 -0.164 0.039 0.362 -0.136 0.230 -0.503 0.136 0.512 

In example 2.1 there are nine features available for estimating recorded crime. 

Recorded crime can be directly regressed on those nine features, but taking into 

account that the number of observations in the training set is only 37 (1979-2015), 

it is unlikely that a regression model with nine features will render good results. 

Overfitting is likely to occur. Although there are methods to select the features that 

correlate the most with recorded violence (see chapter 7), the information entailed 

in the excluded features is discarded. Using a principle component analysis this 

information can be preserved while at the same time reducing the dimensions. 

Therefore, a principle components analysis is performed on ∆ln(𝑋𝑗,𝑡/𝑃𝑂𝑃𝑡) for j=1..9. 

Table 8.1 shows the results. The first section shows that the first six components 

explain almost 95% of the variance in the included features. The second section 

describes the linear combination coefficients are eigenvectors. For example, youths, 

young males, drug addicts and unemployment contribute negatively to the first 

principal component, while males aged 30-49 years, operational police officers, 

motor vehicles, purchasing power and GDP contribute positively. The contribution of 

young males to the seventh principal component is negligible, while the contribution 

of GDP is quite large. Although often each principal components is assumed to 

capture some kind of phenomena, in this case it is not clear what these would be. 
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Box 8.2 Example: estimation and forecasting with Principle Components  

 
  

The main question is whether dimension reduction using principal components leads 

to better forecasts. Thus, the model in example 2.1 is re-estimated with the principal 

components (PC) from the previous example instead of the actual features: 

 ∆ ln (
𝑌ℎ,𝑡
𝑃𝑂𝑃𝑡

) =  ∑𝛾𝑗  𝑃𝐶𝑗,𝑡

9

𝑗=1

+ 𝜀𝑡 . (8.1.17) 

Here, we do not take the machine learning approach (i.e. including all principal 

components), because the goal of principal components is to reduce the number of 

dimensions. Thus, only principal components that are statistically significant are 

included. Note that although the first component explains most of the variance 

between the features, this does not automatically mean that it also explains most of 

the variance between the components and the endogenous variable. In fact, a 

principal component that explains little of variance between the features may still be 

highly correlated with the variable of interest if one particular feature has a very 

high weight in this particular principal component, as is the case with the 

contribution of purchasing power to principle component 6 in the previous example.  

A summary of the estimation results and the forecasting errors are presented in 

table 8.2. As discussed, the principle components that explain most of the variance 

among the features are not necessarily the best explanatory variables for recorded 

crime. Previously (see example 2.1), we saw that GDP is highly correlated with 

robbery. GDP is also a large contributor to the seventh principal component and thus 

this component is highly correlated with GDP even though it explains less than 5% 

of variance among the features. Overall, the results are mixed. For severe violence 

and traffic crimes there is a slight reduction in dimensions, but for robbery the 

number of dimensions remains the same and for criminal damages & public order 

crimes the number of dimensions actually increases. 

For criminal damages & public order crimes most of the model selection criteria are 

improved upon by regressing on principal components. But for traffic crimes the 

regressions on the original features seem to perform better. For severe violence and 

robbery, it is not clear which method works best. Figure 8.2 shows the fitted and 

forecasted series. A large drawback of regressing on principal components is that the 

results are difficult to explain. With principal components as regressors it is not clear 

which features determine crime levels.  
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Table 8.1 Example: estimation and forecasting with Principle Components 

 Severe 
violence 

Criminal 
damages and 

crimes against 
public order 

Robbery Traffic 
crimes excl. 

driving 
under 

influence 

Coefficients     

PC1 -0.022 ** 0.013 **   0.011 ** 

PC2   0.028 *** 0.049 *** 0.016 ** 

PC3 0.033 ** 0.021 *** 0.042 ***   

PC4       0.018 ** 

PC5     0.041 **   

PC7 0.061 *   0.054 **   

Model selection criteria     

Adjusted R² 0.212 0.385 0.569 0.264 

Durbin-Watson 1.783 1.671 1.865 1.810 

Bayes Information Criterion -1.343 -2.648 -1.932 -3.100 

In sample MAPE (1979-2015) 8.574 4.476 5.939 3.769 

In sample RMSE (1979-2015) 598.737 9,411.194 1,016.845 3,527.695 

Out of sample MAPE (2016-2019) 2.257 4.831 4.901 7.760 

Out of sample RMSE (2016-2019) 190.240 6,956.968 484.105 7,400.695 

Preferred model     

Adjusted R² baseline PCA baseline baseline 

Durbin-Watson baseline PCA baseline baseline 

Bayes Information Criterion PCA baseline baseline baseline 

In sample MAPE (1979-2015) baseline PCA PCA baseline 

In sample RMSE (1979-2015) PCA PCA PCA baseline 

Out of sample MAPE (2016-2019) PCA PCA PCA baseline 

Out of sample RMSE (2016-2019) PCA PCA baseline baseline 

* Significant at 10%-level, ** significant at 5%-level, *** significant at 1%-level. 
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Figure 8.2 Example: actuals, fit and forecasts with principal components 

 

8.1.3 Alternative view: minimizing the reconstruction error 

Instead of considering PCA as a dimensional reduction method that maximizes the 

variance of projection along each component, it can also be considered as a technique 

that finds an axis such that the difference-squared between the original data and the 

transformed data, known as the reconstruction error, is minimized. 

 

To understand this, let 𝒓𝑖 denote the reconstruction error between an observation 𝒙𝑖 

and its projection on 𝒘̂1 given by (𝒘̂1 ⋅ 𝒙𝑖)𝒘̂1. This is illustrated in figure 8.3. 

Mathematically, 𝒓𝑖 can be expressed as, 

 𝒓̂𝑖 ≡ 𝒙𝑖 − (𝒘̂1 ⋅ 𝒙𝑖)𝒘̂1. (8.1.18) 

and so the inner product is 

 

𝒓̂𝑖 ⋅ 𝒓̂𝑖 = (𝒙𝑖 − (𝒘̂1 ⋅ 𝒙𝑖)𝒘̂1) ⋅ (𝒙𝑖 − (𝒘̂1 ⋅ 𝒙𝑖)𝒘̂1) 

= 𝒙𝑖 ⋅ 𝒙𝑖 − 2(𝒙𝑖 ⋅ 𝒘̂1)
𝟐 + (𝒘̂1 ⋅ 𝒙𝑖)

2(𝒘̂1 ⋅ 𝒘̂1) 

= 𝒙𝑖 ⋅ 𝒙𝑖 − 2(𝒙𝑖 ⋅ 𝒘̂1)
𝟐 + (𝒘̂1 ⋅ 𝒙𝑖)

2 

= 𝒙𝑖 ⋅ 𝒙𝑖 − (𝒙𝑖 ⋅ 𝒘̂1)
𝟐. 

(8.1.19) 

We then compute the residual sum of squares 

 

∑𝒓̂𝑖 ⋅ 𝒓̂𝑖

𝑛

𝑖=1

=∑(𝒙𝑖 ⋅ 𝒙𝑖 − (𝒙𝑖 ⋅ 𝒘̂1)
𝟐)

𝑛

𝑖=1

 

=∑𝒙𝑖 ⋅ 𝒙𝑖

𝑛

𝑖=1

−∑(𝒙𝑖 ⋅ 𝒘̂1)
𝟐

𝑛

𝑖=1

. 

(8.1.20) 

It is desirable to minimize this expression by choosing optimal values for 𝒘̂1. Since 

only the second term is dependent on 𝒘̂1, we can write  

 argmin
𝒘̂1∈ℝ𝑝

(∑𝒓̂𝑖 ⋅ 𝒓̂𝑖

𝑛

𝑖=1

) = argmax
𝒘̂1∈ℝ𝑝

(∑(𝒙𝑖 ⋅ 𝒘̂1)
𝟐

𝑛

𝑖=1

) (8.1.21) 
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It thus follows from equation (8.1.15) that minimizing the residual sum of squares due 

to 𝒘̂1 is equivalent to maximizing the sample variance of the projected data 𝑿 on 𝒘̂1.  

Figure 8.3 The reconstruction error 

 

8.2 Factor analysis 

Factor analysis (FA) is a unsupervised feature extraction method that assumes that the 

variables can be modelled in terms of a smaller number of underlying latent variables, 

known as common factors. The method assumed that the variables that share a 

common factor are highly correlated with each other but have a relatively small 

correlation with variables associated with the other factors. For instance, we can think 

of measurable ‘vocabulary skills’ and ‘grammar skills’ variables as an indication of the 

latent ‘language skills’, and similarly ‘arithmetic skills’ and ‘geometry skills’ as an 

indication of ‘math skills’. Since ‘language skills’ and ‘math skills’ can be seen as an 

indication of ‘academic skills’, ‘academic skills’ can be modelled by ‘vocabulary skills’, 

‘grammar skills’, ‘arithmetic skills’ and ‘geometry skills’, as illustrated by figure 8.4. 
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Figure 8.4 Measurable skills as an indication of latent skills 

 
 

In FA, the observed variables are modeled as linear functions of the common factors, 

whereas with PCA the new variables are assumed to be linear combinations of the 

observed variables. Specifically, let 𝝁 = (𝜇1, … , 𝜇𝑝)
⊤
 denote the mean vector associated 

with the random continuous vector 𝑿 = (𝑋1, … , 𝑋𝑝)
⊤
, i.e., 𝜇𝑖 = 𝔼[𝑋𝑖] ∀ 𝑖 = 1,… , 𝑝. 

Furthermore, suppose we have 𝑞 latent common factors 𝐹1, … , 𝐹𝑞 with 𝑞 < 𝑝 that are 

assumed to be continuous. Mathematically, factor analysis models the variables as 

 𝑋𝑖 = 𝜇𝑖 + 𝜆𝑖1𝐹1 + 𝜆𝑖2𝐹2 +⋯+ 𝜆𝑖𝑞𝐹𝑞 + 𝜖𝑖  ∀𝑖 = 1,… , 𝑝, (8.2.1) 
where 𝜆𝑖𝑗 is known as the factor loading of 𝑋𝑖 on 𝐹𝑗, and 𝜖 is known as the specific 

factor of 𝑋𝑖 that represents the unique variance associated with 𝑋𝑖 that cannot be 

captured by the common factors. We can write the above equation in matrix form by 

collecting the loadings into a matrix Λ as 

 Λ = (

𝜆11 … 𝜆1𝑞
⋮ ⋱ ⋮
𝜆𝑝1 … 𝜆𝑝𝑞

), (8.2.2) 

and letting 𝝐 = (𝜖1, … , 𝜖𝑝)
⊤
 and 𝑭 = (𝐹1, … , 𝐹𝑞)

⊤
, such that 

 𝑿 = 𝝁 + Λ𝑭 + 𝝐. (8.2.3) 

 

FA assumes that the common and the specific factors have a zero mean: 

 
• 𝔼[𝑭] = 𝟎𝑞, where 𝟎𝑞 denotes the zero vector of size 𝑞. 

• 𝔼[𝝐] = 𝟎𝑝, where 𝟎𝑝 denotes the zero vector of size 𝑝. 

 

This implies that 𝔼[𝑿] = 𝝁, as desired. Furthermore, FA assumes that all the common 

factors have unit variance and are uncorrelated with each other, and variance of the 
specific factors is specific for each and 𝐹𝑖 and 𝜖𝑗 are uncorrelated to each other for all 

pairs 𝑖, 𝑗: 

 
• Cov(𝑭) = 𝐼𝑞, where 𝐼𝑝 denotes the identity matrix of size 𝑝. 

• Cov(𝝐) = diag(𝜓1, … , 𝜓𝑝), where 𝜓𝑖 is known as the specific variance of 𝜖𝑖. 

• Cov(𝝐, 𝑭) = 0𝑝×𝑞, where 0𝑝×𝑞 denotes the zero matrix of size 𝑝 × 𝑞. 

 

As a result of these assumptions, letting Σ𝑿 denote the covariance matrix of 𝑿, we can 

write 

 
Σ𝑿 = 𝔼[(𝑿 − 𝝁)(𝑿 − 𝝁)

⊤] 

= 𝔼[(Λ𝑭 + 𝝐)(Λ𝑭 + 𝝐)⊤] 
(8.2.4) 
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= 𝔼[(Λ𝑭𝑭⊤Λ⊤ + Λ𝑭𝝐⊤ + 𝝐𝑭⊤Λ⊤ + 𝝐𝝐⊤)] 

= Λ𝔼[(𝑭𝑭⊤)]Λ⊤ + Λ𝔼[(𝑭𝝐⊤)] + 𝔼[(𝝐𝑭⊤)]Λ⊤ + 𝔼[(𝝐𝝐⊤)] 

= Λ𝐼𝑞Λ
⊤ + Λ0𝑝×𝑞

⊤ + 0𝑝×𝑞Λ
⊤ + diag(𝜓1, … , 𝜓𝑝) 

= ΛΛ⊤ + diag(𝜓1, … , 𝜓𝑝), 

where we have used Cov(𝑭) = 𝔼[(𝑭𝑭⊤)], Cov(𝝐) = 𝔼[(𝝐𝝐⊤)] and Cov(𝝐, 𝑭) = 𝔼[(𝝐𝑭⊤)] to get to 

the second last line. This result implies that Cov(𝑋𝑖 , 𝑋𝑗) = ∑ 𝜆𝑖𝑘
𝑞
𝑘=1 𝜆𝑗𝑘 for 𝑖 ≠ 𝑗 and so the 

covariance between any two observable variables 𝑋𝑖 and 𝑋𝑗 is solely due to their 

covariance with the common factors 𝑭 and is not dependent on the specific factors 𝝐. 

Furthermore, observe that Σ𝑿 is described by 𝑝(𝑝 + 1)/2 parameters, whereas the 

expression on the right hand side is described by 𝑝𝑞 + 𝑝 variables, and so 𝑞 < (𝑝 − 1)/2 

results in simpler covariance matrix. Furthermore, it follows from equation (8.2.5) that 

 

Var(𝑋𝑖) = (ΛΛ
⊤)𝑖𝑖 +𝜓𝑖 

=∑Λ𝑖𝑗

𝑞

𝑗=1

Λ𝑖𝑗 + 𝜓𝑖 

= 𝜆𝑖1
2 + 𝜆𝑖2

2 +⋯+ 𝜆𝑖𝑞
2 +𝜓𝑖 

(8.2.6) 

for all 𝑖 = 1,… , 𝑝. Finally, we have that 

 

Cov(𝑿, 𝑭) = 𝔼[(𝑿 − 𝝁)𝑭⊤] 

= 𝔼[(Λ𝑭 + 𝝐)𝑭⊤] 

= Λ𝔼[𝑭𝑭⊤] + 𝔼[𝝐𝑭⊤] 

= Λ. 

(8.2.7) 

This shows that the variance of each 𝑋𝑖 is partially due to the common factors 𝑭 that 

also influence other input variables and partially due to the specific factor 𝜖𝑖 that 

influences only 𝑋𝑖 and is independent of the other input variables. Therefore, the 

summation ∑ 𝜆𝑖𝑗
2𝑞

𝑗=1  is often called the 𝑖th communality and 𝜓𝑖 is known as the 𝑖th 

specific variance. 

 

Now, for 𝑞 > 1, let 𝑇 ∈ ℝ𝑞×𝑞 denote any orthogonal matrix, i.e., 𝑇𝑇⊤ = 𝐼𝑞. Then we can 

rewrite the FA model as 

 
𝑿 = 𝝁 + Λ𝑇𝑇⊤𝑭 + 𝝐 

= 𝝁 + Λ̃𝑭̃ + 𝝐, 
(8.2.8) 

where Λ̃ ≡ Λ𝑇 and 𝑭̃ ≡ 𝑇⊤𝑭. Observe that 𝔼[𝑭̃] = 𝑇⊤𝔼[𝑭] = 𝟎𝑞, Cov(𝑭̃) = 𝑇
⊤ Cov(𝑭)𝑇 = 𝑇⊤𝑇 =

𝐼𝑞 and Cov(𝝐, 𝑭̃) = 𝑇⊤ Cov(𝝐, 𝑭) = 𝑇⊤0𝑝×𝑞 = 0𝑝×𝑞. This shows that the assumptions of FA are 

not violated by this rotation. Furthermore, observe that for all 𝑖 = 1,… , 𝑝 the 𝑖th 

communality is given by 𝑖th diagonal element of ΛΛ⊤, that is, (ΛΛ⊤)𝑖𝑖 = ∑ 𝜆𝑖𝑗
2𝑞

𝑗=1 , and 

since ΛΛ⊤ = Λ̃Λ̃⊤, the communalities are also unaffected by the rotation. Thus, different 

loading matrices Λ and Λ̃ share the exact same covariance matrix Σ. Since there are an 

infinite number of orthogonal matrices, there are an infinite number of alternative 

models indicating an inherent ambiguity of this method whenever 𝑞 > 1.  

 

In the next two subsections we will discuss the two common methods to approximate 

the parameters of a factor model, namely, principal component method and maximum 

likelihood estimation. 

8.2.1 Principal component method 

Remember that the spectral decomposition allows us to recast the covariate matrix in 

terms of its eigenvalues and eigenvectors. To be specific, let {(𝜆𝑖 , 𝒘𝑖)}𝑖=1
𝑝

 denote the 

eigenvalue-eigenvector pairs of Σ𝑿 with 𝜆1 ≥ 𝜆2 ≥ ⋯ ≥ 𝜆𝑝 ≥ 0, then it follows from the 

spectral decomposition that 

 Σ𝑿 =∑𝜆𝒊𝒘𝑖𝒘𝑖
⊤

𝑝

𝑖=1

. (8.2.9) 
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Let us now suppose that the last 𝑝 − 𝑞 eigenvalues are small enough to ignore their 

contribution to Σ𝑿 so that we only are interested in the first 𝑞 eigenvalue-eigenvector 

pairs, that is, 

 Σ𝑿 ≈∑𝜆𝒊𝒘𝑖𝒘𝑖
⊤

𝑞

𝑖=1

. (8.2.10) 

Now, let us choose Λ as Λ = (√𝜆1𝒘1 ⋯ √𝜆𝑞𝒘𝑞) ∈ ℝ
𝑝×𝑞 such that Σ𝑿 can be 

approximated as 

 Σ𝑿 ≈ ΛΛ
⊤. (8.2.11) 

The discrepancy due to this estimation can be partially absorbed by a diagonal matrix 

that represents variation of specific factors, i.e.,  

 diag(𝜓1, … , 𝜓𝑝) ≡ Σ𝑿 − ΛΛ
⊤. (8.2.12) 

Note that by construction, the diagonal elements of Σ𝑿 are equal to diagonal elements 

of ΛΛ⊤ + diag(𝜓1, … , 𝜓𝑝), but that relationship does not in general hold true for the off-

diagonal elements of Σ𝑿. 

 

Finally, in the real world Σ𝑿 is unknown. Instead Σ𝑿 is estimated by the sample 

covariance matrix 𝑆𝑿 and its eigenvalue-eigenvector pairs are used to estimate Λ. 

Subsequently, the specific variance can be estimated from equation (8.2.13). 

8.2.2 Maximum likelihood method 

We can use MLE to estimate the 𝝁, Λ and 𝜓 ≡ diag(𝜓1, … , 𝜓𝑝). To write down the 

likelihood function, we assume that the data are sampled from a multivariate normal 

distribution with mean 𝝁 and covariance matrix of the form Σ𝑿 = ΛΛ
⊤ + 𝜓. With this 

assumption, the log-likelihood function becomes 

 

ℓℓ(𝝁̂, Λ̂, 𝜓̂ |𝑿) = −
𝑛𝑝

2
ln(2𝜋) −

𝑛

2
ln(|Λ̂Λ̂⊤ + 𝜓̂|)

−
1

2
∑(𝒙𝑖 − 𝝁̂)

⊤

𝑛

𝑖=1

(Λ̂Λ̂⊤ + 𝜓̂)
−1
(𝒙𝑖 − 𝝁̂) 

(8.2.14) 

 

The values of 𝝁̂, Λ̂ and 𝜓̂ that maximize this function are the MLE solutions, which can 

be obtained with iterative numerical methods. 

8.3 Fisher’s Discriminant Analysis 

Similarly to PCA, Fisher’s Discriminant Analysis (FDA) is a technique that linearly 

transforms the data into a new coordinate system resulting in dimensionality 

reduction. Unlike PCA, FDA is a supervised algorithm that takes 𝑝 independent 

continuous variables 𝑿 as input which are labelled by a multi-class target variable 𝑌, 

and it aims to maximize the separation between the target classes. As a result of this 

transformation, the classes in the lower-dimensional space are optimally separated, as 

illustrated by figure 8.5, and so the result can then be used as part of a classification 

algorithm that is often robust against outliers. 
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Figure 8.5 Projecting 2D data on 1D candidates 

 

8.3.1 Scatter matrices 

As mentioned before, the goal is to project the original data onto a lower dimensional 

space by maximizing the separation between two groups or more. To find a 

mathematical expression for the measure of separation, observe that, loosely 

speaking, two groups separate well when the means of two groups are far from each 

other. When the group means lie closer to each other, the groups are considered to be 

less separated. Furthermore, when there is a sufficiently large variation around the 

group means, the groups cannot be separated linearly. Finally, we can also think of the 

distances from each group mean to the total mean as how much the group means vary 

from the ground mean. If the group means are close to each other, the variation of the 

group means around the total mean is small, and vice versa. This is illustrated in 

figure 8.6. 
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Figure 8.6 Separation between two groups 

 
 

In general, the above discussion has shown that we want to project our sample such 

that it maximizes the distances between the means of each category and minimize the 

variance within each class; this will maximize the separation between the groups. To 

be specific, suppose our sample is 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛  where 𝑦𝑖 ∈ {𝑐1 , … , 𝑐𝐶} is a categorical 

label that decides to which class 𝒙𝑖 ∈ ℝ
𝑝 belongs to. Furthermore, let 𝒟𝑖 denote the 

subset that contains all the training observations belonging to class 𝑐𝑖, i.e., 𝒟𝑖 =

{(𝒙𝑗 , 𝑦𝑗)|𝑗 ∈ {1, … , 𝑛} ∩ 𝑦𝑗 = 𝑐𝑖}, and let 𝑛𝑖 denotes the size of 𝒟𝑖, i.e., 𝑛𝑖 = |𝒟𝑖|. The 

distances between the means of each category are described by the so-called 

between-class scatter matrix 𝑆𝐵, that is, 

 𝑆𝐵 =∑𝑛𝑖(𝒙̅𝑖 − 𝒙̅)(𝒙̅𝑖 − 𝒙̅)
⊤

𝐶

𝑖=1

∈ ℝ𝑝×𝑝, (8.3.1) 

where 𝒙̅𝑖 =
1

𝑛𝑖
∑ 𝒙𝑗𝒙𝑗∈𝒟𝑖  denotes the sample mean of the 𝑖th class and 𝒙̅ =

1

𝑛
∑ 𝒙𝑗
𝑛
𝑗=1  denotes 

the overall sample mean. Furthermore, the variance within each group is described by 

the so-called within-class scatter matrix that is defined by 

 𝑆𝑊 =∑𝑆𝐵𝑖

𝐶

𝑖=1

∈ ℝ𝑝×𝑝, (8.3.2) 

where 𝑆𝐵𝑖 denotes the scatter matrix of each class 𝑐𝑖, i.e.,  

 
𝑆𝐵𝑖 = ∑ (𝒙𝑗 − 𝒙̅𝑖)(𝒙𝑗 − 𝒙̅𝑖)

⊤

𝒙𝑗∈𝒟𝑖

∈ ℝ𝑝×𝑝. 
(8.3.3) 

The total scatter matrix is defined by 

 𝑆𝑇 =∑(𝒙𝑗 − 𝒙̅)(𝒙𝑗 − 𝒙̅)
⊤

𝑛

𝑗=1

∈ ℝ𝑝×𝑝, (8.3.4) 

and be decomposed as follows 
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𝑆𝑇 =∑ ∑ (𝒙𝑗 − 𝒙̅)(𝒙𝑗 − 𝒙̅)
⊤

𝒙𝑗∈𝒟𝑖

𝐶

𝑖=1

 

=∑ ∑ (𝒙𝑗 − 𝒙̅𝑖 + 𝒙̅𝑖 − 𝒙̅)(𝒙𝑗 − 𝒙̅𝑖 + 𝒙̅𝑖 − 𝒙̅)
⊤

𝒙𝑗∈𝒟𝑖

𝐶

𝑖=1

 

= 𝑆𝑊 + 𝑆𝐵+.∑ ∑ [(𝒙𝑗 − 𝒙̅𝑖)(𝒙̅𝑖 − 𝒙̅)
⊤ + (𝒙̅𝑖 − 𝒙̅)(𝒙𝑗 − 𝒙̅𝑖)

⊤
]

𝒙𝑗∈𝒟𝑖

𝐶

𝑖=1

 

= 𝑆𝑊 + 𝑆𝐵+.∑[( ∑ 𝒙𝑗
𝒙𝑗∈𝒟𝑖

− 𝑛𝑗𝒙̅𝑖)(𝒙̅𝑖 − 𝒙̅)
⊤ + (𝒙̅𝑖 − 𝒙̅)( ∑ 𝒙𝑗

𝒙𝑗∈𝒟𝑖

− 𝑛𝑗𝒙̅𝑖)

⊤

]

𝐶

𝑖=1

 

= 𝑆𝑊 + 𝑆𝐵 

(8.3.5) 

8.3.2 Separating two classes 

Suppose our sample 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛  describes a binary classification problem, that is, 

𝑦𝑖 ∈ {𝑐1, 𝑐2} ∀𝑖 = 1,… , 𝑛 is a label that specifiecs to which class 𝒙𝑖 belongs. Without loss of 

generality, let us assume that 𝑦1, … , 𝑦𝑛1 equal 𝑐1 and 𝑦𝑛1+1, … , 𝑦𝑛 equal 𝑐2. Now, just as 

with PCA, we are looking for a unit vector 𝒘̂ ∈ ℝ𝑝 to project our observed data onto, 

that is, 

 𝑧̂𝑖 = 𝒘̂ ⋅ 𝒙𝑖 = 𝒘̂
⊤𝒙𝑖 =∑𝑤̂𝑗𝑥𝑖𝑗

𝑝

𝑗=1

. (8.3.6) 

Remember that 𝑧̂𝑖 denotes the distance of the projection of 𝒙𝒊 on 𝒘̂ from the origin. Let 

𝑧1̅ denote the sample mean of the projected data for class 1, that is,  

 𝑧1̅ =
1

𝑛1
∑𝑧̂𝑖

𝑛1

𝑖=1

=
1

𝑛1
∑∑𝑤̂𝑗𝑥𝑖𝑗

𝑝

𝑗=1

𝑛1

𝑖=1

= 𝒘̂⊤𝒙̅1, (8.3.7) 

where 𝒙̅1 =
1

𝑛1
∑ 𝒙𝑖
𝑛1
𝑖=1  denotes the sample mean of the data for class 1. Similarly for class 

𝑐2, we have 

 𝑧2̅ =
1

𝑛 − 𝑛1
∑ 𝑧̂𝑖

𝑛

𝑖=𝑛1+1

=
1

𝑛 − 𝑛1
∑ ∑𝑤̂𝑗𝑥𝑖𝑗

𝑝

𝑗=1

𝑛

𝑖=𝑛1+1

= 𝒘̂⊤𝒙̅2, (8.3.8) 

 

where 𝒙̅2 =
1

𝑛−𝑛1
∑ 𝒙𝑖
𝑛
𝑖=𝑛1+1

. It is intuitive to use (𝑧1̅ − 𝑧2̅)
2 as a measure for the squared 

distance between projections of the two different classes: the larger its value, the 

more separated the classes are. (We use distance squared because it is easier to 

optimize than just the magnitude of the distance.) However, we also need to account 

for the variances of the classes. To this end, consider the scatter of the projections of 

each class defined by 

 𝑠̃𝐵1
2 =∑(𝑧̂𝑖 − 𝑧1̅)

2

𝑛1

𝑖=1

, (8.3.9) 

and  

 𝑠̃𝐵2
2 = ∑ (𝑧̂𝑖 − 𝑧2̅)

2

𝑛

𝑖=𝑛1+1

. (8.3.10) 

Since we want to minimize 𝑠̃𝐵1
2 + 𝑠̃𝐵2

2  and we want to maximize (𝑧1̅ − 𝑧2̅)
2, the 

optimization problem can be expressed as 

 argmax
𝒘̂∈ℝ𝑝

(
(𝑧1̅ − 𝑧2̅)

2

𝑠̃𝐵1
2 + 𝑠̃𝐵2

2 ), (8.3.11) 

where the term inside the parentheses is known as Fisher’s linear discriminant. 
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To express the optimization problem explicitly in terms of 𝒘̂, let us first focus on the 

scatter of the projections of class 𝑐1, that is, 

 

𝑠̃𝐵1
2 =∑(𝒘̂⊤𝒙𝑖 − 𝒘̂

⊤𝒙̅1)
2

𝑛1

𝑖=1

 

=∑(𝒘̂⊤(𝒙𝑖 − 𝒙̅1))
⊤

𝑛1

𝑖=1

(𝒘̂⊤(𝒙𝑖 − 𝒙̅1)) 

=∑((𝒙𝑖 − 𝒙̅1)
⊤𝒘̂)⊤

𝑛1

𝑖=1

((𝒙𝑖 − 𝒙̅1)
⊤𝒘̂) 

=∑𝒘̂⊤(𝒙𝑖 − 𝒙̅1)

𝑛1

𝑖=1

(𝒙𝑖 − 𝒙̅1)
⊤𝒘̂ 

= 𝒘̂⊤𝑆𝐵1𝒘̂, 

(8.3.12) 

where 𝑆𝐵1 = ∑ (𝒙𝑖 − 𝒙̅1)(𝒙𝑖 − 𝒙̅1)
⊤𝑛1

𝑖=1  denotes the scatter matrix of class 𝑐1. Similarly, 

 𝑠̃𝐵2
2 = 𝒘̂⊤𝑆𝐵2𝒘̂, (8.3.13) 

where 𝑆𝐵2 = ∑ (𝒙𝑖 − 𝒙̅2)(𝒙𝑖 − 𝒙̅2)
⊤𝑛

𝑖=𝑛1+1
. Since 𝑆𝑊 = 𝑆𝐵1 + 𝑆𝐵2, we have  

 𝑠̃𝐵1
2 + 𝑠̃𝐵2

2 = 𝒘̂⊤(𝑆𝐵1 + 𝑆𝐵2)𝒘̂ = 𝒘̂
⊤𝑆𝑊𝒘̂. (8.3.14) 

Furthermore, the numerator can be written as 

 

(𝑧1̅ − 𝑧2̅)
2 = (𝒘̂⊤𝒙̅1 − 𝒘̂

⊤𝒙̅2)
2 

= (𝒘̂⊤(𝒙̅1 − 𝒙̅2))((𝒙̅1 − 𝒙̅2)
⊤𝒘̂) 

= 𝒘̂⊤𝑆𝐵′𝒘̂, 

(8.3.15) 

where 𝑆𝐵′ ≡ (𝒙̅1 − 𝒙̅2)(𝒙̅1 − 𝒙̅2)
⊤ is the scatter matrix of the means of the two classes. 

Note that 𝑆𝐵′ is not equal to the between-class scatter matrix 𝑆𝐵 defined by equation 

(8.3.16), that is, 

 𝑆𝐵 = 𝑛1(𝒙̅1 − 𝒙̅)(𝒙̅1 − 𝒙̅)
⊤ + (𝑛 − 𝑛1)(𝒙̅2 − 𝒙̅)(𝒙̅2 − 𝒙̅)

⊤. (8.3.17) 

However, in the binary case, 𝒙̅ =
𝑛1

𝑛
𝒙̅1 + (1 −

𝑛1

𝑛
) 𝒙̅2, and so  

 
(𝒙̅1 − 𝒙̅)(𝒙̅1 − 𝒙̅)

⊤ = ((1 −
𝑛1
𝑛
) 𝒙̅1 − (1 −

𝑛1
𝑛
) 𝒙̅2) ((1 −

𝑛1
𝑛
) 𝒙̅1 − (1 −

𝑛1
𝑛
) 𝒙̅2)

⊤

 

= (1 −
𝑛1
𝑛
)
2

(𝒙̅1 − 𝒙̅2)(𝒙̅1 − 𝒙̅2)
⊤ = (1 −

𝑛1
𝑛
)
2

𝑆𝐵′ 

(8.3.18) 

and similarly 

 (𝒙̅2 − 𝒙̅)(𝒙̅2 − 𝒙̅)
⊤ = (

𝑛1
𝑛
)
2

(𝒙̅1 − 𝒙̅2)(𝒙̅1 − 𝒙̅2)
⊤ = (

𝑛1
𝑛
)
2

𝑆𝐵′. (8.3.19) 

Therefore, we can write 

 
𝑆𝐵 = 𝑛1 (1 −

𝑛1
𝑛
)
2

𝑆𝐵′ + (𝑛 − 𝑛1) (
𝑛1
𝑛
)
2

𝑆𝐵′ 

=
𝑛1(𝑛 − 𝑛1)

𝑛
𝑆𝐵′. 

(8.3.20) 

Since multiplying the objective function by any constant value does not affect the 

optimization problem, using 𝑆𝐵′ is equivalent to 𝑆𝐵 for binary classification. 

 

Combing the above ingredients allows us to express our objective function as 

 argmax
𝒘̂∈ℝ𝑝

(
𝒘̂⊤𝑆𝐵𝒘̂

𝒘̂⊤𝑆𝑊𝒘̂
). (8.3.21) 

To solve this optimization problem, let us take the derivative of the objective with 

respect to any element 𝑤̂𝑖 ∈ 𝒘 and set it equal to zero. To this end, let us first focus on 

the derivative of the numerator 
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𝜕𝑤̂𝑖 (∑∑𝑤̂𝑗(𝑆𝐵)𝑗𝑘𝑤̂𝑘

𝑝

𝑘=1

𝑝

𝑗=1

) = ∑(𝑆𝐵)𝑖𝑘𝑤̂𝑘

𝑝

𝑘=1

+∑𝑤̂𝑗(𝑆𝐵)𝑗𝑖

𝑝

𝑗=1

 

=∑(𝑆𝐵)𝑖𝑘𝑤̂𝑘

𝑝

𝑘=1

+∑(𝑆𝐵)𝑘𝑖𝑤̂𝑘

𝑝

𝑘=1

 

= 2∑(𝑆𝐵)𝑖𝑘𝑤̂𝑘

𝑝

𝑘=1

, 

(8.3.22) 

where we have used the symmetry of the scatter matrix, i.e., (𝑆𝐵)𝑗𝑘 = (𝑆𝐵)𝑘𝑗 to get to 

the last line. We can write the above in matrix equation as 

 ∇𝒘̂(𝒘̂
⊤𝑆𝐵𝒘̂) = 2𝑆𝐵𝒘̂. (8.3.23) 

We can derive a similar expression for the denominator 

 ∇𝒘̂(𝒘̂
⊤𝑆𝑊𝒘̂) = 2𝑆𝑊𝒘̂. (8.3.24) 

Therefore, using the quotient rule, we can write 

 ∇𝒘̂ (
𝒘̂⊤𝑆𝐵𝒘̂

𝒘̂⊤𝑆𝑊𝒘̂
) =

2(𝒘̂⊤𝑆𝑊𝒘̂)(𝑆𝐵𝒘̂) − 2(𝒘̂
⊤𝑆𝐵𝒘̂)(𝑆𝑊𝒘̂)

(𝒘̂⊤𝑆𝑊𝒘̂)
2 =

!
𝟎. (8.3.25) 

This is equivalent to solving the following equation  

 (𝒘̂⊤𝑆𝑊𝒘̂)(𝑆𝐵𝒘̂) − (𝒘̂
⊤𝑆𝐵𝒘̂)(𝑆𝑊𝒘̂) = 𝟎. (8.3.26) 

Let 𝜆̂ ≡
𝒘̂⊤𝑆𝐵𝒘̂

𝒘̂⊤𝑆𝑊𝒘̂
 such that we can rewrite the above equation as 

 𝑆𝐵𝒘̂ = 𝜆̂𝑆𝑊𝒘̂. (8.3.27) 

Suppose 𝑆𝑊 is invertible such that we can write 

 𝑆𝑊
−1𝑆𝐵𝒘̂ = 𝜆̂𝒘̂. (8.3.28) 

Since 𝜆̂ ∈ ℝ, this means that 𝒘̂ must be an eigenvector of the matrix 𝑆𝑊
−1𝑆𝐵, which is 

known as the generalized eigenvector of 𝑆𝐵 and 𝑆𝑊 with 𝜆̂ being the corresponding 

generalized eigenvalue. Note that 𝜆̂ denotes the objective function that we are 

maximizing, see equation (8.3.24), and it is also the generalized eigenvalue. 

Therefore, the 𝒘̂ that solves our optimization problem is the generalized eigenvector of 

𝑆𝐵 and 𝑆𝑊 whose associated eigenvalue is the largest. In fact, by analyzing the ranks 

of the matrices 𝑆𝑊 and 𝑆𝐵, which is beyond the scope of this article, it follows that in 

general the matrix 𝑆𝑊
−1𝑆𝐵 can at most have one non-zero eigenvalue and the associated 

eigenvectors form a one-dimensional subspace.11  

 

Since we are only considering the binary case, 𝑆𝐵 = (𝒙̅1 − 𝒙̅2)(𝒙̅1 − 𝒙̅2)
⊤ and so we can 

write 

 
1

𝜆̂
𝑆𝐵′𝒘̂ =

1

𝜆̂
(𝒙̅1 − 𝒙̅2)(𝒙̅1 − 𝒙̅2)

⊤𝒘̂ = 𝑐(𝒙̅1 − 𝒙̅2), (8.3.29) 

where 𝑐̂ ≡
(𝒙̅1−𝒙̅2)

⊤𝒘̂

𝜆̂
∈ ℝ. Thus, the generalized eigenvalue problem can be rewritten as 

 𝒘̂ =
1

𝜆̂
𝑆𝑊
−1𝑆𝐵𝒘̂ = 𝑐̂𝑆𝑊

−1(𝒙̅1 − 𝒙̅2). (8.3.30) 

Since 𝑐̂ ∈ ℝ, it only changes the magnitude of 𝒘̂ but does not influence the direction. 

Therefore, the optimal generalized eigenvector is in the direction of 𝑆𝑊
−1(𝒙̅1 − 𝒙̅2). We 

then get the optimal 𝒘̂ by constraining it to be a unit vector in the direction of 

𝑆𝑊
−1(𝒙̅1 − 𝒙̅2), i.e., by normalizing 𝒘̂. 

 

After computing 𝒘̂, we project any 𝒙 ∈ ℝ𝑝 into the scalar 𝑧̂ = 𝒘̂⊤𝒙. The so-called Fisher’s 

discriminant rule estimates 𝒙 belonging to class 𝑐1 if |𝑧̂ − 𝑧1̅| ≤ |𝑧̂ − 𝑧2̅|, and otherwise 

belonging to class 𝑐2. For defineteness, suppose 𝑧1̅ > 𝑧2̅. We can then define a threshold 

value 𝑤̂0 ≡ −
1

2
(𝑧1̅ + 𝑧2̅) on 𝑧̂ to estimate that 𝒙 belongs to class 𝑐1 when 𝑧 ≤ 𝑤̂0, and 

otherwise belongs to class 𝑐2. The discriminant function for FDA is then defined by the 

 
11  Remember that if 𝒘̂ is an eigenvector of 𝑆𝑊

−1𝑆𝐵 with 𝜆̂ as eigenvalue, i.e., 𝑆𝑊
−1𝑆𝐵𝒘̂ = 𝜆̂𝒘̂, then any scaled 

vector 𝒘̂′ = 𝑐̂𝒘̂ with 𝑐̂ ∈ ℝ is also an eigenvector with 𝜆̂ as eigenvalue, i.e., 𝑆𝑊
−1𝑆𝐵𝒘̂′ = 𝑐̂𝑆𝑊

−1𝑆𝐵𝒘̂ = 𝑐̂𝜆̂𝒘̂ = 𝜆̂𝒘̂′. 
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line ℎ̂(𝒙) ≡ 𝒘̂⊤𝒙 + 𝑤̂0 and the decision boundary is given by ℎ̂(𝒙) = 0. Although beyond 

the scope of this article, it can be shown that the LDA (linear discriminant analysis) 

and FDA method are equivalent for the binary classification problem.  

8.3.3 Separating many classes 

Now let us generalize the previous subsection to deal multi-classification problem of 𝐶 

classes, that is, range(𝑌) = {𝑐1, 𝑐2, … , 𝑐𝐶}. We again want to find the projection such that 

the 𝐶 classes are maximally separated, and this is achieved by optimizing the 

generalized Fisher’s linear discriminant given by  

 argmax
𝒘∈ℝ𝑝

(
𝒘̂⊤𝑆𝐵𝒘̂

𝒘̂⊤𝑆𝑊𝒘̂
) = argmax

𝒘∈ℝ𝑝
(
𝒘̂⊤𝑆𝑇𝒘̂

𝒘̂⊤𝑆𝑊𝒘̂
− 1) = argmax

𝒘∈ℝ𝑝
(
𝒘̂⊤𝑆𝑇𝒘̂

𝒘̂⊤𝑆𝑊𝒘̂
). (8.3.31) 

where 𝑆𝐵, 𝑆𝑊 and 𝑆𝑇 denote the between, within and total class scatter matrices 

discussed in subsection 8.3.1. This shows that our optimization problem can also be 

interpreted as maximizing the total scatter of the projected data (similar to PCA) while 

minimizing the scatter within each projected class (using the class labels).  

 
Solving this optimization problem again leads to solving the generalized eigenvalue 

problem, for which various efficient algorithms exists. It is beyond the scope of this 

article to prove it, but it turns out that we can at most extract 𝐶 − 1 meaningful 

generalized eigenvectors to project the data on (unlike PCA where we could extract 𝑝 

eigenvectors). Note that these eigenvectors are not necessarily orthogonal or 

normalized. Just as with PCA, we use these eigenvectors to form the matrix 𝑊 ∈

ℝ𝑝×(𝐶−1) as  

 𝑊̂ = (𝒘̂1 ⋯ 𝒘̂𝐶−1). (8.3.32) 

Now, for the random vector 𝑿 = (𝑋1, 𝑋2, … , 𝑋𝑝)
⊤
, the transformed vector 𝒁̂ =

(𝑍̂1, 𝑍̂2, … , 𝑍̂𝐶−1)
⊤
 can be written in matrix form as 

 𝒁̂ = 𝑊̂⊤𝑿. (8.3.33) 

Thus, the matrix 𝑊̂ is the linear map responsible for dimensional reduction, i.e., 

𝑊̂⊤: ℝ𝑝 → ℝ𝐶−1 while maximizing the seperability of the classes. Furthermore, 𝑊̂ allows 

us to reconstruct the transformed feature vector 𝒁̂ in the original variable space, i.e., 

𝑊̂:ℝ𝐶−1 → ℝ𝑝.  

 

Once we have computed 𝑊̂, we can classify any 𝒙 according to Fisher’s discriminant 

rule for a multi-classification problem. That is, we estimate 𝒙 belonging to class 𝑐𝑖 if 
|𝑧̂ − 𝑧𝑖̅| ≤ |𝑧̂ − 𝑧𝑗̅| ∀𝑗 ∈ {1, … , 𝐶} ∖ {𝑖}. 
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9 Ensembling 

Ensembling techniques are methods that combine the predictions from several 

predictive models to find an overall model with improved predictive accuracy. The 

most intuitive method is developing multiple models and using their outputs to 

compute a final prediction, but there are also more complex techniques. In this 

chapter, we will discuss the most popular ones in more details. 

9.1 Ensemble averaging 

Ensemble average is the method of producing multiple different models using different 

algorithms (such as logistic regression, neural networks, and other algorithms) and 

combining their output to compute a final output. To be specific: 

 

• Develop multiple predictive models with the same training set. 

• Let each model produce an output for some given input.  

• Take the average of the output when solving a regression problem. For 

classification, we can use soft voting (provided the algorithms use class 

probabilities) or hard voting, see the discussion in section 3.2.5. 

 

It turns out that this apparently simple method will often lead to a better predictive 

performance compared to a single predictive model because the diversity of the 

models likely results in a smaller variance. 

 

One way to extend this method is by weighing the output of each single model by its 

performance on a test set. In this case, we constraint the sum of the weights to be 

equal to one, and so the weights can be considered as the percentage of expected 

performance from each model. However, this approach has the potential to overfit the 

data more than a simple averaging ensemble if the test set is not sufficiently large. 

Box 9.1 Example: ensemble averaging 

 
 
  

In the examples in chapter 5 the same sample has been used to estimate the same 

model with different forecasting methods, resulting in several different forecasts for 

the same variable. No single method seem to outperform any of the others. 

Alternatively, all of these forecasts can be combined to produce one single forecast. 

The results are in table 9.1. For the in sample fit the combination of various methods 

almost always yields a better result. But only in the case of severe violence there is 

a significant reduction of the forecasting error. Figure 9.1 shows the actuals, fit and 

forecasts. 
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Table 9.1 Example: estimation and forecasting with ensemble averaging* 

 Severe 
violence 

Criminal 
damages 

and crimes 
against 

public order 

Robbery Traffic 
crimes excl. 

driving 
under 

influence 

Model selection criteria     

In sample MAPE (1979-2015) 6.979 3.815 5.095 3.157 

In sample RMSE (1979-2015) 556.686 8,112.848 937.620 3,246.139 

Out of sample MAPE (2016-2019) 5.162 13.655 12.722 2.993 

Out of sample RMSE (2016-2019) 392.661 18,089.380 1,354.803 3,217.018 

Preferred model     

In sample MAPE (1979-2015) ensemble 

averaging 

ensemble 

averaging 

ensemble 

averaging 

ensemble 

averaging 

In sample RMSE (1979-2015) ensemble 

averaging 

ensemble 

averaging 

ensemble 

averaging 

ensemble 

averaging 

Out of sample MAPE (2016-2019) ensemble 

averaging 

baseline baseline ensemble 

averaging 

Out of sample RMSE (2016-2019) ensemble 

averaging 

baseline baseline ensemble 

averaging 

* Average over baseline model, ECM-model, principal components (all with feature selection), linear 

regression, robust regression M-estimation, robust regression S-estimation, robust regression MM-

estimation, Ridge regression, nearest neighbours (all without feature selection). 

Figure 9.1 Example: actuals, fit and forecasts with ensemble averaging 
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9.2 Bagging 

To understand how we can use ensemble learning to reduce the variance, suppose we 

measure a random variable 𝑍 that is distributed with a distribution 𝑝𝑍 and a population 

mean 𝜇𝑍. Suppose we draw 𝑛 i.i.d. samples. Then the variance of the sample mean 𝑍̅ 

can be written as (see the result in section 4.2)  

 𝜎
𝑍𝑖𝑖𝑑~ 𝑝𝑍(𝑧̅)
2 =

𝜎
𝑍𝑖𝑖𝑑~ 𝑝𝑍(𝑧)
2

𝑛
. (9.2.1) 

So every extra observation we draw is decreasing the variance of the sample mean 

because we divide by 𝑛. Unfortunately, this is often very expensive or even impossible. 

Therefore, let us drop the independence assumption so that we draw 𝑛 samples 

𝑧1, 𝑧2, … , 𝑧𝑛 that are identically distributed (i.d.) but with a correlation greater than zero. 

Let 𝑍1, 𝑍2, … , 𝑍𝑛 denote the corresponding random variables. Then, using Bienaymé's 

identity, the variance of the sample means can be written as 

 

𝜎
𝑍𝑖𝑑~𝑝𝑍̅(𝑧̅)
2 = Var𝑍𝑖𝑑~𝑝𝑍̅(𝑧̅)

(
1

𝑛
∑𝑍𝑖

𝑛

𝑖=1

) 

=
1

𝑛2
[∑Var𝑍𝑖𝑖𝑑~𝑝𝑍(𝑧)

(𝑍𝑖)

𝑛

𝑖=1

+ 2 ∑ Cov𝑍𝑖,𝑍𝑗𝑖𝑑~𝑝𝑍(𝑧)
(𝑍𝑖 , 𝑍𝑗)

1≤𝑖<𝑗≤𝑛

]. 

(9.2.2) 

Using the following expression for the correlation 

 
𝜌𝑍𝑖𝑍𝑗 =

Cov(𝑍𝑖 , 𝑍𝑗)

√Var(𝑍𝑖)Var(𝑍𝑗)

=
Cov(𝑍𝑖 , 𝑍𝑗)

Var(𝑍𝑖)
, 

(9.2.3) 

where we have used the fact that the observations have the same variance because 

they follow the same distribution, i.e., 𝑍𝑖
𝑖𝑑
~
𝑝𝑍 for 𝑖 = 1,2,… , 𝑛. Then 

 

 

𝜎
𝑍𝑖𝑑
~
𝑝𝑍̅(𝑧̅)

2 =
1

𝑛2
[∑Var𝑍𝑖𝑖𝑑~𝑝𝑍(𝑧)

(𝑍𝑖)

𝑛

𝑖=1

+ 2Var𝑍𝑖𝑖𝑑~𝑝𝑍(𝑧)
(𝑍𝑖) ∑ 𝜌𝑍𝑖,𝑍𝑗𝑖𝑑~𝑝𝑍(𝑧)

1≤𝑖<𝑗≤𝑛

] 

=
1

𝑛2
[𝑛Var𝑍𝑖𝑖𝑑~𝑝𝑍(𝑧)

(𝑍𝑖) + (𝑛
2 − 𝑛)Var𝑍𝑖𝑖𝑑~𝑝𝑍(𝑧)

(𝑍𝑖)𝜌𝑍𝑖,𝑍𝑗𝑖𝑑~𝑝𝑍(𝑧)
] 

= (𝜌𝑍𝑖,𝑍𝑗𝑖𝑑~𝑝𝑍(𝑧)
+
1 − 𝜌

𝑍𝑖,𝑍𝑗
𝑖𝑑
~𝑝𝑍(𝑧)

𝑛
)Var𝑍𝑖𝑖𝑑~𝑝𝑍(𝑧)

(𝑍𝑖). 

 

(9.2.4) 

So to reduce our variance, ideally, we would want to manipulate our samples by 
decorrelating them so that 𝜌𝑍𝑖,𝑍𝑗𝑖𝑑~𝑝𝑍(𝑧)

 becomes smaller to drive the first term down 

while increasing 𝑛 to drive the second term down, which we can achieve with bagging 

as we will explain next. 

 

Suppose we have our original training sample 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛 . Bagging involves the 

following steps: 

 

• Generate 𝑚 new bootstrap samples {𝒟𝑖}𝑖=1
𝑚  by sampling with replacement from our 

observed sample {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛 . As discussed in section 4.7, only about 63% of the 

original set appear in any of these bootstrap samples and so we can consider them 

to be reasonably decorrelated (see equation (9.2.5) above). 

• Then, using the 𝑚 bootstrap samples {𝒟𝑗}𝑗=1
𝑚 , we train 𝑚 models {𝑓𝒟𝑗}𝑗=1

𝑚
 with the 

same algorithm.  

• Then with bagging we combine the prediction of all models using averaging for 

regression or a voting strategy for classification. 
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Box 9.2 Example: bagging 

 

Table 9.2 Example: estimation and forecasting with bagging 

 Severe 
violence 

Criminal 
damages 

and crimes 
against 

public order 

Robbery Traffic 
crimes excl. 

driving 
under 

influence 

Model selection criteria     

Case sampling     

In sample MAPE (1979-2015) 9.587 5.908 10.220 4.243 

In sample RMSE (1979-2015) 730.786 11,249.970 1,627.759 4,488.533 

Out of sample MAPE (2016-2019) 5.181 7.581 4.895 3.856 

Out of sample RMSE (2016-2019) 381.198 10,132.850 460.116 4,266.582 

Residual bootstrapping     

In sample MAPE (1979-2015) 8.388 4.788 6.248 3.329 

In sample RMSE (1979-2015) 605.424 9,717.344 1,122.534 3,377.029 

Out of sample MAPE (2016-2019) 6.408 7.688 4.780 4.012 

Out of sample RMSE (2016-2019) 476.874 10,248.120 471.186 4,466.692 

Preferred model     

In sample MAPE (1979-2015) baseline residual 

bootstrapping 

baseline baseline 

In sample RMSE (1979-2015) residual 

bootstrapping 

residual 

bootstrapping 

baseline baseline 

Out of sample MAPE (2016-2019) case sampling baseline residual 

bootstrapping 

baseline 

Out of sample RMSE (2016-2019) case sampling baseline case sampling baseline 

 

For estimating model (2.1.4) in example 2.1 only 37 annual observations are 

available. Therefore, one hundred extra training sets are generated by bootstrapping 

the original training set. Both case resampling as well as residual bootstrapping are 

applied to the transformed variables. Then model (2.1.4) is estimated on each 

bootstrapped sample and both the in sample fit as well as the out of sample 

forecasts are calculated. The resulting time series are then averaged over all 

bootstrap samples and compared to the actual number of recorded crimes. The 

results are in table 9.2. For traffic crimes bootstrapping does not lead to better 

forecasts. For the other types of crime the results are mixed. However, since 

producing the best possible forecasts is the end goal, bootstrapping is preferred for 

severe violence and robbery, although is not clear which bootstrap method to use. 

Figures 9.2 and 9.3 show the actuals, fitted values and forecasts. 
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Figure 9.2 Example: actuals, fit and forecasts with case resampling 

 

Figure 9.3 Example: actuals, fit and forecasts with residual bootstrapping 
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9.2.1 Random Forests  

As discussed, bagging reduces the variance of 𝑛 identically distributed (i.d.) random 

variables by decorrelating the random variables as much as possible, see equation 

(9.2.6). Since decision trees are prone to overfitting the training data, bagging is often 

used to reduce this problem. 

 
Suppose there is one very dominant predictor 𝑋𝑗 among the 𝑝 independent variables in 

the training set. Then the greedy algorithm of decision trees ensures that most of the 
trees in the bagging ensemble will choose to split on 𝑋𝑗 in early iterations. In other 

words, there is a risk that one dominant predictor variable would consistently be 

selected as the first splitting variable for each of the bagged decision trees and the 

resulting trees would still be highly correlated. Random forests improve on bagging by 

reducing the correlation between the trees through the random selection of the input 

variables. To be specific: 

 

• Generate 𝑚 new bootstrap samples {𝒟𝑖}𝑖=1
𝑚  of size 𝑛 by sampling with replacement 

from our observed sample 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛 .  

• Then we train 𝑚 decision trees {𝑓𝒟𝑗}𝑗=1

𝑚
 using the 𝑚 bootstrap samples {𝒟𝑗}𝑗=1

𝑚  as 

discussed in the sections 5.10, but for each tree we first randomly select a set 𝑞 

input variables, where 𝑞 < 𝑝, to make the optimal split on. 

• Then we combine the prediction of all decision trees on some unseen data point 𝑿 =

𝒙∗ using averaging for regression trees or plurality-vote strategy for classification 

trees. 
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Box 9.3 Example of a random forest model 

 

Let us use the random forest algorithm to model the data discussed in appendix 6. Just 

as with the logistic regression example, we choose to set aside 20% of our data for the 

test set using stratified sampling. Again, we want to use 𝑘-fold cross-validation to find 

the best hyperparameter values of the model, with 𝑘 = 5. The hyperparameters of the 

random forests model are: 

 

• Number of trees to built the forest, denoted by 𝑚 in the description of the algorithm 

above. 

• The metric used to determine the quality of the split. In our report, we have only 

discussed entropy. The other option is the so-called Gini metric, see (Breiman et al., 

2017) for more information. 

• The maximum number of splits of each tree. 

• The number of features to consider when looking for the best split, denoted by 𝑞 in 

the description of the algorithm above. 

 

There are more hyperparameters in the model, such as the minimum number of 

training points required to split an internal node, the minimum number of training 

points required to be at a leaf node, etc. for which we have chosen a constant value 

(instead of a predefined range of values) to reduce computational cost. Finally, the 

models are evaluated using the average AUC-ROC score computed using the one-vs-

rest approach.  

 

After one-hot-encoding and performing cross-validation, we found that the optimum set 

of hyperparameter values is: 

 

• 𝑚 = 750; 

• Gini metric; 

• 𝑞 = log2(𝑝), where 𝑝 denotes the number of input variables after one-hot-encoding; 

• and 25 maximum number of splits per tree. 

 

Then we use these values to train a random forest with the entire training set. This is 

used to predict the target values of the test set which yields an AUC-ROC score of 0.75. 

The one-vs-rest ROC curves are plotted below. 
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Box 9.3 continued 
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Box 9.3 continued  

9.3 Boosting 

Boosting is an ensemble technique whereby learners are trained sequentially with the 

first learner fitting a simple model with high bias to the data and then iteratively fitting 

models on the mistakes made by each previous model. To be specific, the so-called 

gradient boosting algorithm is as follows: 

 

• Input: training set 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛 , algorithm 𝒜 with a differentiable loss function 

𝐿(𝒚, 𝒚̂), number of iterations 𝑚. 

• Algorithm: 

1 Initialize the model with the constant value model defined by: 𝐹̂0 =
argmin
𝛾̂∈range(𝑌)

∑ 𝐿(𝑦𝑖 ,  𝛾̂)
𝑛
𝑖=1 . 

2 Iterate for 𝑗 = 1 to 𝑚: 

▪ Compute the so-called pseudo-residuals: 𝑟̂𝑖𝑗 = −
𝜕𝐿(𝑦𝑖,𝑦̂𝑖)

𝜕𝑦̂
|
𝑦̂𝑖=𝐹̂𝑗−1(𝒙𝑖)

 for all  

𝑖 = 1,2, … , 𝑛. 

▪ Use algorithm 𝒜 to fit a simple model ℎ̂𝑗 on {(𝒙𝑖 , 𝑟̂𝑖𝑗)}𝑖=1
𝑛

. 

▪ Compute ‘how much’ of the model ℎ̂𝑗 to add:  

𝛾𝑗 = argmin
𝛾̂∈ℝ

[∑ 𝐿 (𝑦𝑖 , 𝐹̂𝑗−1(𝒙𝑖) + 𝛾 ℎ̂𝑗(𝒙𝑖))
𝑛
𝑖=1 ]. 

▪ Update model: 𝐹̂𝑗(𝑿) = 𝐹̂𝑗−1(𝑿) + 𝛾𝑗ℎ̂𝑗(𝑿). 

3 Final model: 𝐹̂𝑚(𝑿). 

 

Since we are interested in the aggregated results only, we also plot a bar chart of 

the number of observed and predicted instances of each target class. 
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Note that for each iteration 𝑗, we are fitting a simple model ℎ̂𝑗 on the pseudo-residuals 

{𝑟̂𝑖𝑗}𝑖=1
𝑛

. Thus, we can make the approximation 𝑟̂𝑖𝑗 ≈ ℎ̂𝑗(𝒙𝑖). So when we update the 

model at the end of each iteration, we can approximate that as 

 

𝐹̂𝑗(𝒙𝑖) = 𝐹̂𝑗−1(𝒙𝑖) + 𝛾𝑗ℎ̂𝑗(𝒙𝑖) 

≈ 𝐹̂𝑗−1(𝒙𝑖) + 𝛾𝑗 𝑟̂𝑖𝑗 

= 𝐹̂𝑗−1(𝒙𝑖) − 𝛾𝑗
𝜕𝐿(𝑦𝑖 , 𝑦̂𝑖)

𝜕𝑦̂
|
𝑦̂𝑖=𝐹̂𝑗−1(𝒙𝑖)

. 
(9.3.1) 

In other words, given the previous model 𝐹̂𝑗−1, we add a small step in the direction of 

the decreasing loss. This is very similar to the gradient descent method and works for 
the same reason. In practice, boosting is mainly used to reduces bias (although 
variance can also be reduced with this method) to improve the performance of so-

called weak learners, i.e., models with predictive capabilities that only slightly 
outperform random guessing (Breiman, 2000). 

9.4 Stacking 

Stacking is a so-called ensemble method that is trained to optimally combine the 

predictions of multiple types of models that perform well (the predictions can be class-

probabilities or class-labels for classification problems). This is a generalization of 

ensemble averaging with the (weighted) average or plurality vote being replaced by 

some machine learning algorithm. The final model is known as the meta-model, and 

the models that produce the predictions to train the meta-model are known as the 

base-models. 

 

To train a stacking algorithm, we apply the following steps: 

 

• Choose 𝑚 base-models and a meta-model. 

• Perform 𝑘-fold cross-validation with a training set of sample size 𝑛 on each of the 

base learners to find the optimal hyperparameters.  

• Collect the resulting 𝑛 predicted values associated with the optimal 

hyperparameters for each of the 𝐿 algorithms in an 𝑛 × 𝑚 matrix.  

• The out-of-fold predicted values are then used as training (input) data for the 

meta-model along with the original target vector 𝒚. Sometimes the input data for 

the base-model is also included in the training data of the meta-model as it can 

provide additional information. If the meta-model has hyperparameters that need 

to be tuned, then we use again cross-validation methods by splitting the data in a 

training and a validation set.  

• After the meta-model is trained, we re-train the base-models using the original full 

sample set because a larger sample size will likely result in better estimates. 

 

Thus, the ensemble model now contains 𝑚 base-models and one meta-model. New 

predictions for unseen data can be computed by first finding the predictions of each of 

the 𝑚 base-models. Those predictions with the associated target vector 𝒚 (and 

potentially the input data for the base-models) are then fed into the meta-model to 

compute the final prediction.  

 

It has been empirically found that an ensemble of diverse models tends to work well. 

The meta-model can be of any type, but a popular choice is linear regression for 

regression problems and logistic regression for classification problems since they do 

not require further tuning of the hyperparameters and the prediction can be seen as 
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the weighted average of the predictions due to the base-models. However, adding 

(ridge) regularization to the meta-model may be useful to avoid overfitting. 
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10 Time series analysis 

In this section we look at time series models. In a time series model forecasts are 

based on the variable’s past values and possibly a constant, a trend and seasonal 

variables. In its purest form, no explanatory variables and no domain knowledge are 

included. Four types of time series models are discussed here: exponential smoothing 

(ETS), autoregressive integrated moving average models (ARIMA), error correction 

models (ECM) and Poisson processes.  

 

Both exponential smoothing and ARIMA are special cases of state space models. This 

type of model consists of an observation (or measurement) equation that describes 

the observed data (for example the number of recorded crimes), and several state 

equations, which describe how unobserved states change over time. State space 

models may be extended to allow for the inclusion of causal effects. ETS models focus 

on the trend and seasonality in the data while ARIMA focuses on the autocorrelations 

in the data and ECM focusses on long-term and short-term dynamics. All ETS models 

are non-stationary, while ARIMA and ECM model are made stationary before 

estimation. There is a small overlap between ETS and ARIMA-models (for details see 

https://otexts.com/fpp3/arima-ets.html). 

10.1 Exponential smoothing 

Exponential smoothing (ETS) is a method of adaptive forecasting. The forecast of the 

endogenous variable is a weighted average of its past values with exponentially 

declining weights over time. Simple smoothing models have been around for many 

years and include a trend (T) component and a seasonal (S) component. In 

exponential smoothing, a third component is added: the error term (E). The three 

components may be combined in various combinations to estimate yt but always in the 

same order. The trend component may be decomposed in a level term (at), which is 

always present, and a growth term (bt). The growth term is added (A) to or multiplied 

(M) with the level term or not included at all (N). The growth term can also be 

dampened, which means that the impact of the trend over time is reduced. The 

damping may be specified additive (Ad) of multiplicative (Md). Once the type of trend 

is determined the seasonal component can be added on to the model, either additive 

(A), multiplicative (M) or not at all (N). Finally, the error term is added on, again either 

additive (A) or multiplicative (M). A great advantage of exponential smoothing over 

simple smoothing methods is that information criteria (see section 2.5.1) can be used 

for model selection. Another advantage of exponential smoothing is that it does not 

require many observations to make a forecast. At the same time, this is also a 

disadvantage. If the number of observations is limited and are not representative of a 

‘normal’ situation, it is unlikely that this method will yield accurate forecasts. 

 

There are many different forms of exponential smoothing, but a state-space model can 

describe them all (Hyndman & Athanasopoulos, 2021). In an exponential smoothing 

model, the states are level (a), trend (b), and seasons (s). Suppose that time periods 

are indicated by t,  is a damping parameter for linear trend models,  is a damping 

parameter for multiplicative trend models, m is the number of seasons in a year and ε 

is the error term. Then the general form of the observation equation for an ETS-model 

is as follows: 

https://otexts.com/fpp3/arima-ets.html


 

Research and Data Centre Technical annotation to Cahier 2024-4  |  170 

 𝑦𝑡 = 𝑓(𝑎𝑡−1, 𝑏𝑡−1, 𝑠𝑡−𝑚, 𝛼, 𝛽, 𝛾, 𝑞, 𝜑) + 𝑔(𝑎𝑡−1, 𝑏𝑡−1, 𝑠𝑡−𝑚, 𝛼, 𝛽, 𝛾, 𝑞, 𝜑)𝜀𝑡. (10.1.1) 

Here ,  and  are so-called smoothing parameters and f() and g() are functions. If 

the errors are additive then g()=1, if the errors are multiplicative then g()=f(). The 

general form of the state equations in an ETS-model are as follows: 

 

𝑎𝑡 = 𝛼𝐹(𝑎𝑡−1, 𝑏𝑡−1, 𝑠𝑡−𝑚, 𝜀𝑡) + (1 − 𝛼)𝐺(𝑎𝑡−1, 𝑏𝑡−1, 𝑠𝑡−𝑚)

𝑏𝑡 = 𝛽𝐻(𝑎𝑡−1, 𝑏𝑡−1, 𝑠𝑡−𝑚, 𝜀𝑡) + (1 − 𝛽)𝜃𝑏𝑡−1
𝜑

𝑠𝑡 = 𝛾𝐾(𝑎𝑡−1, 𝑏𝑡−1, 𝑠𝑡−𝑚, 𝜀𝑡) + (1 − 𝛾)𝑠𝑡−𝑚.

 (10.1.2) 

Here F(), G(), H() and K() are user-specified functions. The parameters , , ,  and 

 need to be estimated. For model stability the parameters are often restricted to 

0≤,, ≤1, 0≤ ≤, 0≤ ≤(1-). For a comprehensive treatment of exponential 

smoothing, see (Gardner, 2006). (Chua and Tumibay, 2020) applied this method to 

crime reports in Angeles City in the Philippines. (Gorr et al., 2003) applied this method 

to crime in Pittsburgh, PA, USA. Examples of the observation equation for the 

observed data (y) of simple exponential smoothing models are: 

 

• ETS(A,N,N) (Simple exponential smoothing with additive errors) 

𝑦𝑡 = 𝑎𝑡−1 + 𝜀𝑡 

• ETS(M,N,N) (Simple exponential smoothing with multiplicative errors) 

𝑦𝑡 = 𝑎𝑡−1(1 + 𝜀𝑡) 

• ETS(A,A,N) (Holt’s linear method with additive errors) 

𝑦𝑡 = 𝑎𝑡−1 + 𝑏𝑡−1 + 𝜀𝑡 

• ETS(M,A,N) (Holt’s linear method with multiplicative errors) 

𝑦𝑡 = (𝑎𝑡−1 + 𝑏𝑡−1)(1 + 𝜀𝑡) 

• ETS(M,A,M) (Holt-Winters Method with Multiplicative Errors and Seasonal 

components) 

𝑦𝑡 = (𝑎𝑡−1 + 𝑏𝑡−1)𝑠𝑡−𝑚(1 + 𝜀𝑡) 

• ETS(A,Ad,N) (Additive damped trend method with additive errors) 

𝑦𝑡 = 𝑎𝑡−1 + q𝑏𝑡−1 + 𝜀𝑡 

• ETS(A,A,A) (Additive Holt-Winters’ method with additive errors) 

𝑦𝑡 = 𝑎𝑡−1 + 𝑏𝑡−1 + 𝑠𝑡−𝑚 + 𝜀𝑡 

• ETS(A,Ad,M) (Holt-Winters’ damped method with additive errors) 

𝑦𝑡 = (𝑎𝑡−1 + q𝑏𝑡−1)𝑠𝑡−𝑚 + 𝜀𝑡 

• ETS(M,Md,M) (Fully Multiplicative method with Damping) 

𝑦𝑡 = 𝑎𝑡−1𝑏𝑡−1
𝜑
𝑠𝑡−𝑚(1 + 𝜀𝑡) 

10.2 Autoregressive integrated moving average models 

An autoregressive integrated moving average (ARIMA) model assumes that the 

observed data (y) depends linearly on its own previous values (autoregression, AR) 

and on the current and various past values of a stochastic term (moving average, MA) 

and that it needs to be differenced (the integrated part, I) to eliminate the non-

stationarity of the mean function (i.e., the trend). Thus, ARIMA-model contains p 

autoregressive terms, P seasonal autoregressive terms, q moving average terms and 

Q seasonal moving average terms (Box et al., 2015). The order of integration is d and 

the order of seasonal integration is D. Although ARIMA-models are special case of 

state-space models, they are usually not denoted in that fashion. Suppose the time 

periods are indicated by t,  is the error term and all the , , ,  and  are parameters 

to be estimated. Then the general form of the ARIMA(p,d,q)(P,D,Q) model can be 

described as 
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(1 −∑𝜑𝑖𝐵
𝑖  

𝑝

𝑖=1

)(1 −∑Φ𝑗𝐵
𝑗𝑆  

𝑃

𝑗=1

) (1 − 𝐵)𝑑(1 − 𝐵𝑆)𝐷(𝑦𝑡 − 𝑋𝑡𝛽)

= (1 +∑𝜃ℎ𝐵
ℎ  

𝑞

ℎ=1

)(1 +∑𝛩𝑙𝐵
𝑘𝑆 

𝑄

ℓ=1

)𝜀𝑡 , 

(10.2.1) 

where the vector Xt may contain a constant, some trend terms and other explanatory 

input variables and B is the backshift operator, meaning 𝐵𝑑𝑦𝑡 ≡ 𝑦𝑡−𝑑. S indicates the 

number of seasonal components, for example S=12 for monthly data or S=4 for 

quarterly data. Some examples of simple ARIMA(p,d,q)(P,D,Q)-models are: 

 

• ARIMA(0,0,0)(0,0,0) (white noise model) 

𝑦𝑡 = 𝜀𝑡 

• ARIMA(0,1,0)(0,0,0) (random walk) 

𝑦𝑡 = 𝑦𝑡−1 + 𝜀𝑡 

• ARIMA(0,0,0)(0,0,0) with a constant and trend 

𝑦𝑡 = 𝛽0 + 𝛽1𝑡 + 𝜀𝑡 

• ARIMA(0,1,0)(0,0,0) with a constant (random walk with drift) 

𝑦𝑡 = 𝛽1 + 𝑦𝑡−1 + 𝜀𝑡 

• ARIMA(1,0,1)(0,0,0) 

𝑦𝑡 = 𝜑1𝑦𝑡−1 + 𝜀𝑡 + 𝜃1𝜀𝑡−1 

• ARIMA(2,1,2)(0,0,0) 

𝑦𝑡 = 𝑦𝑡−1 +𝜑1 ∙ (𝑦𝑡−1 − 𝑦𝑡−2) + 𝜑2 ∙ (𝑦𝑡−2 − 𝑦𝑡−3) + 𝜀𝑡 + 𝜃1𝜀𝑡−1 + 𝜃2𝜀𝑡−2 

• ARIMA(0,1,0)(0,1,0) for monthly data  

𝑦𝑡 = 𝑦𝑡−1 + 𝑦𝑡−12 − 𝑦𝑡−13 + 𝜀𝑡 

• ARIMA(1,1,1)(1,1,1) for quarterly data 

𝑦𝑡 = 𝑦𝑡−1 + 𝑦𝑡−4 − 𝑦𝑡−5 + 𝜑1𝑧𝑡−1 +Φ1𝑧𝑡−4 − 𝜑1Φ1𝑧𝑡−5 + 𝜀𝑡 + 𝜃1𝜀𝑡−1 + Θ1𝜀𝑡−4 + 𝜃1Θ1𝜀𝑡−5 

   where 𝑧𝑡 ≡ 𝑦𝑡 − 𝑦𝑡−1 − 𝑦𝑡−4 + 𝑦𝑡−5 

 

Estimating an ARIMA model consists of three consecutive steps (although in many 

software packages these steps are integrated into a single procedure). The first step is 

to determine whether or not to transform the data. If the growth rate of the 

endogenous variable is not constant over time, it is likely that the data may suffer 

from heteroscedasticity. Taking natural logarithms will linearize the relationship and 

solves the problem of heteroscedasticity. Second, the (transformed) data should be 

tested for unit roots using an augmented Dickey-Fuller (ADF) test (Elliott et al (1996)). 

Unit roots are a cause for non-stationarity, meaning that the mean and/or variance 

change over time. If the hypotheses that the endogenous variable does not contain a 

unit root is rejected, the time series needs to be differenced (Hyndman and Khandakar 

(2008)) and retested. This procedure is repeated d and D times until the differenced 

time series is tested stationary. Finally, the lag lengths p, q, P en Q should be 

determined by information criteria (see section 4.1). 

 

The advantage of the ARIMA models is that it is relatively easy to apply, although the 

tests mentioned above should be carefully checked. A disadvantage is that stationary 

univariate ARIMA models are only intended for short-run forecasts because, although 

they produce optimal short run forecasts, they revert quickly to the mean of the 

process (Deadman (2003)). In its purest form no domain knowledge is added. The 

ARIMA procedure has also been adapted to accommodate vectors of autoregressive 

time series (VAR), for example Witt and Witte (2000), and panel data, in particular 

space-time autoregressive models (ST-AR), for example Shoesmith (2013). ARIMA-

models are usually estimated with maximum likelihood. However Triana & 
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Retnowardhani (2019) and Alwee et al (2013) use more complex techniques to 

estimate an ARIMA-model.  

 

There have been several studies where the ARIMA model in its purest model was used 

to forecast crime levels. Deadman (2003) applied an ARIMA(1,1,0)(0,0,0) model to 

residential burglary in the England and Wales and compared the results to other types 

of models (among others the error correction model discussed in the next section and 

ARIMA models with exogenous variables added). Jha et al (2021) apply several ARIMA 

models to annual data on crime reported by victims in India and compare the 

outcomes to the results of a neural network (discussed in section 2.4.1). Vijayarani et 

al (2021) apply ARIMA models to recorded crime and arrests in Chicago, Illinois, USA. 

Lin et al (1986) use an ARIMA model to forecast the prison population in Louisiana, 

USA. Goldman et al (1976) use an ARIMA model to forecast caseload for federal 

district courts in the USA. In many studies exogenous variables are added to the 

ARIMA model in order to include some kind of domain knowledge. Batista de Barros et 

al (2020) model crime in Brazil using an ARIMA model with exogenous variables. Wan 

et al (2013) use an ARIMA model with exogenous variables to forecast the prison 

population in New South Wales, Australia. Recently, several studies used ARIMA-

models to measure the effect of COVID-19 on recorded crime, for example Ashby 

(2020a), Payne and Morgan (2020a, 2020b), Payne et al (2022) and Piquero et al 

(2020) and Moolenaar and Choenni (2021). By estimating an ARIMA-model with a 

correction for COVID-19 included, it is possible to make forecasts of recorded crime as 

if the COVID-19 pandemic has never occurred. By comparing these forecasts with 

actual values the effect of the COVID-19 pandemic on recorded crime can be 

estimated.  

10.3 Error Correction Model 

An error correction model (ECM) is useful for estimating both short-term and long-

term effects of one time series on another. An error correction model assumes that 

there is a long-term relationship (sometimes called an equilibrium) between two or 

more variables, for example between crime and the unemployment rate. However, 

there can be temporary deviations from the long-term relationship due to external 

factors (like COVID-19 for example). These deviations may influence the short-run 

dynamics.  

 

To implement an ECM all times series in the model need to be tested on 

heteroscedasticity and non-stationarity along the lines of the first two steps of 

estimating an ARIMA-model described in the previous section. Suppose xi,t is an 

explanatory input variable (for example unemployment) in time period t and that yt 

and xi,t are integrated of order d (>0) and that the following long-term relationship 

holds  

 𝑦𝑡  =  ∑𝛽𝑖𝑥𝑖,𝑡
𝑖≥1

+ 𝜀𝑡 . (10.3.1) 

Most commonly d=1, in which case the ECM can be represented by  

 ∆𝑦𝑡  =  𝑐 + 𝛼𝜀𝑡̂−1 +∑𝛾ℎ∆𝑦𝑡−ℎ
ℎ≥1

+∑∑𝛿𝑖𝑗∆𝑥𝑖,𝑡−𝑗
𝑗≥0𝑖≥1

+ 𝑣𝑡 , (10.3.2) 

where ∆𝑦𝑡 ≡ 𝑦𝑡 − 𝑦𝑡−1. The general form of the error correction model can be 

represented by (Engsted & Johansen [1999])  
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(1 − 𝐵)𝑑𝑦𝑡  =  𝑐 + 𝛼(1 − 𝐵)
𝑑−1𝜀𝑡̂−1 +∑𝛾𝑖(1 − 𝐵)

𝑑𝑦𝑡−𝑖
𝑖≥1

  

+∑∑𝛿ℎ𝑗(1 − 𝐵)
𝑑𝑥ℎ,𝑡−𝑗

𝑗≥0ℎ≥1

+ 𝑣𝑡 , 
(10.3.3) 

where B is the backshift operator, meaning 𝐵𝑑𝑦𝑡 ≡ 𝑦𝑡−𝑑. The 𝜀𝑡̂−1 represents the 

estimated deviation from the long-term relationship, while the remaining variables 

represent short-term changes. Note that  should be negative, because a positive 

coefficient would reinforce any deviation from the long-run relationship. Note that if 

d=0, the ECM does not exist.  

 

The (implicit) underlying assumption with ECM is that a long term relationship exist. If 

so, an econometric error correction model would be more appropriate than an ARIMA 

model. The question arises is whether this type of model is appropriate if there is no 

such long-term relationship or if the relationship is unstable. Hendry and Clements 

(1998) noted that forecasts from an error correction model may be poor when there is 

a shift in the long-term relationship. Deadman (2003) compared results from ARIMA 

and ECM models models for residential burglary in England and Wales in 1998-2001 

and concluded that no long-term relationship exists, based on the fact that ARIMA 

models rendered better forecasts than ECM. Other examples of ECM applied to crime 

are Dhiri et al (1999), Matti (2000) and Harries (2003). The ECM procedure has also 

been adapted to accommodate vectors of autoregressive time series (vector error 

correction model, VECM), for example Saridakis (2004). 

10.4 Poisson Process  

In the case of count data a Poisson process could be used to make forecasts. A Poisson 

process is a model for a series of discrete events, for example victims coming into the 

Police station to report a crime. The exact timing of these events is assumed to be 

random, but the average time between events is known. For example, if 180 crimes 

per year are reported, then the average time between reports is approximately 2 days. 

However, there can be days without any victims coming in or there can be ten 

consecutive days with one victim per day. Note that events may not occur at exactly 

the same time (for example two victims on one day), but this can be easily 

circumvented by changing the time unit into hours or seconds. The arrival of an event 

should be independent of the previous event and the average arrival time should be 

constant. The Poisson model is specified as 

 ln 𝜆𝑡 = ln (E(yt|Xt)) = Xt𝛽 + 𝜀𝑡 , (10.4.1) 

where t=E(yt|Xt) is the mean of the Poisson distribution, i.e. the mean of yt 

conditional on Xt and Xt is a vector of explanatory variables. Then the conditional 

density C of yt given Xt is  

 𝐶(𝑦𝑡|𝑋𝑡 , 𝛽) =
𝜆𝑦𝑡

𝑦𝑡!
𝑒−𝜆𝑡 , (10.4.2) 

The parameters  can be estimated using (Quasi) Maximum Likelihood techniques. The 

forecast of yt are calculated as 𝑦̂𝑡 = exp(Xt𝛽̂). Instead of a Poisson distribution, it is also 

possible to specify a negative binomial, exponential or normal distribution. The 

calculation of the forecasts remains the same. See (Koehrsen, 2019) for some 

straightforward examples on Poisson processes.  
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A Poisson model works well if events occur randomly and no information is available 

on arrival times. In this case t is a constant. Domain knowledge can be added in the 

form of Xt. Instead of events in time it is also possible to look at events in an area. To 

explore the relationships between crimes and socio-economic variables Hu et al. 

(2018) formulate a spatial-temporal model based on a binomial distribution and on a 

Poisson distribution and compare the results. Liu and Brown (2003) predict criminal 

incidents using a transition density model for spatial–temporal event prediction. 
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11 Conclusions and further research 

This report has examined various algorithms that could potentially make a useful 

contribution to the FMJS. This potential for success partly depends on the 

preconditions under which the FMJS must be built and updated, as will be discussed in 

the next section. In the subsequent section, the criteria on which the algorithms must 

be assessed will be discussed. The third section will discuss the implications for the 

FMJS. In the final section, concrete recommendations are given for the future. 

11.1 Requirements 

At the end of the 1990s, the main reasons for the development of the FMJS were (Van 

der Heijden, 2002): 

 

• more insight into the forecasts; 

• more coherence and consistency in the forecasts;  

• and more uniformity and statistical quality of the forecasts. 

 

This goal has largely been achieved, which has been confirmed in many external 

evaluations12 over the past 25 years. Nevertheless, developments in the field of 

machine learning and computer technology offer new possibilities. At the same time, 

we do not want to throw overboard the goals that have been achieved, especially 

insight and system consistency. Therefore, a number of preconditions must first be 

established before determining which of the techniques described in this report are 

interesting enough to investigate further: 

 

• The model must be network consistent. That is, the forecast of the output of one 

network partner must influence the forecast of the inflow of the subsequent 

network partner in a consistent manner. 

• It must be possible to predict seven years in advance, i.e. the budget horizon plus 

the years between the last known realization year and the first budget year. 

• The forecasts must be interpretable. Policymakers want to be able to understand 

why the forecasts are the way they are. In practice, this means that they must be 

traceable to specific input variables and that the estimated relationship must 

contain a certain degree of logic or causality. 

• Due to the planning of the budget process, the parameters of the model must be 

updated annually in November. Because some data is only available at the end of 

September, this means in practice that the update must take place within a period 

of approximately six weeks. Any administrative handling of privacy issues 

surrounding microdata must be completed before then. 

• The chosen algorithm must be fair. Choices made or decision rules may not 

unintentionally lead to the algorithm becoming discriminatory in nature. 

 
12  Theeuwes & De Winter (1998), KPMG/BEA (1998), Spapens et al. (2001), Bomhoff et al. (2002), Biermans 

& Van Leeuwen (2003), Goudriaan (2004), Felsö et al. (2006), Bont et al. (2009), Everhardt et al. (2016), 

De Poot et al. (2020). 
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11.2 Selection criteria 

The criteria by which the quality of a model and the resulting forecasts are assessed 

depend on the chosen approach: econometrics or machine learning. Although there is 

a large overlap between the techniques used in econometrics and machine learning, 

econometrics works more from theory and machine learning is more data-driven. This 

leads to different selection criteria. 

 

The goal of a machine learning algorithm is to minimize the forecast errors. First, a 

selection of various algorithms is chosen that could potentially solve the problem under 

consideration. Then, the cross-validation technique is used for each algorithm to build 

a model with the minimal expected forecast error by finding the optimal combination 

of bias and variance. The bias and variance of a model are related through the 

complexity of the model. That is, relatively simple models have a relatively higher bias 

and lower variance compared to more complex models resulting from the same 

algorithm. This is called the 'bias-variance trade-off'. To assess the quality of an 

empirical model, the Mean Squared prediction Error (MSE) is usually calculated, 

because the MSE can be broken down into bias, variance and non-reducible error. 

Thus, the MSE is a good measure of the 'bias-variance trade-off'. 

 

On the other hand, in econometrics, the bias-variance trade-off plays a minor role, 

because theory says that you should always choose an unbiased model. So to asses 

the quality of an empirical model, other measures are calculated, like information 

criteria, which are used to measure the goodness-of-fit of the model based on the 

value of the likelihood function and which penalizes the complexity of the model, 

and/or overall measures of forecasting errors, such as the average absolute 

percentage prediction error, the average absolute scaled error or the MSE. 

11.3 Implications for the Forecasting Model for the Justice System 

Many developments have taken place in recent years, especially in the field of machine 

learning (see, among others, Bishop, 2006). The FMJS has been drawn up from an 

econometric viewpoint. The question is whether the machine learning approach is 

useful for the FMJS. Another question is whether, regardless of the approach, other 

algorithms have more to offer. 

11.3.1 Which approach? 

Both the machine learning and the econometric approaches have advantages and 

disadvantages. The goal of a machine learning algorithm is to minimize the forecast 

error from previously unobserved data using cross-validation. However, these methods 

do not easily allow for the introduction of theory. This is unlike econometric models 

that are built from theory, and therefore less sensitive to fluctuations in unobserved 

data and more suitable for (medium and) long-term forecasts than machine learning 

models. Instead, machine learning models could be very useful for short-term 

forecasts because we can safely assume theory is less likely to play a role in the short 

term. 

 

Feature selection is also approached differently. In econometrics, the independent 

variables are usually selected on the basis of theory, correctness of the sign of the 

estimated effect and statistical significance of the effect. Testing hypotheses is very 
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important in an econometric approach, whereas in machine learning this hardly plays a 

role. In a machine learning algorithm, the independent variables are selected based on 

their predictive value: if an exogenous variable improves the forecasting performance 

of the empirical model, it is included and otherwise it is left out. Whether the signs of 

the estimated weighting factors are correct and whether they are ultimately 

statistically significant is less important. Note that for each independent variable 

included in the model, the complexity of the model will increase. 

 

At first glance, the machine learning approach seems attractive for the FMJS. The aim 

of the FMJS is to make the best possible forecasts of the required capacity in the 

justice system and the machine learning approach is fully aimed at this. But if the 

aforementioned conditions have to be met, we will reach the limits of machine 

learning. First, the time component plays an important role in the FMJS, but the 

machine learning approach has difficulty with this. For example, bootstrapping on time 

series is a challenge and cross-validation on time series is very difficult, because gaps 

appear in the time series at random places. But bootstrapping and cross-validation are 

very important components of the machine learning approach. Secondly, in the 

machine learning approach, the MSE calculated on the test set determines the choice 

of the model. It is implicitly assumed that the data in the test set was created under 

the same external conditions as the data in the training set. If this were not the case, 

external circumstances could influence the results of the model. Having the same 

external circumstances is certainly not the case with time series. For example, crimes 

recorded in 2020 were created under different socio-economic circumstances than 

crimes recorded in 2015. These circumstances can influence the data itself. Consider, 

for example, COVID-19. If the training set contains data up to and including 2019 and 

the test set contains data from 2020, then this test set is not suitable for evaluating 

the model built on this training set. 

 

Because cross-validation and the MSE play a less important role in the econometric 

approach, the preconditions of network consistency and time component are easier to 

achieve. But the econometric approach also has limitations. The econometric approach 

strives for an unbiased estimator. This therefore excludes algorithms that mainly focus 

on increasing bias. In addition, theory and statistical fit of the model play an important 

role in the econometric approach. This makes the forecasts more explainable, but can 

also lead to suboptimal forecasts because a model that fits well does not necessarily 

predict well and vice versa. 

 

The conclusion for both approaches is that the precondition of the interpretability of 

the model will in many cases conflict with the goal of the best possible forecasts. To 

some extent a middle ground is possible. Until recently, machine learning models were 

mainly based on correlations rather than causal relationships. A recent development is 

the growing attention for causal and explainable machine learning techniques 

(Bareinboim & Pearl, 2016; Beckers, 2022), which also has implications for the 

econometric approach (Hünermund & Bareinboim, 2023). This means that the overlap 

between machine learning methods and the econometric methods is growing. This also 

seems to be the most promising development direction for the FMJS, but the so-called 

'explainable artificial intelligence' is still in its infancy. Ultimately, the end user will 

have to indicate which preconditions should be decisive and accept the associated 

disadvantages. 
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11.3.2 Which algorithm? 

Looking at the preconditions, a number of algorithms are rejected in advance. Some 

algorithms, such as neural networks, support vector machines, robust and Bayesian 

linear regression, are too computationally intensive and therefore cannot be updated 

within the required time. Algorithms such as neural networks, discriminant analysis, 

naive Bayes classification, ETS and Bayesian regression are also excluded because 

they do not meet the conditions of network consistency and/or interpretability. Robust 

and censored regression are also excluded because these algorithms are mainly 

intended for specific types of data or data problems that are not or hardly present in 

the FMJS data. Given the preconditions, elastic net regularization, survival analysis, 

ARIMA(X), ECM, logistic regression, decision trees, KNN, ensemble averaging and 

bagging offer new possibilities. 

 

The FMJS is roughly divided into four parts: the beginning of the system, i.e. inflow 

from society into one of the justice organisations, the outflow at a network partner, 

i.e. the method of handling incoming cases, the flow through the system, i.e. the 

transfer of cases from one network partner to another, and the duration of certain 

types of sanctions. Currently, more or less the same techniques are used in all parts. 

However, this is not necessary. Therefore, possible alternatives must be examined 

separately for all parts. 

 

Only aggregated data is currently available for the start of the network. As a result, 

only a limited number of techniques are available at the beginning of the network: 

ordinary least squares, time series analysis (both already in the current FMJS), ridge 

regression (possibly in combination with lasso), KNN, bagging and ensemble 

averaging. It is unlikely that micro-data will become available in the near future. The 

options for the through-flow part of the FMJS are also limited, because the microdata 

from one network partner often do not match well with the microdata from the other 

network partner. This often means having to fall back on aggregated data and so the 

same limited number of techniques are available as mentioned at the beginning of this 

paragraph. 

 

Depending on the network partner, there are sometimes more alternatives available 

for the outflow part of the FMJS. Microdata is available for prosecution and trial at first 

instance. Apart from the aforementioned algorithms, (a random forest of) decision 

trees and (multinomial) logistic regression models are also possible here. Microdata is 

also available for the implementation of intramural sanctions. A survival analysis could 

be applied to this. The disadvantage of using techniques intended for microdata is that 

these techniques often cannot handle the time component well. The results found must 

then be regarded as constant in the future. 

 

Data on the duration of a sanction are also largely only available at a high aggregation 

level. But in some cases, microdata is available, for example the duration of the 

custodial sentence to be served. For a large proportion of detainees, the duration is 

known in advance because it is determined by the judge. In that case, no estimate 

needs to be made, but an expiration calendar can be used to calculate when people 

will leave. But in a number of cases the end date is not known in advance, for example 

in the case of pre-trial detention or detention in a psychiatric prison hospital. 

Estimating a survival function on microdata could provide a solution for this problem. 
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A caveat must be noted when using microdata. Legally, organizations may only collect 

information that is important for their activities. This means that the files containing 

the microdata contain relatively few personal characteristics. The number of personal 

characteristics could possibly be increased by linking the data with the Social 

Statistical Database of the Central Bureau of Statistics. But there are a number of 

objections to this. Firstly, the question is whether the connection can be realized 

annually within the set deadlines, since it is a lot of work in terms of content and 

administration and a delay of, for example, a week is already problematic. Secondly, a 

link means that sensitive judicial information ends up with a non-judicial organization 

and the question is whether this is desirable and whether the purpose justifies this 

link. Thirdly, many people in the judicial system have a non-Dutch nationality. The 

question is whether the personal characteristics of these people are sufficiently present 

in the Social Statistical Database. Training an algorithm based on data that lacks 

specific personal characteristics of specific groups could lead to an incorrect model. 

11.4 Recommendations 

The most promising development direction for the FMJS seems to be 'explainable 

artificial intelligence', but this is currently still an area of knowledge that is under 

development. Given the nature of the data, the purpose of FMJS and the 

preconditions, the previous discussion leads to a number of promising algorithms that 

are interesting to investigate further: 

 

• linear regression with elastic-net regularization; 

• survival analysis of the duration of detention in a psychiatric prison hospital or pre-

trial detention; 

• logistic regression on decisions by the Public Prosecutor or the courts; 

• random forest on decisions by the Public Prosecutor or the courts; 

• k-nearest neighbors; 

• ensemble averaging; 

• bagging method; 

• time series analysis for ensemble averaging. 

 

These algorithms largely meet the preconditions, but sometimes concessions will have 

to be made. In a follow-up study, a number of pilots with these algorithms will be 

carried out on a limited number of parts of the justice system to see whether these 

algorithms actually lead to a better forecasting performance. 

 

Furthermore, an earlier analysis of the prison system (Moolenaar & Ter Braak, 2022) 

has already shown that time series analysis on high-frequency occupancy data, 

although tempting because of its simplicity, is not recommended due to seasonal 

effects, stability issues, representativeness of the reference times and working trends 

of inflow and average duration. The researchers therefore recommended analyzing the 

inflow and average length of detention separately in the future, if possible. 

International literature shows that this is also a more common practice. 

 

In addition, it is also important to think about how forecasts and their errors are 

handled. Every forecast involves uncertainty margins. These must be taken into 

account when making decisions based on forecasts. Consideration may also be given 

to how forecasts can best be translated into budget and/or personnel. Because 

discrepancies between forecasts and reality can never be prevented, it is important 
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that the end users of forecasts consider in advance how to respond to them. For 

example, how to deal with false positives and false negatives or biased forecasts? 

What is the economic and social impact? Are both types of forecast errors equally bad, 

or is one worse than the other? Is an organization flexible enough to respond quickly 

to this? These types of questions can be answered before the forecasts are known, so 

that protocols can be established on how to deal with forecast errors. 

 

Finally, it is important to realize that there is no absolute truth in the field of justice 

and security. There are no exact laws, as is often the case in the scientific areas. This 

makes retrospective evaluation of the forecasts difficult, because against what ‘ground 

truth’ should the forecasts be compared? There may even be a ‘self-denying 

prophecy’: if policymakers do not want forecasts to come true, they can create new 

policies to ensure that this does not happen. The result is that, in retrospect, the 

forecasts did not come true, which is often wrongly attributed as an error of the 

model. 
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Prof. dr. Ir. H. La Poutré 

Research institute for mathematics & computer science in the Netherlands (CWI) 

 

Drs. B. Smid 

Netherlands bureau for Economic Policy Analysis (CPB) 

 

Drs. A.G.J. Van der Torre 

The Netherlands Institute for Social Research (SCP) (until September 2023) 

From October 2023 onwards in a personal capacity 
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Appendix 2 Information theory 

In machine learning it will often be useful to compare some true mass distribution 

function with some estimated mass distribution function. For this reason, we need to 

have a measure of the difference between two mass distribution functions. To 

introduce this measure, we first need to introduce some concepts from information 

theory. Information theory is a subbranch of mathematics that is concerned with 

quantifying information for communication. The goal is to reliably and efficiently 

transmit a message from a sender to a recipient. These messages are composed of 

bits; remember that a bit is used to represent a binary state that contains either the 

value 1 or 0. In other words, 1 bit of information allows us to communicate 2 different 

facts: a 1 or a 0. 

Information and surprisal 

To intuitively understand these concepts, suppose we live in a region of the world 

where on average only 1 day of the week it rains and 6 days it is sunny. If the weather 

forecast tells us that it will be sunny tomorrow, then we would not be very ‘surprised’ 

and not much ‘information’ has been ‘transmitted’. Contrary, if we are told it will rain 

tomorrow, then we would be relatively ‘surprised’ and a relatively lot of ‘information’ 

has been ‘transmitted’ by such a forecast. More generally, events that have a low 

probability of occurring are more surprising and transmit more information compared 

to an event occurring with a high probability. In other words, observing a rare event is 

more informative and surprising than observing a likely event. 

 

From our discussion, the surprise of an observation 𝑧 of a discrete random variable 

𝑍 ~𝑝𝑍 can be considered a function that acts on mass distributions as 𝐼: 𝑝𝑍(𝑧) ↦

𝐼(𝑝𝑍(𝑧)) ∈ ℝ. Since we want 𝐼 to capture the concept of information through surprise, 

we would like it to satisfy the following properties: 

 

• The information should be expressed by a continuous function because an 

infinitesimal change in the probability of an event should lead to a corresponding 

change in the surprise we experience. 

• The information of a maximally probable event is zero; suppose the probability of 

an event occurring is 1, then we would not be surprised at all. Thus, 𝑝𝑍(𝑧) = 1 ⇒

𝐼(𝑝𝑍(𝑧)) = 0. 

• The information should be monotonic; suppose 𝑝𝑍(𝑧1) < 𝑝𝑍(𝑧2), then observation 𝑧1 is 

more surprising than observation 𝑧2. Thus, 𝑝𝑍(𝑧1) < 𝑝𝑍(𝑧2) ⇒ 𝐼(𝑝𝑍(𝑧1)) > 𝐼(𝑝𝑍(𝑧2)). 

• The information of two events should be additive when they are independent; the 

total surprise due to two independent observations should be equal to the sum of 

the two surprises of each individual observation. In other words, since the two 

observations are independent, the occurrence of one event should not affect the 

surprise from the other event occurring. More generally, suppose the 𝑛 

observations {𝑧𝑖}𝑖=1
𝑛  of 𝑍 are independent, then 𝐼(∏ 𝑝𝑍(𝑧𝑖)

𝑛
𝑖=1 ) = ∑ 𝐼(𝑝𝑍(𝑧𝑖))

𝑛
𝑖=1 . 

 

Note that it follows from the second and third point that the information 𝐼 is a non-

negative function. Intuitively this makes sense because either we are not surprised at 

all and it equals zero, or we are surprised and then the surprise is greater than zero. 
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It can be proven that there is only one family of functions that satisfies these four 

properties which is given by 

𝐼(𝑝𝑍(𝑧)) = 𝐶 logb
1

𝑝𝑍(𝑧)
= −𝐶 logb 𝑝𝑍(𝑧) 

for some constant 𝐶 > 0. In information theory, we want to measure the information in 

bits and so we choose 𝑏 = 2 with 𝐶 = 1 such that 

 

𝐼(𝑝𝑍(𝑧)) = log2
1

𝑝𝑍(𝑧)
= − log2 𝑝𝑍(𝑧) 

This is convenient because suppose 𝑝𝑍(𝑧) = 0.5, then the information transmitted by 

observing 𝑧 is exactly 1 bit. 

Entropy 

The entropy of 𝑍, denoted by 𝐻, is defined as the expected information over all the 

possible outcomes of 𝑍, that is, 

𝐻(𝑍) = 𝔼[𝐼(𝑝𝑍(𝑍))] = − ∑ 𝑝𝑍(𝑧) log2 𝑝𝑍(𝑧)

z∈range(𝑍)

 

In other words, the entropy of 𝑍 describes, on average, how surprised we are going to 

be by the outcome of 𝑍.  

 

Note that in information theory it is common to define 0 log2 0 as 0 to avoid any 

potential problems. Furthermore, since the z ∈ range(𝑍) only plays a role as an 

argument of the function 𝑝𝑍, we will often denote it by 𝐻(𝑝𝑍). Finally, entropy is a non-

negative function because 𝑝𝑍(𝑧) ∈ [0,1] and so log2 𝑝𝑍(𝑧) ≤ 0 ∀ z ∈ range(𝑍). 

Entropy as a measure of heterogeneity 

There is a relationship between the heterogeneity of a group and information that will 

be useful when we are discussing classification trees: the more heterogeneous the 

group is the more surprised we are when we randomly pick a member of that group. 

On the other hand, if a group is completely homogeneous, randomly picking a member 

of that group yields no surprise.  

 

Suppose we have a sample set 𝒟 = {𝑧𝑖}𝑖=1
𝑛  with 𝑛 observations of discrete variable 𝑍 

that can take on 𝐶 different classes. We can consider 𝒟 to be a group and its entropy is 

is computed as 

𝐻(𝒟) = −∑𝑝𝑖 log2 𝑝𝑖

𝐶

𝑖=1

 

where 𝑝𝑖 is the probability of randomly picking an element of the class 𝑖, i.e., 𝑝𝑖 is the 

proportion of the data set made up of class 𝑖. 

Coin toss 

Suppose we are tossing a coin where 𝑍~𝑝𝑍 denotes the random variable that 

represents the outcome of the coin flip such that  

𝐻(𝑍) = −𝑝𝑍(head) log2 𝑝𝑍(head) − 𝑝𝑍(tail) log2 𝑝𝑍(tail) 

If the coin is fair, i.e., 𝑝𝑍(head) = 0.5, then observing the outcome of the toss will 

always transmit a lot of information and its outcome will be surprising. On the other 

hand, if it is an extremely biased coin, e.g., 𝑝𝑍(head) = 0.999, then, on average, the 

outcome of such a toss would not be surprising.  
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Kullback-Leibler divergence 

In this section we will introduce the so-called Kullback-Leibler (KL) divergence. This 

concept has many different interpretations in information theory. We will consider it to 

be an expression of information: under the assumption that the mass distributions 𝑝𝑍 

and 𝑞𝑍 are ‘close’, it is surprising if they are not close and the KL divergence will be 

high, and vice versa it will not surprising if they are ‘close’ together.  

 

Let us first define the so-called likelihood ratio between two mass distributions 𝑝𝑍 and 

𝑞𝑍 of some observation of 𝑍 = 𝑧 by 

LR(𝑧) =
𝑝𝑍(𝑧)

𝑞𝑍(𝑧)
 

If LR(𝑧) > 1, then 𝑝𝑍(𝑧) > 𝑞𝑍(𝑧) and it is more likely that 𝑧 has been generated by 𝑝𝑍, 

and if LR(𝑧) < 1 it will be more likely that the sample has been drawn from 𝑞𝑍. And it is 

equally likely that 𝑧 has been drawn from 𝑝𝑍 or 𝑞𝑍 if, and only if, LR(𝑧) = 1. 

 

More generally, suppose the observed events 𝒟 = {𝑧𝑖}𝑖=1
𝑛  are independently generated, 

then 

LR(𝑧1, … , 𝑧𝑛) =
𝑝𝑍(𝑧1, … , 𝑧𝑛)

𝑞𝑍(𝑧1 , … , 𝑧𝑛)
=∏

𝑝𝑍(𝑧𝑖)

𝑞𝑍(𝑧𝑖)

𝑛

𝑖=1

 

Taking the logarithm allows us to convert the product to a sum and gives us the log 

likelihood ratio of the observations 

LLR(𝑧1, … , 𝑧𝑛) =∑log2
𝑝𝑍(𝑧𝑖)

𝑞𝑍(𝑧𝑖)

𝑛

𝑖=1

 

Now when LLR(𝑧1, … , 𝑧𝑛) > 0, it implies that the data {𝑧𝑖}𝑖=1
𝑛  is more likely drawn from 𝑝𝑍 

than from 𝑞𝑍, and vice versa when LLR(𝑧1, … , 𝑧𝑛) < 0. To sum up, given the observed 

data set {𝑧𝑖}𝑖=1
𝑛 , the log likelihood ratio is a measure of which distribution, 𝑝𝑍 or 𝑞𝑍, is 

more likely that the data is drawn from. 

 

Now suppose we assume that 𝑍~𝑝𝑍, and our classification model produces an estimate 

𝑝̂𝑍. The KL divergence, denoted by 𝐷KL, is then defined by 
𝐷KL(𝑝𝑍‖𝑝̂𝑍) = 𝔼𝑍~𝑝𝑍[LLR(𝑍)] 

= 𝔼𝑍~𝑝𝑍 [log2
𝑝𝑍(𝑍)

𝑝̂𝑍(𝑍)
] 

= ∑ 𝑝𝑍(𝑧)

z∈range(𝑍)

log2
𝑝𝑍(𝑧)

𝑝̂𝑍(𝑧)
 

= ∑ 𝑝𝑍(𝑧)

z∈range(𝑍)

log2 𝑝𝑍(𝑧) − ∑ 𝑝𝑍(𝑧)

z∈range(𝑍)

log2 𝑝̂𝑍(𝑧) 

This tells us the expected value weighted by 𝑝𝑍 of how much more likely the sampled 

data point is generated from 𝑝𝑍 compared to 𝑝̂𝑍. 

 

Let us define cross-entropy of 𝑝𝑍 and 𝑝̂𝑍 as the expected information by drawing from 

𝑝̂𝑍 but weighted by the distribution of 𝑝𝑍 instead, that is, 

𝐻(𝑝𝑍, 𝑝̂𝑍 ) = 𝔼𝑍~𝑝𝑍[−log2 𝑝̂𝑍(𝑍)] = − ∑ 𝑝𝑍(𝑧) log2 𝑝̂𝑍(𝑧)

z∈range(𝑍)

 

such that the KL divergence can be written as 

𝐷KL(𝑝𝑍‖𝑝̂𝑍) = 𝐻(𝑝𝑍, 𝑝̂𝑍 ) − 𝐻(𝑝𝑍). 

Thus, we can consider the KL divergence as the amount of information ‘lost’ when 

using 𝑝̂𝑍 as an approximation of the true distribution 𝑝𝑍. 
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The above discussion shows that we can, loosely speaking, view the KL divergence as 

a measure of the separation between the mass distributions 𝑝𝑍 and 𝑝̂𝑍. Strictly 

speaking, it is not a metric because it violates the triangle inequality and is not 

symmetric in its arguments, i.e., 𝐷KL(𝑝𝑍‖𝑝̂𝑍) ≠ 𝐷KL(𝑝̂𝑍‖𝑝𝑍). The KL divergence does 

satisfy 𝐷KL(𝑝𝑍‖𝑝𝑍) = 0 and 𝐷KL(𝑝𝑍‖𝑝̂𝑍) > 0 when 𝑝𝑍 ≠ 𝑝̂𝑍. Also note that if an outcome 𝑧 

exists such that 𝑝̂𝑍 = 0 and 𝑝𝑍 > 0, then 𝐷KL(𝑝𝑍‖𝑝̂𝑍) is ill-defined (remember that 𝑐 log2 0 

is ill-defined for any 𝑐 > 0 and we have defined 0 log2 0 to be equal to zero). Therefore, 

the support of 𝑝𝑍 needs to be contained in the support of 𝑝̂𝑍. 
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Appendix 3 Hypothesis testing 

A research hypothesis is a is a statement about the theoretical relationship between 

(random) variables and can be tested using data thereby making assuming about its 

distribution. A popular method is hypothesis testing which makes inference about 

theoretical relationships within populations based on a sample of the population (see 

section 4.1). The main steps in hypothesis testing are as follows: 

 

• Convert the research hypothesis into two hypotheses: the null hypothesis 𝐻0 that 

will be tested, and the alternative hypothesis 𝐻1 which is the statement that will be 

considered if the null hypothesis is rejected. 

• Collect a sample of the population to test the null hypothesis. 

• Perform an appropriate statistical test to investigate if the collected sample is due 

to 𝐻0, i.e., a data set that originates from the assumed distribution under 𝐻0. 

• Select a significance threshold and use the result of the statistical test to reject 𝐻0 

or fail to reject 𝐻0. 

 

In the following subsections we will further discuss these steps in more details. We 

have assumed that the reader is familiar with the topics discussed in chapter 4. 

Hypothesis formulation 

As mentioned, the first step is to propose two hypotheses. The null hypothesis 𝐻0 is a 

statement about the population that we assume to be true unless we obtain sufficient 

evidence that it is false beyond reasonable doubt.13 The alternative hypothesis 𝐻1 is a 

statement about the population that is mutually exclusive to 𝐻0 and is likely true if we 

reject 𝐻0. 

 

Next, we use a so-called test statistic, which is a random variable that is dependent on 

the sample data. It allows us to summarize our sample with a single value that we can 

then compare with the expected value of the test statistic due to the distribution under 

𝐻0 and so it is important that we can (approximately) compute the test statistic from 

the distribution assumed under 𝐻0. 

 

For instance, suppose we design an experiment to test if someone's weight is affected 

by a certain diet. Such an experiment will have a so-called experimental or treatment 

group of people that is following the special diet and a so-called control group consisting 

of people who do not change their diet. In this case, we will use the sample mean of the 

experimental group as the test statistic. To this end, let 𝜇0 and 𝜇1 denote the sample 

means of the control and experimental group, respectively. Then, the null hypothesis 

could state that the average weight for the control and experimental groups are equal 

to each other, that is, 

𝐻0: 𝜇0 = 𝜇1. 

In other words, the null hypothesis assumes that the special diet has no statistical effect 

on the weight of the people in the experimental group. Next, there are three ways to 

propose an alternative hypothesis depending on the purpose of the test: 

 

 
13 This is similar to the prosecutor who must gather enough evidence to prove the suspect is guilty because of 

the presumption of innocence. 
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• the two-sided test defined by: 𝐻1: 𝜇0 ≠ 𝜇1. This is testing if 𝜇0 is different from 𝜇1; 

• the left-tailed test defined by: 𝐻1: 𝜇0 < 𝜇1. This is testing if 𝜇0 is smaller than 𝜇1; 

• the right-tailed test defined by: 𝐻1: 𝜇0 > 𝜇1. This is testing if 𝜇0 is greater than 𝜇1. 

 

Note that a left-tailed and right-tailed test can both be referred to as a one-tailed 

hypothesis test. 

 

The idea of hypothesis testing is to look for sufficient evidence in the sample data that 

suggests 𝐻0 is not true. However, a hypothesis can only be proven true if we have 

observed the entire population distribution and can be proven false with only one 

observation.14 In other words, if we do not find sufficient evidence to reject 𝐻0, then we 

can use 𝐻0 to explain the sample data but we cannot conclude that 𝐻0 is exactly true. 

All we can conclude is that the data does not provide sufficient evidence to assume that 

𝐻1 is true. Similarly, rejecting 𝐻0 does not prove that 𝐻1 is exactly true. The evidence 

merely supports either 𝐻0 or 𝐻1, but we cannot prove any hypothesis unless we know 

the entire population. 

 

This implies that there is a non-zero probability that we make the wrong decision. These 

errors can be categorized as False Positives (FP) and False Negatives (FN). In this 

context, rejecting 𝐻0 is considered a positive result and failing to reject 𝐻0 is considered 

a negative result. This is summarized in figure A3.1, where TN denotes True Negative 

and TP denotes True Positive. 

Figure A3.1 A 2x2 confusion matrix  

 
 

The probability of making a False Positive error is known as the significance level of the 

hypothesis test and is denoted by 𝛼. Before collecting a sample and running the test, we 

must choose a value for 𝛼 depending on the cost of making a False Positive error. For 

instance, suppose we want to be 95% sure that we are correctly rejecting 𝐻0 with the 

assumption that 𝐻0 is true, then we set 𝛼 =  0.05. Finally, 𝛽 is used to denote the 

probability of making a False Negative error. 

 

Let us now discuss that 𝛼 influences 𝛽 in that a smaller 𝛼 will increase 𝛽 and vice versa. 

To see this, consider figure A3.2. The top plot shows the sampling distribution of some 

test statistic Θ for a given sample size 𝑛 when 𝐻0 is true for some population parameter 

𝜃 = 𝜃0. Suppose, without loss of generality, that we are performing a two-sided test. 

Then, when 𝐻0 is true and the value of Θ falls into one of the two shaded regions 

governed by 𝛼, we reject 𝐻0 resulting in a False Positive error. On the other hand, the 

figure on the bottom shows the sampling distribution of Θ for the same sample size 𝑛 

when 𝐻1 is true for, say, 𝜃 = 𝜃1. Now, if the value of Θ falls in the shaded region, then 

 
14 For instance, the term “black swan” was a common expression in 16th century London to indicate the 

impossible since it was presumed that they did not exist. This hypothesis was proven false with a single 

observation when Australia was discovered and the first black swan was seen. 
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we will wrongly decide that 𝐻0 is true resulting in a False Negative error. Thus, we see 

that, for a given sample size 𝑛, there is a trade-off between the probability of making a 

False Positive error and a False Negative error that is governed by 𝛼. The only way to 

decrease 𝛼 and 𝛽 at the same time is to decrease the spread of the sampling distribution 

by for instance increasing the sample size 𝑛. Finally, when we reject 𝐻0, we do not 

actually know what the specific value of 𝜃 is; we only know that the data suggest that 

𝜃 ≠ 𝜃0. There are infinitely many other alternatives that could be true, which implies that 

we cannot know the exact value of 𝛽 unless we can test it against some specific 

alternative value 𝜃1 ∈ ℝ. 

Figure A3.2 Trade-off between FP and FN errors 

 

Collecting sample data 

To test a hypothesis about some phenomenon or observation, we must collect 

associated data in such a manner that allows us to falsify the hypothesis. The sample 

data must be a good representation of the population to make inferences about the 

population. We discuss this in more details in chapter 4. 
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Statistical tests and 𝒑-values 

The test statistic Θ is used to calculate the so-called 𝑝-value which is defined as the 

probability of randomly observing a value from the population's distribution predicted 

by 𝐻0 that is equal to or (in absolute sense) greater than the observed value for Θ. In 

other words, a 𝑝-value represents the conditional probability of obtaining a result at 

least as extreme as the observed value of Θ given 𝐻0 is true. Therefore, a smaller 𝑝-

value indicates that the data is providing more convincing evidence that 𝐻0 is false. 

Due to historical reasons, it is common to refer to 𝑝-values smaller than 0.05 as a 

statistically significant result, i.e., there is at most 5% chance of making a False 

Positive decision due to random chance. This number is arbitrary and there is no 

absolute cut-off point between significant and insignificant results. Instead, the 𝑝-value 

is simply a measure of how strong the evidence against 𝐻0 is. 

 

In general, the p-value is dependent on the following factors: 

 

• The magnitude of the difference between the experimental and control group, 

known as the effect size: a larger effect size will produce a smaller 𝑝-value. 

• Spread of the sample data: a larger spread corresponds to a larger 𝑝-value since 

extreme values are more likely to be observed assuming that 𝐻0 is true. For 

instance, a larger sample size 𝑛 will yield a smaller 𝑝-value for a given non-zero 

effect size because a larger sample size will decrease the spread of the sample 

distribution. 

Figure A3.3 Sampling distribution of test statistic 𝚯̂ given that 𝑯𝟎 is true 

 

The so-called 𝑝-value approach in hypothesis testing uses the 𝑝-value in combination 

with 𝛼 to make a decision whether to reject 𝐻0 or fail to reject 𝐻0, see figure A3.3. 

Specifically, if the 𝑝-value is smaller than or equal to 𝛼, then it is considered that the 

observed value of Θ is unlikely to be produced by the distribution due to 𝐻0 and we reject 

𝐻0, otherwise we will fail to reject 𝐻0. 
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Box A3.1 Example 1: hypothesis testing 

 

In the example above, we used the so-called z-test to test if observing 80 heads is 

sufficiently supported by 𝐻0. The z-test assumes that the sampling distribution of the 

test statistic is normally distributed and that the variance of the population is known. In 

the real world, we rarely know the variance and it is estimated using the sample data; 

the corresponding test is known as the t-test and assumes the Student's t-distribution 

under 𝐻0. There are various other statistical tests that are commonly used depending on 

what is being tested. We will not discuss these tests in detail but understanding when 

to use each test is very important to ensure the validity of our conclusions, see (Erickson, 

2014) for more details. 

 

  

Let us conduct an experiment to test if some given coin is fair or unfair. After 

flipping the coin 10 times, i.e., 𝑛 = 10, we observe 8 heads and 2 tails. This is our 

sample to test the null hypothesis.  

 

Specifically, the null hypothesis will be the proposition that the coin is unbiased, that 

is, 

𝐻0: Pr(𝐻) = 0.5, 

where 𝐻 indicates that we observed head as a result of 1 coin toss. Furthermore, we 

want to know if Pr(𝐻) is different from 0.5 and so we use the two-sided test, that is, 

𝐻1: Pr(𝐻) ≠ 0.5. 

The test statistic of interest is then the number of heads or the number of tails 

(since we are using the two sided test) out of 10 coin flips. 

 

Next, we must calculate the conditional probability of obtaining a result that is equal 

to or more extreme than our sample test statistic given that 𝐻0 is true. First, let us 

focus on finding the probability of an unbiased coin landing on heads 8 times or 

more out of a total of 10 coin flips, that is, Pr(𝑋 ≥ 8|𝑛 = 10, Pr(𝐻) = 0.5), where 𝑋 

denotes the random variable representing the total number of observed heads. This 

is equivalent to calculating the cumulative probability of a binomial distribution, that 

is, 

Pr(𝑋 ≥ 8|𝑛 = 10, Pr(𝐻) = 0.5) = Pr(𝑋 = 8|𝑛 = 10, Pr(𝐻) = 0.5) + Pr(𝑋 = 9|𝑛 = 10, Pr(𝐻) = 0.5) 

+Pr(𝑋 = 10|𝑛 = 10, Pr(𝐻) = 0.5) 

=
10!

8! 2!

1

28
1

22
+
10!

9!

1

29
1

2
+
10!

10!

1

210
≈ 0.055 

Since we are performing a two-sides test, we must also take into account the 

probability Pr(𝑋 ≤ 2|𝑛 = 10, Pr(𝐻) = 0.5) to account for the probability of observing 

more than or equal to 8 tails out of 10 coin flips. Since the binomial is symmetric, we 

also have Pr(𝑋 ≤ 2|𝑛 = 10, Pr(𝐻) = 0.5) ≈ 0.055. Adding these probabilities gives a 𝑝-

value of approximately 0.11. Suppose, we had chosen 𝛼 = 0.05. Then, since 0.11 > 𝛼, 

our p-value does not provide sufficient evidence to reject 𝐻0. 
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Box A3.2 Example 2: hypothesis testing  

  

Let us conduct the same experiment to test if some given coin is fair or unfair but 

with 100 flips. Suppose we observe the same proportion of heads and tails as in the 

previous experiment, that is, we observe 80  

heads and 20 tails. With such a large sample size, we can approximate the binomial 

distribution with normal distribution. Specifically, suppose that the random variable 

𝑋 has the binomial distribution with 𝑛 independent Bernoulli trials and success 

probability 𝑝. For a sufficiently large 𝑛, the distribution of 𝑋 is approximately normal 

with mean 𝜇𝑋  =  𝑛𝑝 and standard deviation 𝜎𝑋 = √𝑛𝑝(𝑝 − 1).  

 

Now, let 𝑋 denote the random variable representing the total number of observed 

heads out of the 100 coin flips. Then, for our experiment, we can approximate the 

distribution under 𝐻0 as normal with 𝜇𝑋  =  50 and 𝜎𝑋  =  5. The z-score, see 4.x, can 

now can be computed using these values 

𝑧80 =
80 − 50

5
= 6 

We use this as the test statistic which tells us the number of standard deviations by 

which the observed value of 80 heads is above the average that is expected under 

𝐻0. Thus, we must consider the probability of observing a value that is equal to or 

more extreme than 𝑧80  =  6 given that 𝐻0 is true. This probability can be found using 

a statistical software program and is equal to 9.87𝑒−10. Again, taking into 

consideration the probability of observing 80 tails or more extreme, the 𝑝-value is 

approximately equal to 1.97𝑒−9. Suppose we have again chosen 𝛼 = 0.05, then the 𝑝-

value provides sufficiently strong evidence that 𝐻0 should be rejected. 
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Box A3.3 Example 3: hypothesis testing 

Durbin-Watson test 

Remember that we assumed that the errors in linear regression are assumed to be i.i.d., 

see section 5.1. However, correlation between errors can occur when the data has a 

temporal order and thereby violating the i.i.d. assumption. For instance, the price of a 

stock may close at a higher or lower price than expected for several days in a row. 

 

If there is auto-correlation between the errors, then this will affect the t-test and 

corresponding 𝑝-value which may cause us to wrongly conclude that the regression 

coefficients are statistically significant. The Durbin-Watson (DW) statistic is often used 

to test for autocorrelation for linear regression with the intercept included. This test 

assumes that there is a correlation 𝜌 between the sequential errors, that is, 

𝜖𝑡 = 𝜌𝜖𝑡−1 + 𝑢𝑡, 

where 𝑢𝑡 is an i.i.d. error term and we now use the subscript 𝑡 to stress that we are 

dealing with temporal data. Note that this is a first-order autoregressive model 

Let us focus on 𝑝-values of linear regression coefficients, see section 5.1. To be 

specific, let us suppose we are modelling one feature, that is, 

𝑌̂ = 𝑤̂0 + 𝑤̂1𝑋1. 

We collect a sample from the following data generating process 

𝑌 = 1.5𝑋1 + 𝜖, 

where 𝜖~
𝑖𝑖𝑑
𝒩(0, 0.25). We collect the following sample data 𝒟 = {(1, 2.38), (2,

3.2), (3, 4.99), (4, 7.12), (5, 8.43)}. Training the model with this data yields the estimates 

𝑤̂0 = 0.42 and 𝑤̂1 = 1.60. Hypothesis testing allows us to test if 𝑤̂0 and 𝑤̂1 are zero or 

non-zero. The null and alternative hypothesis are then expressed as 

𝐻0: 𝑤𝑖 = 0 

and 

𝐻1: 𝑤𝑖 ≠ 0 

for 𝑖 = 0,1. 

 

It is beyond the scope of this report to discuss the details, but we use the t-test to 

compute the 𝑝-value of 𝑤̂0 and 𝑤̂1, that is, 

𝑡𝑤̂𝑖 =
𝑤̂𝑖 − 𝑤𝑖

𝑠𝜖̂√(𝑿
T𝑿)𝑖𝑖

−1

, 

where 𝑖 = 0,1, 𝑿 ∈ ℝ𝑛×(𝑝+1) denotes the design matrix, and 𝑠𝜖̂ denotes the sample 

standard deviation of the residuals 𝜖̂ = 𝑌 − 𝑌̂ that is computed as 

𝑠𝜖̂ = √
∑ 𝜖𝑖̂

2𝑛
𝑖=1

𝑛 − 2
. 

Plugging in the values gives 𝑡𝑤̂0 = 1.03 and 𝑡𝑤̂1 = 13.10. Using a statistical software 

program, we find that the corresponding 𝑝-values are 0.38 and 0.96𝑒−3, suggesting 

there is not sufficient evidence to reject that 𝑤0 = 0 but there is sufficient evidence to 

reject 𝑤1 = 0. Since we know the true data generating process, we know these 

conclusions are correct. 

 

Note that obtaining 𝑝-values for linear regression with weight-regularization, see 

section 5.x, is not possible using this standard approach due to the bias that is 

introduced. There are other methods to estimate the 𝑝-values, but they are beyond 

the scope of this report. 
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AR(1) known from time series analysis, see section 10.2. 

 

To be specific, the null hypothesis of the DW test states that there is no 

autocorrelation, that is, 

𝐻0: 𝜌 = 0 

and the alternative is 

𝐻1: 𝜌 ≠ 0. 

The DW test statistic is computed as 

𝑑 =
∑ (𝜖𝑡̂ − 𝜖𝑡̂−1)

2𝑛
𝑡=2

∑ 𝜖𝑡̂
2𝑛

𝑡=1

=
∑ (𝜖𝑡̂

2 + 𝜖𝑡̂−1
2 − 2𝜖𝑡̂𝜖𝑡̂−1)

𝑛
𝑡=2

∑ 𝜖𝑡̂
2𝑛

𝑡=1

, 

where the sum in the numerator starts at 𝑡 = 2 due to the lagged residual. When the 

sample size 𝑛 is large compared to the residual values, we have that ∑ 𝜖𝑡̂
2𝑛

𝑡=2 ≈ ∑ 𝜖𝑡̂−1
2𝑛

𝑡=2 ≈

∑ 𝜖𝑡̂
2𝑛

𝑡=1  and then 

𝑑 ≈
2∑ (𝜖𝑡̂

2 − 𝜖𝑡̂𝜖𝑡̂−1)
𝑛
𝑡=2

∑ 𝜖𝑡̂
2𝑛

𝑡=2

≈ 2(1 −
∑ 𝜖𝑡̂𝜖𝑡̂−1
𝑛
𝑡=2

∑ 𝜖𝑡̂
2𝑛

𝑡=1

). 

The second term inside the parenthesis is an estimate of the auto-correlation, that is, 

𝜌̂ =
∑ 𝜖𝑡̂𝜖𝑡̂−1
𝑛
𝑡=2

∑ 𝜖𝑡̂
2𝑛

𝑡=1

 

since the sample mean of the residuals is zero when the intercept is included, 

see subsection 5.1.3. Therefore, the DW statistic can be approximated as 

𝑑 ≈ 2(1 − 𝜌̂). 

Observe that the value of 𝑑 falls approximately between 0 and 4, where 𝑑 = 0 is 

corresponding to perfect positive autocorrelation and 𝑑 =  4 is corresponding to perfect 

negative autocorrelation. 

 

After computing 𝑑, we use hypothesis testing to determine if the result is statistically 

significant. Since we do not know the distribution of the DW coefficient, this is not a 

trivial problem. The details are beyond the scope of this report, but the solution leads to 

the upper and lower threshold values 𝑑𝑈 and 𝑑𝐿, see figure A3.4, such that: 

 

• if 𝑑 < 𝑑𝐿, we reject 𝐻0 in support of a positive autocorrelation; 

• if 𝑑 > 4 − 𝑑𝐿, we reject 𝐻0 in support of a negative autocorrelation; 

• if 𝑑𝑈 < 𝑑 < 4 − 𝑑𝑈, we fail to reject 𝐻0; 

• if 𝑑𝐿 < 𝑑 < 𝑑𝑈 or 4 − 𝑑𝑈 < 𝑑 < 4 − 𝑑𝐿, the result is considered inconclusive.  

 

The values of 𝑑𝑈 and 𝑑𝐿 are dependent on the sample size 𝑛, number of coefficients 𝑝 

and desired significance level 𝛼 of the test, and can be computed using a statistical 

software program. 

Figure A3.4 Threshold values for the Durbin-Watson test 
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Appendix 4 Model selection criteria 

In this section we discuss methods that allow us to compare a set of candidate models 

with each other. Here we will focus on metrics that are evaluated using the entire 

sample data instead of using hold-out sets that are used in cross-validation. 

Linear regression: R-squared and adjusted R-squared 

A popular metric to determine the fit of a linear regression model with an intercept 

term is the so-called R-squared. To introduce this metric, let us first introduce the total 

sum of squares (TSS) defined by 

TSS =∑(𝑦𝑖 − 𝑦̅)
2

𝑛

𝑖=1

, 

where 𝑦̅ denotes the sample mean. Furthermore, let the sum of squared residuals be 

denoted by RSS, that is, 

RSS =∑(𝑦𝑖 − 𝑦̂𝑖)
2 =∑𝜖𝑖̂

2

𝑛

𝑖=1

𝑛

𝑖=1

. 

Then R-squared is defined by 

𝑅2 =
TSS − RSS

TSS
= 1 −

RSS

TSS
, 

The TSS can be considered as the total variance of the target variable and the 

RSS represents the variance of the residuals (remember that the average of the 

residuals is zero when an intercept is included). Therefore, RSS TSS⁄  can be 

seen as the percentage of variance of 𝑌 that is unexplained by the model and 

R-squared is the percentage of variation in 𝑌 that is explained by the linear regression 

model.  

 

It follows from the definition of R-squared that we would like to maximize it so that our 

model explains most of the variance in 𝑌. However, a problem with R-squared is that a 

high value does not necessary indicate a good model. For instance, it is possible to 

have a high R-squared while the model systematically over- and under-estimates 𝑌 at 

different points along the curve, i.e., the model is over- and under-biased at the 

various points.15 On the other hand, a low R-squared can still be seen as a good model 

depending on the context. For instance, in some fields we expect low R-squared 

values, especially when modeling human behavior since that is very difficult to model. 

Furthermore, despite having a low R-squared, it is still possible to have statistically 

significant non-zero weights, allowing us to infer conclusions about how a change in an 

independent variable can affect the target variable. 

 

It can be shown that adding a non-correlated feature to the linear regression model 

will potentially increase R-squared due to random correlations in the sample data but it 

will never decrease. Thus, if we were aiming to increase the R-squared at all costs, we 

might be tempted to add features to the model even if they provide no additional 

information on 𝑌. This leads to overfitting. To avoid this problem, the so-called 

adjusted R-squared penalizes the model for every added independent feature. To be 

specific, it is defined as 

 
15 Therefore, looking at residual plots is highly recommended to ensure that they are unbiased. 
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𝑅adj
2 = 1 −

RSS
(𝑛 − 𝑝 − 1)⁄

TSS
(𝑛 − 1)⁄

= 1 −
𝑛 − 1

𝑛 − 𝑝 − 1
(1 − 𝑅2) 

Here (𝑛 − 𝑝 − 1) are the degrees of freedom of the linear regression model and 

(𝑛 − 1) are the degrees of freedom of the constant model, see subsection 3.2.5. When 

adding more variables to the model, 𝑝 increases and the fraction becomes larger 

thereby penalizing the value of adjusted R-squared. A disadvantage of the adjusted 

R-squared is that it becomes negative when 𝑝 (𝑛 − 1)⁄ > 𝑅2. 

Akaike Information Criterion 

In this subsection we will discuss the Akaike Information Criterion (AIC) to determine 

the predictive performance of a model that is trained by optimizing the likelihood 

function ℓ(𝜽̂|𝑿, 𝒚) = 𝑝𝑌|𝑿,𝚯̂(𝒚|𝑿, 𝜽̂). We have assumed that the reader is familiar with the 

topics discussed in chapter 3, 4 and appendix 2. 

 

Remember that the KL divergence of some true data generating distribution function 
𝑝𝑿,𝑌 and an estimation 𝑝𝑿,𝑌|Θ̂ is defined by 

𝐷KL(𝑝𝑿,𝑌‖𝑝𝑿,𝑌|Θ̂) = 𝔼𝑿,𝑌~𝑝𝑿,𝑌[ln 𝑝𝑿,𝑌(𝑿, 𝒚)] − 𝔼𝑿,𝑌~𝑝𝑿,𝑌[ln 𝑝𝑿,𝑌|Θ̂(𝑿, 𝒚|𝜽̂)], 

where this time we have used the natural logarithm without loss of generality. This is a 
measure of the amount of information ‘lost’ when using 𝑝𝑿,𝑌|Θ̂ as an approximation of 

𝑝𝑿,𝑌. The aim is to choose a model that minimizes this loss of information. Finally, 

remember that the first term is the negative entropy 𝐻(𝑝𝑿,𝑌) and the second term the 

cross-entropy 𝐻(𝑝𝑿,𝑌, 𝑝𝑿,𝑌|Θ̂ ). 

 

In subsection 3.2.5 we discuss that when selecting models, the entropy term has the 

same value across the different models and can thus be ignored. Thus, for model 

selection, we want to minimize the cross-entropy. However, since we normally do not 

know 𝑝𝑿,𝑌, it is not possible to compute it and we must therefore estimate it. Naively, 

we could estimate the cross-entropy using our i.i.d. sample data 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1
𝑛 = (𝑿, 𝒚) 

and estimating 𝑝𝑿,𝑌 with 𝑝𝑿,𝑌|Θ̂, that is, 

𝐻̂(𝑝𝑿,𝑌, 𝑝𝑿,𝑌|Θ̂ ) = −
1

𝑛
∑ln 𝑝𝑿,𝑌|Θ̂(𝑿, 𝒚|𝜽̂ML)

𝑛

𝑖=1

= −
1

𝑛
ℓℓ(𝜽̂ML|𝑿, 𝒚), 

where ℓℓ denotes the log-likelihood and we have used the ML estimate 𝜽̂ML since it 

minimizes 𝐻̂. However, as it turns out, this estimate is very biased and becomes more 

biased as the total number of estimated parameters in the model, denoted by 𝑘, 

grows. We will not discuss the details, but it was shown that the bias is asymptotically 

approximately equal to −𝑘 𝑛⁄ . Therefore, an unbiased estimator would be 

𝐻̂(𝑝𝑿,𝑌, 𝑝𝑿,𝑌|Θ̂ ) =
1

𝑛
(𝑘 − ℓℓ(𝜽̂ML|𝑿, 𝒚)), 

Due to historical reasons, this estimator is multiplied by 2𝑛, which does not 

change the ranking of the different models, leading to the definition of the AIC 

AIC = 2𝑘 − 2ℓℓ(𝜽̂ML|𝑿, 𝒚) 

The AIC can be used to perform model selection based on their probability 

distributions, where the optimal model is associated with the smallest AIC value. 

Bayesian Information Criterion 

Now we will discuss the Bayesian Information Criterion (BIC) that turns out to have a 

very similar form as the AIC but with a slightly harsher penalty term. It can be used to 
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determine the goodness-of-fit of a model that is trained by optimizing the likelihood 

function. To understand this metric, suppose we have a set of 𝑚 models, that is, 

{𝑓𝑖}𝑖=1
𝑚 , that are trained with a data set 𝒟 = {(𝒙𝑖 , 𝑦𝑖)}𝑖=1

𝑛 = (𝑿, 𝒚). Then it follows from 

Bayes' theorem that the probability of a candidate model 𝑓𝑖 given the data (𝑿, 𝒚) can be 

expressed as 

Pr(𝑓𝑖|𝑿, 𝒚) =
Pr(𝑿, 𝒚|𝑓𝑖) Pr(𝑓𝑖)

∑ Pr(𝑿, 𝒚|𝑓𝑗) Pr(𝑓𝑗)
𝑚
𝑗=1

. 

It was shown that  

ln Pr(𝑓𝑖|𝑿, 𝒚) ≈ 2ℓℓ(𝜽̂ML|𝑿, 𝒚) − 𝑘 ln 𝑛. 

To compare with the AIC, the BIC is defined as 

BIC = 𝑘 ln 𝑛 − 2ℓℓ(𝜽̂ML|𝑿, 𝒚) 

Thus, selecting the candidate model 𝑓𝑖 associated with the minimum BIC value is 

equivalent to selecting the model corresponding to the highest posterior probability 

Pr(𝑓𝑖|𝑿, 𝒚). 

 

Model selection with the BIC metric has been shown to be consistent when the true 

unknown ground truth 𝑓 is among the candidate models. In other words, under this 

assumption, the model associated with the smallest BIC will correspond to the ground 

truth with probability tending to one as 𝑛 → ∞ (Yuhong, 2005). On the other hand, the 

AIC uses the candidate models to obtain the best estimated probability distribution 

function under the ground truth which does not need to be one of the candidate 

models. Furthermore, observe that since 𝑘 ln 𝑛 > 2𝑘 for 𝑛 ≥ 8, the BIC penalizes models 

with a larger 𝑘 more than the AIC and thus tends to prefer simpler models than the 

AIC. Finally, observe that the AIC is intended to evaluate the predictive performance of 

the model whereas the BIC is intended to measure the goodness-of-fit of the model. 

Examples 

In this section we compare the various model selection criteria as discussed in 

appendix 3, 4 and section 4.4 for different types of regression model and different 

crime types. We use the data from the examples in chapter 2. Within each column the 

best model is shown in bold letters. For example, table A4.1 shows that for severe 

violence the best model would be the baseline model if we use the adjusted R² or the 

Durbin-Watson test as a measure. However, based on the Bayes Information criterion 

a principal components model would be chosen. The in sample Mean Absolute 

Percentage Error (MAPE) leads us to a Robust M-estimation, while an in-sample Root 

Means Squared Error (RMSE) leans towards the baseline model. If we judge the model 

purely on its predictive powers we end up with a ridge regression regardless of the 

usage of the out-of-sample MAPE or RMSE. Tables A4.2, A4.3 and A4.4 show the 

results for criminal damages and crimes against the public order, robbery and traffic 

crimes excl. driving under influence respectively. Overall, the results are mixed and 

the various model selection criteria contradict each other. Not one particular 

estimation method stands out.  
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Table A4.1 Examples: comparison of model selection criteria for various 

methods, severe violence* 
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Ensemble averaging     6.979 557 5.162 393 

With feature selection         

Baseline model  0.238 1.939 -1.310 8.351 606 5.463 400 

ECM-model  0.137 1.811 -1.185 8.198 656 7.854 639 

Principal components  0.212 1.783 -1.343 8.574 599 2.257 190 

Ridge regression         

Robust, M-estimation         

Robust, S-estimation         

Robust, MM-estimation         

Nearest neighbours         

Without feature selection         

Baseline model  0.235 2.064 -0.982 7.271 543 4.116 310 

ECM-model         

Ridge regression     7.505 561 1.741 149 

Robust, M-estimation  0.143  101.369 6.436 595 9.475 819 

Robust, S-estimation  0.207   6.482 594 10.647 908 

Robust, MM-estimation  0.119  70.296 6.674 557 7.250 591 

Nearest neighbours     6.859 550 5.958 469 

* The best model is shown in bold letters. 
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Table A4.2 Examples: comparison of model selection criteria for various 

methods, criminal damages and crimes against the public order* 
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Ensemble averaging     3.815 8,113 13.655 18,089 

With feature selection         

Baseline model  0.377 1.617 -2.773 4.805 9,768 7.310 9,845 

ECM-model  0.473 1.551 -2.735 4.127 8,855 16.562 22,719 

Principal components  0.385 1.671 -2.648 4.476 9,411 4.831 6,957 

Ridge regression         

Robust, M-estimation         

Robust, S-estimation         

Robust, MM-estimation         

Nearest neighbours         

Without feature selection         

Baseline model  0.427 2.113 -2.327 3.739 8,172 13.431 17,758 

ECM-model         

Ridge regression     4.970 9,771 20.671 29,847 

Robust, M-estimation  0.283  80.385 3.573 8,358 12.412 16,267 

Robust, S-estimation  0.245   3.642 9,148 18.346 25,760 

Robust, MM-estimation  0.334  64.789 3.580 8,141 13.471 17,868 

Nearest neighbours     4.418 8,153 9.410 10,418 

* The best model is shown in bold letters. 
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Table A4.3 Examples: comparison of model selection criteria for various 

methods, robbery* 
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Ensemble averaging     5.095 938 12.722 1,355 

With feature selection         

Baseline model  0.571 1.900 -1.938 6.231 1,119 4.929 463 

ECM model  0.728 1.851 -2.007 4.356 758 35.870 6,657 

Principal components  0.569 1.865 -1.932 5.939 1,017 4.901 484 

Ridge regression         

Robust, M-estimation         

Robust, S-estimation         

Robust, MM-estimation         

Nearest neighbours         

Without feature selection         

Baseline model  0.576 2.202 -1.624 5.404 948 11.718 1,234 

ECM-model         

Ridge regression     5.490 959 11.687 1,223 

Robust, M-estimation  0.273  110.531 5.270 1,094 6.418 691 

Robust, S-estimation  0.401   5.393 1,168 5.478 531 

Robust, MM-estimation  0.471  66.163 5.356 965 11.167 1,164 

Nearest neighbours     5.600 916 7.301 637 

* The best model is shown in bold letters. 
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Table A4.4 Examples: comparison of model selection criteria for various 

methods, traffic crimes excl. driving under influence* 
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Ensemble averaging     3.157 3,246 2.993 3,217 

With feature selection         

Baseline model  0.356 1.991 -3.166 3.320 3,375 3.722 4,093 

ECM model  0.406 2.110 -3.114 3.043 3,354 3.778 4,344 

Principal components  0.264 1.810 -3.100 3.769 3,528 7.760 7,401 

Ridge regression         

Robust, M-estimation         

Robust, S-estimation         

Robust, MM-estimation         

Nearest neighbours         

Without feature selection         

Baseline model  0.305 2.164 -2.767 3.232 3,290 2.841 2,982 

ECM-model         

Ridge regression     3.215 3,343 1.766 1,729 

Robust, M-estimation  0.229  62.197 3.174 3,286 2.252 2,331 

Robust, S-estimation  0.199   3.725 4,378 2.183 2,333 

Robust, MM-estimation  0.224  64.115 3.170 3,286 2.204 2,284 

Nearest neighbours     3.688 3,827 4.046 4,015 

* The best model is shown in bold letters. 
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Appendix 5 Gradient descent 

Gradient descent is a optimization method that is often used to train machine learning 

algorithms. Note that since 𝒚̂ is dependent on the parameterization of the model 𝑓, 

and so the loss function is also dependent on the values of parameters. This method 

iteratively fine tunes the parameters of the differentiable loss function to find a local 

minimum. Remember if the loss function is convex, then the local minimum will also 

be the global minimum. Let 𝚯̂ denote the vector of parameters that govern the model 

𝑓. Then the algorithm is given by: 

 

• Randomly initialize the parameters in 𝚯̂ to some values 𝜽̂. 

• Update the parameter values as: 𝜽̂ → 𝜽̂ − 𝜆𝛻𝜽̂𝐿(𝒚, 𝒚̂), where 𝜆 is a constant known as 

the learning rate. Note that at each iteration, 𝜽̂ is updated to move in a direction 

where each individual component of 𝜽̂ minimizes the loss 𝐿(𝒚, 𝒚̂). 

• Repeat until convergence occurs based on a selected convergence criterion. 
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Appendix 6 Data used in examples 

This appendix describes the data used in some of the examples in this report. Two 

examples use micro-data. These are described in the first section. Many other 

examples use a small set of time series data. These data are described in the second 

section of this appendix. 

Artificial micro-data set 

To demonstrate the multinomial logistic regression (box 5.6) and random forest 

algorithm (box 9.3) an artifical dataset was constructed based on subtotals from two 

real life datasets. The first dataset originates from the Criminal Justice System Monitor 

database, which includes aggregated data from many organisations in the field of 

criminal justice in the Netherlands over the years 2013-2022. From this database  

the decisions of the public prosecutor for the year 2013 were extracted categorized by 

crime type, age category, type of persons and region. The second dataset is the 

dataset used for the FMJS-model. From this dataset we extracted the inflow in the 

Public Prosecutor Service in 2013, categorized by workload, origin (the organisation 

that sends the case to the Public Prosecutor Service), crime type and age category. 

Note that both extractions actually originate from the same source, i.e. the registration 

system of the Public Prosecutor Service.  

 

Because workload and origin was not available in the dataset containing the decisions, 

the inflow dataset was used to allocate the workload and origin to the Public 

Prosecutor’s decisions according crime type and age. For example, if the inflow of 

simple cases originating from the Police in the category ‘simple theft, juveniles’ is 200, 

then these cases were equally alloted to the Public Prosecutor’s decisions in the 

categories ‘simple theft, juveniles’ by type of decision, type of person and region. So if 

there are only two types of decisions, two types of persons and two regions (i.e. a 

total of 8 subcategories) in the category ‘simple theft, juveniles’, 25 simple cases 

would be assigned to each subcategory. 

 

After allotting the workload to Public Prosecutor decisions the number of cases in each 

category is known. Then a number of individual case records are generated based on 

the totals for each subcategory. For example, if there 25 cases in the category 

‘summonses, simple cases, originating from the Police, simple theft, juveniles, 

females, Rotterdam’, then 25 records were generated with these characteristics. This 

was done for each subcategory, resulting in a total of 227.583 records. Figures A6.1 

through A6.6 summarize the characteristics of the resulting artificial dataset. 

Time series data  

Tables A6.1 and A6.2 contain the actual data used for training and testing the models 

in the examples based on time series data. The data on recorded crime, population, 

unemployed people, motor vehicles, drug addicts and gross domestic product 

originates from Statistics Netherlands. The soure for purchasing power is the 

Netherlands Bureau for Economic Policy Analysis and the figures on the number of 

police officers can be found in the Police annual report. 
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Figure A6.1 Decisions made by the Public Prosecutor, 2013 

 

Figure A6.2 Decisions made by the Public Prosecutor by crime type, 2013 
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Figure A6.3 Decisions made by the Public Prosecutor by workload, 2013 

 

Figure A6.4 Decisions made by the Public Prosecutor by type of person and 

age, 2013 
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Figure A6.5 Decisions made by the Public Prosecutor by origin, 2013 

 

Figure A6.6 Decisions made by the Public Prosecutor by region, 2013 
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Table A6.1 Recorded crime by the Police 

 Severe violence Criminal damages 
and crimes against 

public order 

Robbery Traffic crimes 
excl. driving under 

influence 

Training set 

1978 2,416 67,924 3,199 38,979 

1979 2,685 76,927 3,611 44,268 

1980 3,163 91,824 4,654 47,417 

1981 3,313 99,902 5,936 49,960 

1982 3,560 115,918 7,272 49,291 

1983 3,721 111,880 7,524 50,931 

1984 4,183 125,196 8,356 52,405 

1985 4,077 128,642 8,588 53,755 

1986 4,374 133,697 11,346 50,035 

1987 4,215 143,166 11,251 49,528 

1988 5,154 148,602 11,640 50,654 

1989 6,015 159,700 13,603 52,634 

1990 5,006 157,960 13,070 55,366 

1991 5,757 163,295 14,115 58,905 

1992 7,299 167,461 16,944 65,429 

1993 8,951 162,924 17,759 71,467 

1994 8,499 168,331 17,365 71,885 

1995 7,905 166,463 17,155 72,043 

1996 7,728 186,613 16,504 79,640 

1997 5,722 196,844 15,463 80,634 

1998 5,396 195,416 15,749 88,899 

1999 4,535 206,311 19,037 101,474 

2000 4,834 207,319 20,457 101,689 

2001 4,892 211,015 22,793 104,956 

2002 4,221 215,873 22,226 104,318 

2003 4,219 210,078 21,549 110,937 

2004 4,436 221,790 19,035 110,139 

2005 4,447 231,305 16,645 109,097 

2006 4,345 235,196 14,663 109,866 

2007 4,123 243,692 13,829 114,130 

2008 4,299 233,904 13,338 110,203 

2009 6,139 214,069 16,462 105,058 

2010 6,834 185,003 16,322 108,861 

2011 6,977 182,150 15,578 107,810 

2012 7,595 162,415 14,945 95,785 

2013 7,110 141,135 13,350 95,130 

2014 7,040 135,400 10,455 89,870 

2015 6,990 122,835 9,730 87,505 

Test set 

2016 6,955 115,525 8,990 88,355 

2017 6,630 102,085 7,985 86,090 

2018 6,880 93,450 7,785 89,340 

2019 7,350 102,400 8,595 92,205 
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Table A6.2 Features used in the examples 
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Training set 

1978 13,941,700 1,485,160 1,429,379 1,824,898 333,623 4,292,946 7,798 35,018 

1979 14,038,270 1,486,869 1,437,847 1,869,804 349,168 4,528,582 7,040 35,831 

1980 14,149,800 1,486,135 1,454,774 1,909,711 350,042 4,679,334 11,436 36,357 

1981 14,247,208 1,487,344 1,472,181 1,945,267 422,536 4,747,520 14,804 37,074 

1982 14,312,690 1,482,789 1,486,480 1,979,564 541,803 4,816,170 14,400 37,857 

1983 14,367,070 1,468,613 1,497,947 2,014,705 650,102 4,913,579 17,246 37,803 

1984 14,424,211 1,447,307 1,506,732 2,051,022 642,167 5,012,843 18,998 38,390 

1985 14,491,632 1,414,285 1,515,714 2,088,107 605,051 5,101,439 18,476 38,371 

1986 14,572,278 1,370,088 1,525,227 2,126,734 570,301 5,240,131 19,587 38,098 

1987 14,665,037 1,311,982 1,538,089 2,167,781 567,189 5,420,569 19,200 38,479 

1988 14,760,094 1,246,537 1,550,977 2,208,407 574,238 5,567,610 18,392 38,446 

1989 14,848,907 1,188,689 1,554,611 2,247,454 544,039 5,717,434 19,352 38,136 

1990 14,951,510 1,143,018 1,553,072 2,288,154 513,986 5,864,918 17,651 38,118 

1991 15,069,798 1,114,102 1,543,968 2,333,187 495,424 5,977,748 19,301 38,719 

1992 15,184,166 1,101,150 1,524,136 2,378,895 503,811 6,115,886 22,097 39,319 

1993 15,290,368 1,098,598 1,496,422 2,419,877 565,891 6,291,696 23,377 39,208 

1994 15,382,838 1,097,117 1,460,083 2,455,847 628,523 6,454,147 22,720 40,130 

1995 15,459,006 1,093,791 1,419,824 2,489,459 619,702 6,587,189 23,886 40,988 

1996 15,530,498 1,092,752 1,382,998 2,502,698 593,956 6,751,688 25,058 41,202 

1997 15,610,650 1,096,127 1,350,435 2,499,329 555,678 6,950,843 27,212 41,871 

1998 15,707,209 1,102,980 1,321,426 2,504,918 469,191 7,180,558 27,203 41,158 

1999 15,812,088 1,112,672 1,290,422 2,520,582 423,493 7,479,646 28,206 41,667 

2000 15,925,513 1,127,577 1,257,834 2,541,937 391,943 7,758,749 28,472 42,655 

2001 16,046,180 1,147,081 1,231,791 2,560,898 372,397 7,980,047 28,755 45,812 

2002 16,148,929 1,168,934 1,212,198 2,568,470 417,967 8,170,313 29,299 47,275 

2003 16,225,302 1,187,441 1,198,679 2,561,546 500,000 8,289,743 31,013 47,752 

2004 16,281,779 1,197,299 1,190,314 2,544,773 576,000 8,372,272 31,948 46,843 

2005 16,319,868 1,200,858 1,186,352 2,520,274 598,000 8,482,733 33,003 46,296 

2006 16,346,101 1,203,382 1,184,993 2,490,048 525,000 8,626,199 30,359 46,968 

2007 16,381,696 1,203,455 1,187,799 2,459,433 466,000 8,806,650 31,908 47,674 

2008 16,445,593 1,196,699 1,200,402 2,433,395 427,000 8,994,654 32,961 47,966 

2009 16,530,388 1,187,759 1,217,902 2,409,974 489,000 9,133,451 33,387 49,499 

2010 16,615,394 1,184,517 1,231,765 2,385,288 547,000 9,249,822 33,024 49,377 

2011 16,693,074 1,187,045 1,242,884 2,358,088 543,000 9,392,177 32,795 50,436 

2012 16,754,962 1,192,877 1,253,195 2,326,128 622,000 9,500,628 31,141 51,449 

2013 16,804,432 1,201,660 1,261,984 2,291,199 754,000 9,544,943 31,806 51,495 

2014 16,865,008 1,211,331 1,271,085 2,258,261 763,000 9,583,170 31,806 51,340 

2015 16,939,923 1,220,863 1,281,827 2,231,215 724,000 9,684,699 29,957 50,409 

Test set 

2016 17,030,314 1,225,139 1,296,684 2,212,815 645,000 9,831,591 29,456 50,646 

2017 17,131,296 1,219,751 1,313,226 2,200,186 546,000 9,995,641 30,762 50,417 

2018 17,231,624 1,206,261 1,329,921 2,190,750 459,000 10,180,910 33,540 50,490 

2019 17,344,874 1,190,058 1,348,361 2,184,418 423,000 10,364,406 33,443 50,452 
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Table A6.2 continued 
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Training set 

1978 1.9 2.8 

1979 0.7 2.1 

1980 -1.9 1.3 

1981 -4.2 -0.9 

1982 -2.2 -1.3 

1983 -3.6 2.0 

1984 -1.1 3.0 

1985 1.5 2.7 

1986 2.4 2.8 

1987 1.5 2.0 

1988 1.1 3.3 

1989 2.1 4.6 

1990 2.4 3.9 

1991 0.2 2.5 

1992 0.5 1.9 

1993 0.6 1.2 

1994 -0.4 3.0 

1995 0.8 3.1 

1996 0.6 3.5 

1997 0.5 4.3 

1998 1.9 4.7 

1999 0.3 5.0 

2000 1.1 4.2 

2001 3.3 2.3 

2002 0.5 0.2 

2003 -1.2 0.2 

2004 0.2 2.0 

2005 -1.4 2.1 

2006 1.9 3.5 

2007 1.2 3.8 

2008 0.1 2.2 

2009 1.4 -3.7 

2010 -0.5 1.3 

2011 -1.2 1.6 

2012 -1.7 -1.0 

2013 -1.4 -0.1 

2014 1.2 1.4 

2015 1.0 2.0 

Test set 

2016 2.5 2.2 

2017 0.3 2.9 

2018 0.0 2.4 

2019 1.1 2.0 
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